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1 Background
Applicants Name: Universität Siegen, Simulationstechnik und Wissenschaftliches Rechnen
(STS)
Application Name: Ateles
Contact: Harald Klimach
Programming Language: Fortran; Lua/Python for setup/build
Programming Model: MPI, OpenMP
Source Code Available: Yes; closed source, access granted for POP
Input Data: generated during setup
Performance Study: Initial Audit – identify areas of improvement

Perception: Weak serial performance, satisfactory MPI performance, and weak OpenMP per-
formance. During interaction with the user, it became clear that the provided setup was inade-
quate for OpenMP usage, so this aspect will be ignored; possible follow-up assessment targeting
OpenMP or hybrid MPI/OpenMP.
Test setup: The customer provided build scripts for HLRS’ Cray XC40 using the GNU pro-
gramming environment. Also provided input scripts suitable for 1 node (24 MPI) and instruc-
tions for weak and strong scaling of the input. Analysis was done mainly on 1, 8, and 64
nodes.

2 Focus of analysis
Ateles is a Finite Element code which uses the Discontinuous Galerkin scheme on top of an dis-
tributed parallel octree mesh data structure. The code uses an explicit time integration scheme.
The basic unit of the computational domain is called an element. Static mesh refinement is used
to increase numerical accuracy in areas of interest. To lowest order, all elements should have
the same computational load. Therefore, for this analysis we will take the number of elements
as the measure for problem size.

Figure 5 shows the timeline of the execution running on 1 node with 24 MPI ranks. The
application spends 0.26 sec in an initialisation phase and 0.03 sec in a shut-down phase, respec-
tively. The code executes a total of 5 iterations in over 90 seconds. Due to the shortness of
initialisation and shutdown phases we did not try to filter these out and report all analysis over
the whole duration.

Iterations are clearly separated by a single phase of collective communication. Within an
iteration multiple phases of computation and point-to-point communication interlace. The
structure of iterations, i.e. number and length of phases, is not uniform across MPI ranks.

3 Scalability
The input file offers two parameters to change the domain size, i.e. the number of elements,
namely radius, r, and length, l. Both parameters must take integer values; in addition the
radius must be even. The number of elements is proportional to the expression (l + 1) × r2.
Due to these constraints it is not always possible to construct exact week scaling experiments
from a given starting point.

Figure 2 shows a strong scaling experiment from 1 to 24 MPI processes on a single node. The
size of the global computational domain in this experiment is 2288 elements. The maximum
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Figure 1: Basic timeline of Ateles running with 24 MPI processes within 1 node. Time runs
from left to right. The timelines of the MPI processes are stacked in the vertical direction. Red
color represents phases MPI activity, green color is application code. The vertical black lines
represent collective MPI communication. Here, collective communication is the only way to
separate iterations from each other.

Figure 2: Strong scaling experiment on a single node. The scaling is roughly linear but with
modest efficiency.
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Figure 3: Strong scaling experiment for two problem sizes, 2288 and 16396 elements, respec-
tively. For sufficiently large problems, the code scales linearly across node boundaries, but with
modest slope.

Figure 4: Weak scaling experiment from 1 to 64 nodes with 2288 elements per node. Each node
corresponds to 24 MPI processes.The execution time increases significantly.
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value of the speedup of 14.5 is achieved for 24 MPI processes, which corresponds to a total
efficiency of 60%. The speedup is not particularly good, but the code scales roughly linearly
within a node. As illustrated in Figure 3, linear strong scaling with similar slope can be achieved
across multiple nodes, as long as the problem size is sufficiently large. For the problem size used
in the previous paragraph, i.e. 2288 elements, the speedup starts to roll over at two nodes,
while larger problems, e.g. 16896, scale out.

The results of a weak scaling experiment with 2288 elements per node is shown in Figure 4.
To lowest order, the parallelisation overhead increases roughly linearly with the number of
nodes/cores. The total execution time T can be fitted by the model T (p) = t0 + 0.015 t0 p,
where p is the number of processes, and t0 is the reference execution time. In addition, certain
number of nodes, e.g. 8 nodes, seem to result in particularly inefficient parallelisation.

4 Load Balance
The application suffers from significant load imbalance. The table below shows a break down
of time spent in application code and MPI calls, respectively, for a run with 24 MPI processes.

application MPI Wait MPI collectives
average 80.8% 18.6% 0.5%
maximum 90.5% 29.2% 2.0%
minimum 70.5% 9.3% ≤0.5%
stdev 6.5% 6.5% 0.5%
avg/max 0.89 0.64 0.26

On average, the application spends 80.8% of the time in application code the remaining
roughly 19% in MPI calls, most of it in MPI wait states. However, the fraction of time spent
in application code varies significantly between MPI processes ranging from 90% down to 70%.
Similarly time spent in MPI varies from 29% down to 9%. The load balance of application code
is only 89%.

The following table shows the imbalance in number of instructions for the application code
(i.e. excluding MPI code, etc).

# instructions
average 1.92 × 109

maximun 2.25 × 109

minimum 1.80 × 109

stdev 0.15 × 109

avg/max 0.86

The balance in terms of number of instruction is 86%. Thus, the imbalance in execution time
of application code is due to an imbalance of similar magnitude in number of instructions: some
MPI processes do more work than others. Most of the imbalance in MPI can be attributed to
waiting time of less loaded MPI processes on those with higher loads as illustrated in Figure 5.

5 Serial performance
From the customer perception, serial performance is one of the weaknesses of the code. Tracing
at the function call level has proved very difficult for this application. The very large number of
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Figure 5: Illustration of application code load imbalance and its effect on MPI balance. The
upper panel shows time lines for 24 MPI processes, where green is application code, red is MPI
calls, and black lines show MPI Point-to-point communication. The lower panel shows the
fraction of processes in MPI and Application code respectively on the same time line. Most
MPI processes wait on rank 0 for the first two phases, and on process 2 for the third phase.
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function calls as well as very deep call trees (up to 53 levels) result in instrumentation overheads
of more 100%.

Reading hardware counters over the whole application is more robust. Instructions per
cycle is good at IPC ∼ 2.6, however, significant parts of the code do not vectorize (no counters
available, taken from compiler output). Also, the utilisation of L1 and L2 caches is good at
∼ 1200 references per miss. TLB misses however are high, the utilisation ratio is only ∼ 3700
references per miss. On this platform, there are no counters for number of floating point
instructions, nor for last-level L3 cache.

We have also looked at the number of function invocations. The table gives details for the
most frequently called function, i.e. number of calls (for a 20 second run), and fraction to total
function calls in the application.

label function name number of calls % of total calls % of CPU time
A posofmodgcoeffqtens 6.6e9 96.9% 26.7%

The application spends a significant fraction of the execution time in the function A. In
addition, this function is called very frequently. It is estimated that roughly 5% – 10% of the
application’s runtime is spent in overhead for invoking just this one function (assumed 20 cycles
per function invocation). The table below lists other functions that have short execution time
but high call frequencies and may thus cause significant function invocation overhead as well.
Some of these functions are particularly critical, as they are called frequently by MPI ranks
that have higher computational load and thus increases load imbalance.

function name
tem isnan
facevalleftbndans
facevalrightbndans
flu pop
flu settop
flu push*
flu isnumber
aot *

6 Summary and Recommendations
We have analysed the Ateles code with respect to scalability, serial performance and load balance
for a setup provided by the customer. We have concentrated at smallish jobs sizes.

Our observations in order of severity can be summarised as:

• The application suffers from significant load imbalance. Some MPI ranks spend signifi-
cantly more time in computation than others, even if the number of elements is balanced.
As a consequence, some ranks have to spend significant time in MPI calls waiting for
late arrivals to complete computation before entering MPI. In addition, the number and
message volume in MPI communications also varies across MPI processes.

• Global metrics for serial performance like IPC and cache statistics are satisfactorily. How-
ever, the number of function invocations is extremely high and causes significant over-
heads.

• Code scalability is moderately efficient. In particular, weak scaling is affected by an
overhead time which increases linearly with the number of MPI processes. However,
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this can be masked with sufficiently large problem sizes. On top of this trend, certain
numbers of MPI processes result in particularly inefficient parallelisation. This is probably
connected to load imbalance issue.

We have three recommendations for improvement. The first one should be relatively easy
to implement, while the third probably requires significant changes to the code or even the
algorithm.

• Reduce the number of function invocations, in particular those that have short
execution time, and those that contribute to load imbalance.

• Reduce the amount of duplicate computation, or specialise code a compile-
time. Visual inspection of the source code has shown, that calculations are done multiple
times in different places. There might be a trade-off between compute time and storing
intermediate results. Also, many calculations could be avoided if numerical parameters
were set at compile-time rather than at run-time.

• Reduce load imbalance by improving static domain decomposition. The amount
of computation as well as the number and volume of MPI communication is not balanced
across MPI processes even if the number of elements is. The domain decomposition
should take this into account. However, there also seems to exist dependencies between
parts of the application that lead to a particular order of MPI communications an thus to
longer wait states. To clarify these issues we recommend to follow up with a performance
assessment concentrating on load imbalance.
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