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1 Background
Applicants Name: Harald Klimach
Applicants Affiliation: Universität Siegen — Simulationstechnik und Wissenschaftliches Rech-
nen (STS)
Application Name: Musubi
Programming Language: Fortran90
Programming Model: MPI
Source Code Available: Yes
Input data: musubi_POP_v2/Pop_case/singleLevel
Performance study: Performance Audit

Musubi is a Lattice Boltzmann CFD code that uses a distributed parallel octree mesh data
structure.

The analysis was done on the customer’s cluster named Horus. Horus consists of nodes with
Intel Xeon X5600 6-core CPUs. Each node has two sockets and thus 12 cores. All analysis have
been done with MPI rank counts from 12 to 192, i.e. 1 to 16 nodes. For simplicity, we will
report analysis only for 192 cores and use the 12 core run as a reference baseline (see section 3).

The code was compiled with the Intel compiler v15.0.1. For the analysis we instrumented
the code using Score-P v2.0.2 and PAPI v4.0.4, which have been installed by the customer with
support from POP staff. In order to reduce the overhead of the instrumentation, all functions
starting with tem_* have been excluded. These functions are invoked with very high frequency
and cause large traces and supposedly significant instrumentation overhead.

2 Application Structure & Focus of Analysis
With the given input file, the application can be split into two phases. The initialisation phase
starts MPI, reads the input data from disk, and builds the mesh. The next and final phase is
the main computational phase. No intermittent or final output is done with this configuration.

The initialisation phase is short (roughly one minute with 192 ranks) compared to the
duration of the main computational phase (roughly 6-8 hours for production runs). We have
therefore excluded the initialisation phase from further detailed analysis.

In the given configuration, the main computational phase consists of 1024 iterations. In
production runs, this number can be arbitrarily large. These iterations are further structured
into blocks of 8 iterations (as seen in Fig. 1). Within the 8-iteration block, only non-blocking
point-to-point MPI communication is done. The groups are separated by a blocking collective
MPI_Allreduce which synchronises MPI ranks globally. For simplicity, and in order to capture
multiple collective communication events between blocks, we extend our analysis to the whole
main computation phase, i.e. all 1024 iterations, and refer to this region as focus of analysis or
simply FoA.

3 Scalability
We have done strong scaling experiments for the given input set. In strong scaling experiments,
the number of computing resources (here MPI processes or cores) is varied, but the problem size
is kept constant. We have used the application specific metric MLUPs (mega lattice updates
per second) as performance metric, since this metric is reported by the Musubi code for every
run. MLUPs is proportional to the computational problem size and takes into account only the
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Figure 1: Execution timeline of an 8-iteration block within the main computational phase for
a run with 12 MPI ranks. The timelines of the 12 MPI ranks/cores are stacked vertically;
time runs from left to right. The cores are either executing user code (green color) which is
considered useful, or code in the MPI runtime system (red color), which is considered non-useful
parallelisation overhead. At the end of each iteration, we observe a phase of non-blocking MPI
communication. Iterations are grouped in blocks of 8 iterations. These blocks are separated
by a blocking MPI collective (vertical black lines) which leads to a synchronisation across all
processes.
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Figure 2: Strong scaling for 12 to 192 MPI ranks. The green line marks ideal scaling, i.e.
scaling efficiency 100%, while the black line corresponds to a scaling efficiency of 80%, which is
considered the lowest acceptable value.

focus of analysis. Fig. 2 shows results for core count, n, ranging from 12 to 192 in terms of the
speedup, S(n), and the scaling efficiency, η(n), which are defined respectively as

S(n) = MLUPsn

MLUPs0
and η(n) = S(n)

n/n0
,

where indices n refer to values for n cores, and the index 0 refers to the values of the reference,
which we have taken to be the run which showed the highest performance at 12 MPI ranks.
Ideally, the speedup would increase proportionally with the number of cores and the efficiency
remain constant at 100%. Our measurements show that the efficiency levels off at around 85%,
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which is an acceptable value. Apart from that, there is no noteworthy feature in the scaling
curve which would indicate a transition in scaling behaviour or single out particular core counts.
Therefore, we will continue using runs with 12 MPI ranks as reference and report analysis for
runs with 192 ranks.

4 Efficiency
In this section we discuss certain performance metrics which have been obtained from the
instrumented benchmark runs. The results are presented in terms of a number of efficiencies
and scalabilities, which are related to fundamental performance issues. As usual efficiencies and
scalabilities can take values between 0% and 100%. These metrics are all derived from the time
the application spends in different execution states. For an MPI code, these states are useful
and MPI runtime. In the former case, the cores are executing user code, i.e doing useful work,
while in the latter case the application is executing code which is related to the MPI runtime
system, as for instance doing communication or synchronising processes, and thus not directly
contributing to the application’s business logic.

The Table 1 gives details on the time the application is spending in these states within
the focus of analysis across different core counts. For illustration the timeline showing useful
and runtime states for an 8-iteration section of the focus of analysis is shown in Figure 1. In
particular, the cores spend most of their time doing useful work.

ranks 12 192
average useful time [s] 80,20 5,21
maximum useful time [s] 85,08 6,05
execution time [s] 85,99 6,34

Table 1: Breakdown of application time spent in the execution state useful user code within
the focus of analysis and its total runtime for runs with 12 and 192 MPI ranks, respectively.
The average and maximum are understood to be taken across the set of all MPI ranks, while
the total runtime is assumed equal for all.

From these basic measurements we can derive the following performance metrics.

ranks 12 192

Parallel Efficiency 93% 82%
Load Balance 94% 86%
Communication Efficiency 99% 95%
Computation Scalability (strong scaling) 100% 96%
Instructions Scalability 100% 94%
IPC Scalability 100% 106%
Global Efficiency 92% 78%

Table 2: Efficiency metrics for the FoA.
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Parallel Efficiency The parallel efficiency is defined as the ratio of the average usefule time
over the total execution time.

Parallel Efficiency = avg(useful time)
max(execution time) (1)

The higher the parallel efficiency is, the more time the application spends doing user code,
rather then executing MPI functions or paying parallelisation overheads in the runtime system.
With a value of 93% the application show a very good Parallel Efficiency for 12 ranks. For
192 it is with 82% just acceptable, since the application spends with 18% of the execution time
a significant amount of time outside of the user code.

Load Balance Efficiency The load balance efficiency is defined as the ratio of the average
useful time over the maximum useful time for any rank.

Load Balance = avg(useful time)
max(useful time) (2)

The higher the load balance efficiency is, the lower is the difference between the maximum time
spend in executing useful instructions and the average time in executing useful instructions.
The achieved value of 94% for 12 ranks is very good and with 86% for 192 ranks still good.

Communication Efficiency The communication efficiency is defined as the ratio of the
maximum useful time over the maximum execution time for any rank.

Communication Efficiency = max(useful time)
max(execution time) (3)

The higher the communication efficiency is, the lower is the fraction of time that is spend in
MPI functions or in parallelisation overhead during the execution of the rank that spend the
highest amount of time in executing user code. The application shows with 99% and 95% an
excellent communication efficiency.

Computation Scalability The computation scalability is defined as the ratio of the sum of
the useful time in the reference run over the sum of the useful time for a specific rank count.

Computation Scalability = sum(useful time)reference

sum(useful time) (4)

The higher the computation scalability is, the lower is the additional required CPU time to exe-
cute the user code with more ranks. The application shows with 96% an excellent computational
scalability.

Instruction Scalability The instruction scalability is defined as the ratio of the sum of the
total executed instructions in the reference run over the sum of the total executed instructions
for a specific rank count.

Instruction Scalability = sum(total instructions)reference

sum(total instructions) (5)

The higher the instructions scalability is, the lower is the amount of additional work that is
executed through the usage of more ranks. The application shows with a value of 94% a very
good instruction scalability. This means that the number of used ranks have only a small effect
on the total amount of instructions that have to be executed to solve the problem.
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IPC Scalability The IPC scalability is defined as the ratio of the sum of the total executed
useful instructions in the reference run over the sum of the executed cycles for a specific rank
count divided through the ratio of the total executed useful instructions for a specific rank count
over the sum of the executed cycles in the reference run.

IPC Scalability = sum(useful instructions)reference

sum(cycles)reference
/
sum(useful instructions)

sum(cycles) (6)

The higher the IPC scalability is, the lower is the IPC reduction through the usage of more ranks.
The application shows with 106% a superscalarability. We suppose that the load imbalance lead
to the situation that for high rank counts the time increase, where just a few rank execute useful
work simultaneous. This reduce the pressure on the shared resources inside a compute node
and can therefore increase the IPC scalability.

Global Efficiency The global efficiency is defined as the product of the Parallel Efficiency
over the Computational Scalability.

Global Efficiency = Parallel Efficiency ∗ Computational Scalability (7)

The higher the global efficiency is, the higher is the overall strong scaling efficiency. The
application shows with 92% a very good global efficiency for 12 ranks. For 192 ranks the global
efficiency drops with 78% below the 80%, that we have defined as the limit for an acceptable
efficiency.

5 Load Balance
This section presents analysis related to the load balance. Load balance arises, when the
processes or threads of a parallel application do not spend the same time doing useful user
code. Threads with less load are forced to idle and wait for slower threads, thus reducing the
overall performance of the parallel application. As stated in the previous section, the load
balance for Musubi running with 192 MPI ranks is 86%, which is acceptable, but still leaves
plenty of room for improvement. The effect of load balance can also be seen in Figure 1 as
different amounts of green area for different threads.

Our analysis shows that load imbalance is mainly associated to three functions listed in
Table 3 in order of their contribution to the total time lost due to load imbalance. The table
gives values for the load balance metric based on useful time (see eq. 2) in the grey-shaded
rows. The other, unshaded, row can be ignored for the moment. The function set_boundary is
particularly affected by load balance as bad as 25% at the scale of interest, i.e. 192 MPI ranks.
This means that at least one process is spending up to 4 times as much time in this function
as the rest. The next most severe case of imbalance is the function mus_exchange with a load
balance of 71% at 192 MPI ranks. Finally, the actual compute kernel bgk_advrel_d3q19 has a
load balance of 93%, which is considered overall a good value.

In general load imbalance can have a number of causes, most importantly an imbalance in
the number of instructions which are executed by different cores (instruction imbalance), and an
imbalance in the speed of executing a given number of instruction (imbalance of computational
efficiency). To distinguish between these two causes, we have calculated in addition a load
balance metric based on the number of useful instructions rather than useful time. These
instruction load balance is shown in Table 3 in rows with white background. The function
bgk_advrel_d3q19 has a perfect instruction load balance of 100%, thus any execution time
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ranks 12 192
set bounday 67% 25%

67% 29%
mus exchange 78% 71%

82% 82%
bgk advrel d3q19 96% 93%

100% 100%
FoA 94% 86%

95% 79%

Table 3: The grey rows use the useful time spend in the subroutines as base to calculate the
Load Balance, while the white rows use the executed instructions during the useful time in the
specific subroutine.

imbalance is due to an imbalance in the computational efficiency. The other two functions show
clear signs of instruction load imbalance. Moreover, the values of time and instruction load
balance are quite similar, thus indicating that time imbalance can be attributed to large extend
to the instruction imbalance.

In summary, the application is significantly imbalanced, particularly with increasing number
of ranks. The actual computational kernel, however, is perfectly balanced regarding the number
of instructions. The two functions set_boundary and mus_exchange have particularly bad
instruction load balance such that they are responsible for significant performance loss of the
application. Arguably, the imbalance of computational efficiency is just a side-effect due to
higher availability of shared resources such as memory bandwith as some cores start to idle
waiting for others.

6 Computational Performance
This section presents analysis related to the sequential computational performance, which is
evaluated in terms of instructions per cycle (IPC) and total cache hits per total cache miss
(TCA per TCM). The IPC for the FoA is with round about 0.6 very low, and the TCA per
TCM are for the L2 and L3 cache with values just in the single digit area also very low.
Therefore, we can suppose that the code is heavily memory bound, but we are not able to
reliable determine if the available main memory bandwidth is always fully utilised.

Another observation was, that the application show heavy performance variations. Figure 3
shows the same strong scaling results as Figure 2 in addition with the results from another day.
While the speedup increases steadily, monotonically and nearly linear with the number of cores
at the 24.05.2016, the speedup decrease significant from 48 to 96 ranks at the 23.05.2016. While
the efficiency stays above 85% at the 24.05.2016, it drops down to 40% for 96 and 192 ranks
at the 23.05.2016, compared to the reference run. Since we used for the scaling experiments
a binary without extended instrumentation, we are not able to determine the source for this
lower efficiency with 96 and 192 ranks.

Nevertheless, we have observed through runs with instrumentation two behaviours. The
in Figure 4 shown degenerated Instructions Per Second count over a complete run on whole
sockets with an equal clock speed on all cores on all nodes. And from time to time a clock speed
reduction on single cores down to a few MHz for example during the call of MPI_File_open
and MPI_Ssend calls. The most likely explanation for the clock speed degeneration is the used
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ondemand Linux performance governor instead of the performance governor.
Since the low IPS behaviour occurs rarely, we were unable to determine the source of it.
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Figure 3: MLUPs strong scaling for 12 to 192 ranks and always 12 ranks per node. For more
than eight nodes a significant performance degeneration can occur. The green line marks linear
scaling between the execution time and the used ranks/nodes. The black line mark the 80%
scaling boundary that defines as the lower limit to define that an application is scaling.

Figure 4: Constant very low Instructions Per Second count on three out of 16 CPU’s in four
nodes. The IPS is shown in a colour scale, with blue=0.75 Giga-IPS and red=1.45 Giga-IPS.
The grey parts are related to a higher or lower IPS, that is mainly related to MPI functions.
The IPS can degenerate by up to a factor of two what corresponds to the degenerated MLUPs
for this run compared to the expected performance from other runs.

7 Communications
This section presents analysis related to the communication inside the FoA. As stated in section
4 is the Communication Efficiency with at least 96% very good. Nevertheless, we want to
highlight some points. The communication scheme inside the FoA is:
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• in each iteration
N(rank) MPI_Irecv

N(rank) MPI_Isend

single MPI_Waitall

• after M iterations
single MPI_Allreduce

As the N(rank) already indicate, is the number of send and receives not equal for all ranks,
but constant over the execution of the program. Therefore, non blocking point to point com-
munication as well as blocking collectives are used inside the iterations. We highly recommend
to check, if the non blocking MPI_Iallreduce can be used, since the blocking lead to a synchro-
nisation and therefore limits the range of iterations over that iteration to iteration execution
time variations can average. The Figure 5 shows, the rarely observed heavy execution time
variations of the MPI calls.

Messages per rank
# ranks Messages per iteration MIN MEDIAN MAX

12 100 6 9 10
24 274 5 11.5 17
48 662 6 14 20
96 1562 5 16.5 26

192 3532 5 19 28

Table 4: Increasing connectivity between ranks for strong scaling.

Table 4 shows that the number of connections between ranks increase for strong scaling. This
is a general problem since the non blocking MPI_Isend and MPI_Irecv, as well as the blocking
MPI_Waitall, are called one after the other. Therefore, the non blocking MPI functions only
prevent dead locks, but doesn’t provide the chance to overlap communication and computation.
We know from our measurements that we can have at least 28 connections. So the number of
ranks, we have to wait for, can be quite high. Therefore, the probability for one slow rank, that
leads to wait times for all connected ranks in the wait group, is quite high.

In summary, the application show at the analysed scale a very good Communication Efficiency.
Nevertheless, we assume that there is noticeable room for improvements through the overlap-
ping of communication and computation. We also assume, that the application performance is
with such a communication more robust against noise on the interconnect.

8 I/O
In this sections we presents analysis related to I/O. For up to 192 processes I/O is in general no
problem. Especial, because the I/O was only performed at the beginning of the application for
a few seconds. Nevertheless, we want to state that the function load_treelmesh show a critical
behaviour. The accumulated execution time of this function increased from 12 to 192 processes
by a factor of 180-290, because of very low CPU frequencies. We have seen in the source code
several FORTRAN-IO calls, but were unable to check, if they are the root cause of the problem.
We have also observed that the following MPI_File_open show the same low clock speed and
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Figure 5: The first and last iteration show significant increased execution times of the MPI
functions that vanish again after a few iterations.

is with 0.5 seconds very slow for 192 ranks. We recommend checking the execution time of this
function during large scale runs. Especial if FORTRAN I/O is performed in front of it.

In summary, the application show with the provided input set and up to 192 ranks no
significant problem, because of the overall very short I/O time compared to the typical execution
time of 6-8 hours.

9 Summary of Observations
We have analysed the code Musubi with respect to scalability, serial performance, load balance
and MPI communication. Our observations regarding performance issues can be summarised
as:

• The used Horus cluster show especial for higher rank counts a significant performance
variability through:

- clock speed degeneration down to a few MHz for single ranks during MPI File IO
and MPI_Ssend

- IPS degeneration for complete sockets over the complete execution time of the ap-
plication while the clock speeds are roughly equal for all cores on all nodes

- significant noise on the interconnect
11



POP Ref.No. POP AR 5

The reduced clock speeds, IPC and noise on the interconnect can lead to a significant
load imbalance that reduces the performance up to factors during the FoA as well as the
initialisation phase. We suppose that the source of the reduced clock speed is the used
ondemand instead of the performance Linux performance governor.
We highly recommend to calculate during the execution of the FoA a sliding average of the
MLUPs performance counter over tens and hundreds of iterations to detect and quantify
the performance variability.

• The strong scaling of the application is limited through a systematic load imbalance in the
call stack of the set_boundary and mus_exchange subroutines. While this load imbalance
is small for high element counts per rank, it gets significant if this gets in the range of a
few thousand elements per rank.

• The application show a very low IPC of roughly 0.6 together with just a few L2 and L3
cache accesses per miss. This is much below the typical achievable IPC of above 1.0. We
suppose that the computational performance is limited by the main memory. Therefore,
we highly recommend using non-temporal stores where possible, avoid indirect addressing
of arrays and partial usage of loaded cache lines. In addition to this we recommend to
analyse if there are ways to increase the data reuse.

• The application uses non blocking MPI point to point functions in a way that does not
allow the overlapping of communication and computation. We suppose that this decrease
the overall utilisation of the available main memory bandwidth. Since the available PAPI
counters suggest that the application is memory bound, this would lead to a lower per-
formance than possible.

• The used MPI_Waitall at the end of each iteration leads to the situation that a single slow
rank can block the execution of tens of other ranks. We suppose that this behaviour is
critical for large scale runs since the performance variability between different CPU’s will
increase. We recommend therefore, to break up the stiff computation → communication
scheme and make it more flexible. The communication should start as early as possible,
while the computation should support fine grained switching between the calculation of
elements that require exchange and such that do not require any exchange.
In summary the code show a good scalability as long as enough elements per rank are
calculated. The main problems of the application are related to the performance variability
of the used Horus cluster together with the limited strong scalability because of instruction
load imbalance and the stiff communication scheme.
We recommend to follow up with an additional POP Performance Audit with respect to
I/O and large scale production runs after the noted variability problems are solved.
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