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1 Background
Applicant’s Name: Richard Evans
Application Name: VAMPIRE
Programming Language: C++ MPI
Programming Model: Object Oriented
Source Code Available: Yes
Input data: Co.mat
Performance study: Initial Audit - focus on serial performance.

The code was compiled with GNU compilers version 4.9.2 and OpenMPI version 1.8.3.
Traces were collected using Extrae version 3.2.1 and also Intel V-Tune Amplifier 2015 for 1 and
4 cores Intel Sandy Bridge.

2 Application structure
The application is a simulation code for magnetic materials. The input file used set up a
simulation of 10,648 atoms for 10,000 time-steps. Figure 1 shows the timeline for 4 cores, where
an initialisation period (dark blue) is followed by the iterations.

Figure 1: Timeline for 4 cores.

3 Region of interest (ROI)
The initialisation of this application takes, on average, 0.03s. This is reasonably constant
irregardless of the number of cores and constitutes less than 1% of the execution time. The
iterations are reasonably consistent along time, therefore, we can pick the region of interest
(ROI) as any set of iterations to analyse. We selected 10 iterations as the region as there is a
group communication every 10 iterations. Figure 2 shows the duration of computation in the
ROI and Figure 3 shows the MPI calls.

4 Efficiency
Metrics for the ROI of the execution with four processors are shown in Table 1, higher is better.
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Figure 2: Duration of useful computation
within the ROI, blue denotes longer sec-
tions of computation.

Figure 3: MPI calls within the ROI, colour-
ing denotes the MPI call.

Load Balance 97.91%
Comm Efficiency 83.14%
Parallel Efficiency 81.40%

Table 1: Time efficiencies observed in the ROI for execution using 4 processors.

Table 1 shows that the distribution of computation and MPI work across processors is very
well balanced (Load Balance), however there is some room for improvement in the efficiency
of the communications themselves (Comm Efficiency). A metric of the total efficiency of the
parallelism is given by the Parallel Efficiency which is a combination of the other two metrics.
This is pretty good but reducing the time spent in MPI calls would improve it, see Section 7
for recommendations on how this might be achieved.

5 Load balance
Figure 4 shows the histogram of the duration of computation in the ROI. The duration of
computation is the length of time a thread spends in each section of useful work. We can create
a histogram of these durations where the colour denotes the number of times a thread does
useful work for that duration. This tells us how balanced the computation is between threads
because if it is equal they will all spend the same duration doing the same work; this is denoted
by a vertical line in the figure. However, in this figure, it can be seen that there is a slight
imbalance in the duration of work on different threads as they don’t line up perfectly.

Figure 4: A histogram showing the duration of each section of useful work for each thread, the
colouring denotes the number of entries. Blue is higher and green is lower.
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6 Serial performance
VTune was used to investigate the serial performance of the application. This is the main limit-
ing factor for this application as the parallel efficiency is very high and there are no problems with
scaling. The application spends 33% of its time in LLG_Heun, 20% in calculate_exchange_fields
and 16% in mtrandom::gaussian, this is shown in Figure 5. All other sections account indi-
vidually for no more than 5% of the execution time each.

Figure 5: CPU time for the three most costly functions, when the total execution time was
13.924s.

The cycles per instruction (CPI) gives a measure of how efficient the computation is, lower
values are better and anything below 1.0 is acceptable. The CPI for the three main functions
are shown in Figure 6. It shows that all of them have a CPI below 1.0, but there is some room
for improvement.

Figure 6: Cycles per instruction for the most time consuming functions (lower is better).

Most of the time is spent in LLG_Heun performing vector normalisations which involve di-
vision and square root operations, this is shown in Figure 7, the ’divider’ is a measure of the
number of square root and divide operations. These operators are very costly compared to
other floating point operators (addition, multiplication, subtraction).

Figure 7: High proportion of expensive ’Divider’ operations/

There is also a very high rate of L1 and L2 cache misses, shown in Figure 8, which leads to
very expensive memory operations which negatively affect performance.

There is no vectorization of the loops over atoms in LLGHeun because local arrays of the
atom spin coordinates are used which are over-written during each iteration. For vectorization

5



POP Ref.No. POP AR 9

Figure 8: L1 and L2 data cache misses inside LLG Heun, out of 1.0

each iteration must be independent. This is the case if arrays are used that are the size of the
number of atoms. It may also be necessary to include a SIMD directive to tell the compiler
that there is no aliasing of the arrays, the most compiler independent way to achieve this is to
use #pragma omp simd directive (OpenMP4.x) which needs the -openmp flag at compile time.

In calculate_exchange_fields there is also a high rate of L1 and L2 cache misses, this is
because the code cycles through a neighbour list for elements that will not generally be close
in memory. This can be improved by unrolling the outer loop over atoms to deal with more at
once in memory and looking into sorting the atomic index and neighbour arrays to make the
most of cache locality or by swapping the order of the loops to make better use of the cache
lines.

In mtrandom::gaussian the average amount of time spend in this function per call is small,
around 3.05us, so there is not much room for improvement. However, since it gets called over
300,000,000 times it is worth looking into existing random number generators that produce
vectors of random numbers as these will be faster for the large amount of numbers needed at
once.

7 Communications
The application uses non-blocking communications and it spends most of its communication
time in MPI Waitall calls, as can be seen in Figure 9.

Figure 9: MPI calls for one iteration.

In total MPI ISend, MPI IRecv and MPI Waitall take up 15% of the execution time. There
is some imbalance that can be seen in the time spent in MPI Waitall, the load balance is 86%.
This leads to further variation, between threads, in the time spent in MPI Barrier. It seems
that even numbered processors (2 and 4) spend longer in MPI Waitall and hence longer in
MPI Barrier. Whether this has an impact at higher numbers of processors could be work for a
further study.
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Figure 10 shows the pattern of messages sent between processors from one MPI Barrier
call to the next. Each processor calls MPI Isend followed by MPI Irecv for half the number of
processors and then the messages get completed during MPI Waitall.

Figure 10: Pattern of communication (yellow lines) for MPI Isends during one iteration.

Figure 11 shows the connectivity matrix for the processors, that is, which processors send
to each other and for how long. It can be seen that each processor only sends to half of the
total number of processors and the send time for all processors is very similar. Since 95% of
the execution time is not spent sending messages and the parallel efficiency is 81% (Table 1)
therefore most of the communication time is spent receiving messages and waiting at the barrier.
This is where improvements in the communication can be made.

Figure 11: MPI connectivity between processors, 0 denotes the time spent not sending commu-
nication.

8 Summary of observations
To improve the performance of this code effort should be made in the following areas:

• Improving the cache re-use in LLG_Heun and refactoring to enable vectorization of the
loops over the atoms.

• The random number generator, mtrandom::gaussian, can be improved by investigating
more highly optimised algorithms that produce vectors of results, as this will be much
faster for the large number of random numbers needed at once.
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• The calculate_exchange_fields function could be improved via increasing the reuse of
the cache by unrolling the outer loop over atoms or swapping the order of the loops to
take advantage of the potential cache usage.

• There is also a bit of room for improvement in the communication efficiency because the
time spent receiving messages is quite high and imbalanced across the processors. The
communication will generally have a lower overhead if a receive is already posted when
the sender initiates the communication.
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