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1. Background 

Applicants Name: Roberto Lopez, Fernando Gómez  

Institution: Artelnics 

Application Name: OpenMM 

Programming Language: C++ 

Programming model: OpenMP  

Source Code Available: Open source software but no access required for analysis 

Input Data: Selected by the user who obtained the traces. Reduced number of 

iterations with a representative input case. 

Performance study:  The user optimized the code and they are satisfied with the 

results. The final target would be support to extend parallelization to accelerators and 

MPI. First step is to audit the application. 

The user installed Extrae on their platform, an i7-4790 with 1 socket of 4 cores that 

can efficiently run up to 8 threads (Intel Hyper-Threading). He obtained traces of 

OpenNN with 2, 4 and 8 OpenMP threads.  Tracing was done using the main trace 

control characteristics displayed in Table 1. 

 

Trace-mode: Detailed 

Sampling: No 

Hardware 

Counters: 

PAPI_TOT_INS, PAPI_TOT_CYC, PAPI_L2_DCM, 

RESOURCE_STALLS, RESOURCE_STALLS:SB,  

RESOURCE_STALLS:ROB, RESOURCE_STALLS:RS, 

PAPI_BR_MSP, PAPI_SR_INS, PAPI_LD_INS, PAPI_L1_DCM, 

PAPI_BR_CN, PAPI_BR_UCN  

Table 1: Main configuration used to collect the traces 

 

2. Application structure 

The spatio-temporal structure of the behavior for the whole run is shown in Figure 1 

on a view of the length of useful computations for the execution with 8 threads. It 

shows a large initialization phase where the input data is read. This phase is not 

parallelized because for a real execution its weight is very small. The parallel area 

corresponds to the main computation and we can already identify loops of very 

different granularity (color). The structure of the total execution for the different runs 

is very similar across the different traces obtained.  
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Figure 1: Useful duration view for whole trace with 8 threads 

 

3. Focus of Analysis 

The focus of the analysis is on the parallelized region that covers the main loop.  We 

show in Figure 2 the structure of the region with respect to the parallel functions. 

 

 

Figure 2: Parallel functions 

 

4. Efficiency 

Figure 3 displays the speed-up achieved computed from the execution time of the 

selected region.  Using 4 threads the obtained efficiency is acceptable, while with 8 

threads it goes down to 60% with respect to a linear speed-up. Nevertheless we should 

consider there are only 4 cores and activating the hyper threading obtains a 

significantly better performance on the 4 cores (right plot on Figure 3).  
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Figure 3: Speed-up achieved with respect to threads (left) and cores (right) 

 

The analysis of the traces reports the efficiencies numbers in Table 2. The table 

indicates that the parallel efficiency is very good for the different executions with a 

small variability strongly related with the global load balance. The analysis identifies 

that the main reason that it is limiting the speed-up is the efficiency achieved 

executing the computations (computation efficiency).  

 2 4 8 

Parallel Efficiency 0.9847 0.9138 0.9313 

Load Balance 0.9851 0.9140 0.9393 

Synchronization Efficiency 0.9996 0.9998 0.9914 

Computation Efficiency 1.0 0.814 0.633 

Global efficiency 0.9847 0.7438 0.5895 

Table 2: Time efficiencies observed in the parallel region 

 

The computation efficiency is determined by the number of instructions and the 

instructions per cycle (IPC) whose efficiencies are detailed in Table 3. 

 2 4 8 

IPC Scaling Efficiency 1.000 0.961 0.594 

Instruction Scaling Efficiency 1.000 0.873 1.106 

Table 3: Other efficiencies 
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The IPC is reduced significantly as the number of threads increases. Two threads 

obtain an average IPC of 2.03 that it is reduced to 1.95 with 4 threads. Activating the 

hyper threading the IPC goes down to 1.21 with 8 threads. This is the main factor 

affecting the computational efficiency with 8 threads. There is already a reduction of 

the IPC with 4 threads, despite using more threads than cores have a high effect on the 

IPC because of the resources sharing. This degradation in IPC deserves further study 

in section 7. 

The total number of instructions shows a non-usual behavior: it increases with 4 

threads but it is reduced when the number of threads is 8. We looked at this in detail 

and the main reduction of instructions with 8 threads corresponds to the parallel loop 

calculate_performance from NormalizedSquaredError. Looking at 

this parallel function we identified the number of invocations per thread increases 

from 2 to 4 threads but it reduces from 2 to 8. Most of the variability is concentrated 

in the final phase, after the third invocation of calculate_gradient. We asked 

the user about this behavior and it was not expected. 

 

5. OpenMP  

This section analyses the OpenMP parallelization with respect to the distribution of 

the computation time over the different parallel loops as well as the serial part. Table 

4 collects the total computation time for the different executions. Ideally it should 

have the same value for all the executions indicating the same work is distributed 

among the available threads. 

 

Total computation time (s)  2 4 8 

calculate_performance  11.12 14.48 15.93 

calculate_gradient  4.26 4.43 8.41 

calculate_selection_performance 0.11 0.12 0.18 

serial code 0.13 0.14 0.12 

Table 4: Computation time distribution 

 

While 2 and 4 threads have a similar behavior, with 8 the total computing time for the 

calculate_gradient loop gets double. All the configurations have 3 executions 

of the routine, confirming this inefficiency is related to the IPC degradation detected 

on the previous section and studied in section 7. 
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6. Load Balance 

Table 2 indicates that load balance even it is not an important issue it is the main 

contributor to the small degradation observed in the parallel efficiency. The 

distribution of the load balance on the different parallel loops is given in Table 5. For 

all the values, the balance with respect to the instructions is better than the time 

balance indicating than variability on the IPC is increasing the unbalance.  

 2 4 8 

Parallelized region Time LB 0.9851 0.9140 0.9393 

Instr. LB 0.9917 0.9797 0.9667 

calculate_performance  Time LB 0.9905 0.9171 0.9504 

Instr. LB 0.9945 0.9883 0.9915 

calculate_gradient  Time LB 0.9995 0.9845 0.9894 

Instr. LB 0.9981 0.9984 0.9996 

calculate_selection_performance Time LB 0.9789 0.9870 0.9737 

Instr. LB 0.9673 0.9812 0.9915 

Table 5: Load balance metrics 

 

If we focus on the calculate_performance loop that is the most dominant 

region and compare the metrics for 4 and 8 threads, we can see that with 8 threads 

both the time and instructions load balance is better than with 4 threads despite the 

difference is smaller at the level of instructions. Figure 4 displays the instructions in 

user code timeline for the two cases.  

 

 

Figure 4: Timeline of instructions inside calculate_performance with 4 and 8 threads 
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We can see in both cases the master thread is executing more instructions. We see 

also the balance improvement with 8 threads reported in Table 2 (reduction of the 

black holes). 

7. Serial performance 

In this section we analyze the performance of the sequential user level code between 

calls to the parallel runtime. Figure 5 shows the structure of the parallel computation 

in terms of computational cost and sequential performance (#instructions vs. IPC 

axes). We show in Figure 6 the spatio-temporal distribution of the detected clusters 

using the same coloring scheme. As reference we include the timeline of parallel 

functions in user code.  

 

Figure 5: Clustering scatterplot for the 8 threads execution 

 

 

 

Figure 6: Cluster timeline for the 8 threads run (top) and parallel functions in user code   
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We can see that cluster 1 corresponds with calculate_performance and cluster 

2 is calculate_gradient. Both clusters show significant variability on the IPC 

with a quite uniform behavior with respect to instructions.  

When jointly analyzing all runs we see the evolution of the centroids of each cluster 

(Figure 7). We see a reduction in instruction count (moving down) as expected from 

an OpenMP parallelization (more threads doing the same work means less work per 

thread). On the bottom of the figure there are clusters that do not reduce the 

instructions and that correspond to small serial regions of code. Is also apparent a 

trend for all clusters to significantly reduce their IPC (moving left) when increasing 

from 4 to 8 threads. This illustrates the IPC degradation reported in Table 3. 

 

 

Figure 7: Evolution of #instructions vs. IPC when increasing the number of threads. 
Left: full view; Right: zoom from previous view. 

 

 

To better understand the IPC degradation we can correlate the collected hardware 

counter metrics. We focused the analysis on Cluster 1 that corresponds to 

calculate_performance and that represents the higher percentage of the 

execution. 

Comparing 2 and 4 threads runs we observed a reduction on the clock frequency that 

goes down from 3.9GHz to 3.8GHz, a very small increase on the L1 and L2 data 

cache miss ratios and an increase on the stalls of the store buffer, indicating the 

sharing of the memory is causing the small degradation detected (average IPC going 

down from 1.89 to 1.82) 

Comparing 4 and 8 threads runs, the higher difference is on the L1 data cache misses 

that it is shared when multiple threads are executed in a core. We also see that with 8 

threads there is variability on the clock frequency despite the average value is 

3.78GHz, very close to the one measured with 4 threads. This seems to indicate the 

cycles counter provided by PAPI is collected by core. Finally, the stall cycles are 
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significantly reduced with 8 threads, indicating that these cycles are filled with work 

from the other thread mapped on the same core. As the cycles are shared, if we 

consider the sum of IPC of  the 2 threads that share the core, activating the hyper 

threading increases the IPC from 1.82 to 2.34 (1.17*2 threads) obtaining a better 

usage of the core. 

 

8. Summary observations 

In this assessment we have evaluated the performance of OpenNN code and its 

scalability when increasing the number of threads targeting the user current platform. 

Some general observations from the analysis are: 

 The parallel efficiency is very good, showing a small variability related to load 

imbalance.  It may be interesting to evaluate the scalability on a larger node to 

verify that it maintains its efficiency. 

 Mapping one thread per core shows a reduction of efficiency that it is achieved 

by the computations.  Most of it is due to an increase on the total number of 

instructions executed in the 4 threads run. We detected this is mainly related 

with a higher number of invocations of calculate_performance 

parallel loop that was not expected by the user and that should be studied. 

There is a small reduction of the IPC related with an increase on the stalls for 

the store buffer. 

 Using the hyper threading to run 8 threads on the 4 cores gets an increase on 

the efficiency (from 0.75 to 1.2) . We should take into account that part of the 

efficiency is due to a reduction of 21% on the total number of instructions in 

the computing phases between 4 and 8 threads runs. The counters indicate the 

sharing of L1 may be limiting the benefits but still represents a time 

improvement with respect of restricting the threads to the number of cores. 

  


