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 Background 1.

Applicants Name:                 Sergi siso, Charles Moulinec (STFC) 
Application Name:                Code Saturne    
Programming Language:     Fortran 
Programming Model:           MPI, OpenMP 
Source Code Available:      Yes, Not Used 
Input data:                           256x256x256 
Performance study:             general performance and scalability analysis 
 

The application was traced by the customer in their production machine, an  
IBM system with iDataPlex and NextScale racks. Each node has 2 x12 core 
Intel Xeon processors (Ivy Bridge E5-2697v2 2.7GHz) and 64GB RAM. The 
interconnect is Infiniband from Mellanox (FDR Connect-IB 56 GB/s).  A first 
trace was obtained for a pure MPI run with 24 processes and a problem size 
of 256^3 and only one time step. It was used to in an overall structure 
identification process. 

Then traces for 24, 48 and 96 pure MPI processes filling respectively 1, 2 and 
4 nodes with 24 hardware threads each. The traces had no hardware 
counters as there seems to be some conflicts in the access to PAPI counters 
by extrae and the default monitoring installation. 

 Application structure  2.

The spatio-temporal structure of the run is shown in Figure 1 in terms of the 
duration of the useful computation bursts for the 258 seconds of the full run. 
The first half corresponds to initialization steps, while the second half 
corresponds to the time step computation. 

 

Figure 1. Behavioral structure: Useful duration  

 FOA (Focus of Analysis)  3.

A zoom of 2.3 seconds in the light green region shows the fine grain iterative 
structure Figure 2. The top timeline shows the function from within which MPI 
is called. The names of the routines indicate that the program uses a multigrid 
scheme with CG iterations. The timeline of useful duration reflects the 
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multigrid V structure. Dark areas in the useful duration timeline (bottom) 
correspond to computationally coarse grain steps (fine grain mesh) while light 
green areas correspond to computationally fine grain steps (coarse grain 
mesh).  

 

 

Figure 2: Structure of two multigrid V cycles  

 

We will use these two V iterations as global focus of our analysis in the 
following sections, but we will also look at the individual iterations at each 
level of the V cycle.  

The behaviour of the sub-iterations at three of the levels is shown in Figure 3 
to Figure 5. In these cases we show the MPI calls as well as the useful 
duration.  The three figures correspond to zooms in Figure 2 in the areas 
tagged (label and blue underscore line for approximate time span) with C, M 
and F respectively. We can see some level of load imbalance in the 
computations before the allreduces (pink). We also see how the point to point 
communications region (red and green) take an increasing fraction of the 
iteration time. 

Finally, Figure 6 shows the structure of the internal (finest) V cycles. We will 
also report efficiencies for this region of 151 ms corresponding to label I in 
Figure 2. At a core count of 24 processes, this inner region represents around 
13% of the iteration duration. 

This figure shows scattered dark blue points that correspond to computation 
of around 560 us, far above the average granularity in this phase of the 
computation (below 100 us). This is most probably OS noise that can have an 
important impact in regions of fine granularity as this one. A more precise 
investigation in this would require a trace with hardware counters. 

 

C M F I
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Figure 3: Iterative structure within coarse grain V cycle step  

 

 
Figure 4: Iterative structure within medium grain V cycle step 

 

 

 
Figure 5: Iterative structure within fine grain V cycle step 
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Figure 6: inner V cycle structure 

 Scalability 4.

Figure 7 shows the scalability of the main FOA from 24 to 96 processes. On 
the left we see the synchronized useful duration timelines and on the right the 
scalability plot. 

The non-ideal scaling is apparent. We also point out how the relative 
contribution of the fine grain steps of the V cycle drastically increases with 
core count. This is clearly seen in Figure 8 where the very poor scalability of 
the inner V cycle steps is shown. The timelines also show that noise 
(scattered dark blue points) seems to increases with scale. 

 

 

Synchronized two V cycles timeline of useful 
duration for 24, 48 and 96 processes 

Speedup vs ideal taking 24 
processes run as reference 

Figure 7. Scalability of global ROI 
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Synchronized innermost steps of the V 
timeline of useful duration for 24, 48 and 96 

processes 

Speedup vs ideal taking 24 
processes run as reference 

Figure 8. Scalability of inner V cycle steps  

 Efficiency 5.

Table 1 shows metrics for fundamental factors and efficiencies for the main 
FOA region. Transfer and serialization become the main reasons for 
inefficiency when scaling, leading to a low parallel efficiency at 96 cores. On 
the other side, there seems to be a reduction in the total computation time 
when scaling (up to 17.8% on 96 cores vs 24). We will comment a bit further 
on this in Section 7. The result of the combined effect of the different factors is 
depicted in the global efficiency row. If we normalize the entries to that of 24 
cores the efficiencies do correspond to those that would result from the 
speedup plot in Figure 7. 

 

 24 48 96 

Parallel efficiency 0.874 0.773 0.571 

    Load Balance 0.946 0.935 0.912 

    Comm. Efficiency 0.924 0.826 0.627 

        Serialization 0.979 0.959 0.868 

        Transfer 0.944 0.861 0.722 

Computation scalability 1.000 1.064 1.178 

Global efficiency 0.874 0.822 0.673 

Table 1: Time efficiencies for main FOA 

 

Better understanding the behaviour in terms of computational scalability would 
require hardware counters to find out whether the actual reason is 
computational (fewer instructions) or performance (better IPC in some region). 
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Table 2 shows the equivalent metrics for the inner region of Figure 6. It shows 
that both transfer and serialization get really bad in this region of fine grain 
computation. The result is a very poor global efficiency. 

 

 24 48 96 

Parallel efficiency 0.384 0.188 0.086 

    Load Balance 0.947 0.902 0.855 

    Comm. Efficiency 0.405 0.209 0.101 

        Serialization 0.847 0.660 0.340 

        Transfer 0.478 0.316 0.297 

Computation scalability 1.000 1.080 0.898 

Global efficiency 0.384 0.203 0.077 

Table 2: Time efficiencies for inner V cycles 

 Load Balance  6.

The results in Table 1 and Table 2 show the run at 24 processes has a bit of 
global load imbalance (responsible of a performance loss between 5 and 8%). 
The effect is apparent in Figure 3 and Figure 4 showing that higher ranks do 
have a bit longer computations than lower ranks.  

Looking at the histograms (Figure 1) of duration of the computation bursts for 
24 processes (1 node) and 96 processes (4 nodes) we can guess some 
effects that seem to appear.  

The histogram for 24 processes seems to show a discrete difference in 
durations between the first and second half of ranks. This may be related to 
the node architecture (2 sockets) and process mapping which is linear. 
Behaviours grouped in bags of 12 threads also appear in the histogram for 96 
processes, showing discrete differences between sockets and nodes.  This 
behaviour makes it improbable that the reason for the difference in duration is 
algorithmic and seems to push more in the architectural direction. 

In both cases there seems to be a slight linear increase in the duration of 
computations with process rank. We would be inclined to consider that as an 
algorithmic (domain decomposition) issue.  

In order to dig down into the detailed causes of the imbalance and confirm or 
discard some of the above speculations we would really need traces with 
hardware counters. 
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Figure 9: Histogram of duration of computation bursts for 24 processes/1 node (top) 

and 96 processes/4 nodes (bottom) 

 

 Computation Performance 7.

We would need traces with hardware counters in order to report on the 
performance (IPC) of the sequential computation bursts between MPI calls. 

We have nevertheless looked at the histograms of duration of the computation 
bursts to try and understand the reason for the improvement in computation 
scalability when going to 96 cores that was reported in Table 1. The main 
reason seems to be in the computation that precedes the point to point 
exchanges. A possible explanation would be that with a strong scaling 
execution, the data used in those sections starts fitting in the cache at that 
core count and that would result in an improvement in IPC. Unfortunately we 
cannot confirm this hypothesis without hardware counters in the trace. 

 

 Communications  8.

Table 1 and Table 2 show that data transfers are an important performance 
bottleneck. This factor actually quantifies latency/overhead inefficiencies in 
the MPI calls. We analyse the communication behaviour in more detail in this 
section. 

In Figure 3 - Figure 5 we showed the fine grain structure in different parts of 
the FOA region. There are a couple of allreduces per fine grain iteration and a 
phase of point to point exchanges.  

Overall, allreduces are of small message sizes (<24 bytes).The time spent in 
them is a reflection of the imbalance in the computation that precedes them 
rather than the time taken by the allreduce operation itself. 
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The connectivity matrix of the point to point communications is given in Figure 
10. The darker the colour, the more bytes are sent from the row rank to the 
column rank. The connectivity pattern is the same in all steps of the V cycles. 
The trace shows that every process sends messages to its neighbours in rank 
order. This pattern has a potential endpoint contention issue. This might be 
studied in more detail in a Performance Plan POP service. 

 

 
Figure 10: Connectivity matrix 

  

We observe an important imbalance (~ 0.75) in the total number of MPI point 
to point calls by the different processes as well as some imbalance in bytes 
sent/received. 

Apparent in Figure 4 and Figure 5, for fine grain V cycle steps, the point to 
point communications take an increasing fraction of the iteration time when 
scaling core counts and become the main bottleneck for fine grain steps. This 
is so even if the message sizes and actual duration of the MPI point to point 
calls goes down when the step granularity gets finer. The red colour 
corresponds to the multiple irecv followed by multiple isends. The green 
colour corresponds to a single waitall. Curiously, isend is the MPI call that 
increases more its relative contribution to the total time. The efficiencies 
reported in Table 2 also show how the point to point communications are an 
important bottleneck for fine grained V cycle steps. This may get significantly 
worse as we increase the core count.  

A first refactoring that might reduce the overhead of these point to point calls 
would be to use persistent MPI calls. Other alternative to address this problem 
would be to reduce the number of fine grain steps, although the trade-off 
between numerical convergence and parallel efficiency would have to be 
evaluated in detail.  

A final proposal to increase the computation granularity and reduce the 
relative importance of the MPI calls would be to refactor the code in such that 
as the problem size of the step reduces, the number of cores devoted to it is 
also reduced. This would probably not be necessary at every step and could 
be implemented a couple of times every V cycle. The change of core counts 
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could be implemented manually with differently sized communicators (and 
gathering communications). Another alternative would be to use the 
nested/recursion features in the MPI offload OmpSs support. We consider it 
would be interesting to apply for a Proof of Concept POP service to study the 
possibilities of this idea. Having a mini-app that mimics the used multigrid 
approach but limiting the size of the code would be an interesting starting 
point for such a POC. 

 Summary of observations 9.

In this audit we have analysed the scalability of the Code Saturne application 
on a test cases of size 256^3 using traces provided by the customer for 24, 48 
and 96 processes.  

The following bullets summarize some main observations and 
recommendations. We consider that several continuation POP Performance 
Plan or Proof of Concept services could explore in more detail the identified 
issues and propose/implement solutions to the performance bottlenecks. 

 There is an important reduction of the efficiency when scaling the 
number of processes whose main factor is MPI overhead and data 
transfer. The issue is specially focalized in the computationally fine 
grain V steps of the multigrid algorithm used. We recommend 
considering the use of persistent MPI calls to try and reduce the MPI 
overhead.  

 Another interesting research direction would be to reduce the number 
of processes involved in the fine grain levels of the multigrid V cycle. 
This might be the topic of a Proof of Concept POP service. 

 It might be worth to consider alternatives at the algorithmic level in the 
number of steps in the multigrid cycle. The trade-off between 
computational granularity and numerical quality of the method should 
be studied.  

 It would also be interesting to consider asynchronous versions of the 
CG algorithms used in the innermost levels of the V cycle. This could 
help improve the efficiency of the algorithm at fine granularity and 
reduce the sensitivity to OS noise. 

 Other patterns exposed by the application are potential end point 
contention and some load imbalance. A particular case of imbalance 
appears in the number of neighbour of each process in the point to 
point communications. 

 We have not been able to study details of the sequential performance 
because the traces had not hardware counters. It might be interesting 
to do those studies. 

 We have not analysed the OpenMP behaviour, but that might also be 
the target of another POP service. 

 


