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 Background 

Applicants Name: Stan van Gisbergen 
Applicants Affiliation: SCM 
Application Name: BAND 
Programming Language: Fortran 
Programming Model: MPI 
Source Code Available: Yes 
Input data: tube_small_mos2 with DZ basis 
Performance study: Audit 
 
BAND is density functional theory (DFT) code using atomic orbitals for 
periodic DFT calculations. 

POP partners generated the performance data used in this report to 
investigate strong scaling. Source code for ADF 2016.101 was compiled using 
Intel compilers 16.0.3 and Intel MPI 5.1.3. Trace data was collected using 
Extrae 3.3 and analysed using Paraver and associated tools. 

Data was also collected using Score-P 3.0 and analysed with Scalasca 2.3.1 
and Cube. Score-P filtering was utilised to exclude any short user function 
calls that do not appear on the call-path to an MPI function. 

The primary trace dataset was collected on 24 core hardware (named Oban) 
containing 2x Intel Xeon E2670 v3 (Haswell) processors sharing memory. 
Unless stated otherwise the results presented refer to data from Oban.  

A second set of data was collected on the Barcelona Supercomputer Centre 
MareNostrum III (MN) hardware to investigate performance over an 
interconnect. MN nodes have 16 cores with each node containing 2x Intel E5-
2670 (Sandy Bridge) processors connected over Infiniband FDR-10. 
 

 Application structure  

The large scale structures visually observed in the Paraver trace timelines 
appeared to be independent of core count, the data for 8 MPI processes is 
shown in figure 1. At this level of resolution the complexity in the computation 
and communication for some parts of the trace is not visible. 

The code executes a short initialisation phase followed by 18 SCF iterations 
and finally a post-processing phase. Initialisation typically takes a few % of 
run time; SCF iterations and post processing are responsible for 
approximately 2/3 and 1/3 of run time respectively. On Oban run times ranged 
from just under 42 minutes on 2 processes to 7.5 minutes on 24, on 3 MN 
nodes (64 processes) the runtime was under 4 minutes.  

The colours in the top trace represent the length of time spent in each useful 
computation, ranging from light green to dark blue (e.g. light green represents 
values from >0 to 10s and dark blue from 35 to 55s). 
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The lower trace shows MPI calls. This illustrates a large proportion of the MPI 
time is spent in MPI_Allreduce (pink). Calls to MPI_Barrier (red) and 
MPI_Bcast (yellow) are also visible.  

 

Figure 1. Paraver view showing timeline for 8 MPI processes. 

 

Figure 2 shows a Cube screenshot for data obtained with Score-P and 8 
processes. Values are inclusive for unexpanded nodes in the tree and 
exclusive for nodes that have been expanded, and the values are summed 
over all processes. 

The left hand tree shows various metrics with time and MPI bytes transferred 
partially expanded to show relative contributions of some of their sub-metrics. 
This confirms the dominance of collective MPI calls over point-to-point 
communications, and also shows the relative expense of MPI and 
computation in terms of time. 

The right hand tree shows the call tree and associated contributions to those 
metrics that are highlighted in blue (i.e. all time metrics), this tree has been 
partially expanded to show the more expensive user routines. 

 

 Focus of Analysis 

In addition to analysing the entire computation, Extrae trace data from Oban 
was chopped into two regions of interest (ROI). ROI 1 contained SCF cycles 
1-16, the first and last SCF iteration (cycles 0 and 17) were excluded as they 
are atypical. ROI 2 contains the whole post-processing phase.  

 

ROI 1 ROI 2 Init. 
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Figure 2. Cube view of the call tree with 8 MPI processes showing times. 

 

 Scalability 

Speedup of the entire BAND computation is shown in figure 3, where the red 
line shows optimal linear speedup, the blue line is the measured speedup. 
The reference value is the run time on 2 processes for Oban and 16 
processes (1 node) on MareNostrum. Even on shared memory hardware the 
performance is far from optimal, a similar reduction in performance is 
observed when running over an interconnect. 

 

 Efficiency 

A range of efficiency metrics are now presented, and discussed in subsequent 
sections of this report. The values range from 0 to 1 where higher is better, 1 
represents optimal performance, and values below 0.8 are considered poor. 
The tables use a graded colour scale where values above (and below) 0.8 are 
increasingly green (and red). 
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Figure 3. Scaling on Oban (shared memory) and on MN. 

 

When interpreting this data it is useful to know: 

 Global efficiency = parallel efficiency * computation efficiency 

 Parallel efficiency = load balance * communication efficiency (note: this 
value is different to parallel efficiency as commonly defined). 

Other metrics are briefly defined in the relevant sections, a complete definition 
of all metrics can be found in documentation on the POP website. 

It is important to note that the scalabilities for computation, IPC (instructions 
per cycle) and instructions are relative to the 2 process and 1 node value on 
Oban and MN respectively. Also the data is collected during useful 
computation only, i.e. it excludes instructions, cycles and time during MPI 
calls.   

Tables 1 & 2 show values for the entire computation on 2 to 24 processes and 
indicate the poor performance has two causes. The first issue is that load 
balance is poor for 4 processes onwards; this load balance does not 
significantly deteriorate further from 4 to 24 processes. 

The second issue is a reduction in computational scalability as core count 
increases. One cause of this is a reducing IPC, i.e. the rate of computation is 
slowing down. In comparison the total number of useful instructions executed 
is more or less independent of the number of processes. However, the 
reduction in computational scalability is greater than the reduction for IPC 
scalability, suggesting another cause exists for this computational scaling, e.g. 
variations in CPU core frequency. It is also noticeable that IPC scalability 
shows a larger reduction on 12+ cores, possibly due to non-uniform memory 
access (NUMA). 

Other efficiencies show a small reduction as process count increases. 
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Number of processes 2 4 8 12 16 20 24 

Global Efficiency 0.92 0.73 0.65 0.61 0.55 0.49 0.44 
↳ Computation Scalability 1.00 0.95 0.87 0.84 0.75 0.68 0.61 
↳ Parallel efficiency 0.92 0.77 0.76 0.72 0.73 0.73 0.72 
  ↳ Load balance 0.93 0.79 0.78 0.74 0.76 0.76 0.77 
  ↳ Comm. Efficiency 0.99 0.99 0.97 0.98 0.96 0.96 0.94 

    ↳ Serialisation 1.00 0.99 0.99 0.99 0.98 0.98 0.97 

    ↳ Transfer 0.99 0.99 0.98 0.99 0.98 0.98 0.96 

Table 1: Time based efficiencies for the whole computation on Oban. 

 

Number of processes 2 4 8 12 16 20 24 

IPC scalability 1.00 0.98 0.94 0.92 0.84 0.8 0.74 

Instructions Scalability 1.00 1.00 1.00 1.00 1.00 0.99 0.99 

Table 2: Hardware counter based efficiencies for whole computation on Oban. 

 

Tables 3 to 6 show efficiency values for ROI 1 & 2 on Oban. Overall a similar 
pattern is observed, however there are small differences between ROI 1 & 2.  

In ROI 1 & 2 the load balance shows similar behaviour to the whole 
computation, i.e. values are poor on 4 processes onwards with no significant 
reduction after 4 processes. However, load balance efficiency is slightly lower 
for ROI 2 compared to ROI 1. 

In contrast computation scalability is slightly lower for ROI 1 compared to ROI 
2, caused by a lower IPC efficiency in ROI 1. 

ROI 2 also shows a small reduction in communication efficiency as process 
count increases, caused by reduction in both serialisation and transfer 
efficiency. However the value of 0.86 for communication efficiency on 24 
processes is reasonable.  

 

Number of processes 2 4 8 12 16 20 24 

Global Efficiency 0.93 0.76 0.64 0.60 0.54 0.49 0.45 
↳ Computation Scalability 1.00 0.95 0.82 0.80 0.71 0.65 0.58 
↳ Parallel efficiency 0.93 0.80 0.78 0.75 0.76 0.75 0.77 
  ↳ Load balance 0.94 0.80 0.79 0.76 0.77 0.77 0.79 
  ↳ Comm. Efficiency 0.99 1.00 0.99 0.99 0.99 0.96 0.98 

    ↳ Serialisation 1.00 1.00 1.00 1.00 0.99 0.98 0.99 

    ↳ Transfer 1.00 1.00 0.99 0.99 0.99 0.99 0.99 

Table 3: Time based efficiencies for ROI 1 on Oban. 
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Number of processes 2 4 8 12 16 20 24 

IPC scalability 1.00 0.97 0.90 0.88 0.8 0.76 0.7 

Instructions Scalability 1.00 1.00 0.99 1.00 0.99 0.99 0.99 

Table 4: Hardware counter based efficiencies for ROI 1 on Oban. 

 

Number of processes 2 4 8 12 16 20 24 

Global Efficiency 0.91 0.70 0.69 0.65 0.57 0.52 0.43 
↳ Computation Scalability 1.00 0.94 0.97 0.95 0.84 0.74 0.66 
↳ Parallel efficiency 0.91 0.75 0.71 0.68 0.68 0.70 0.65 
  ↳ Load balance 0.93 0.77 0.76 0.71 0.74 0.74 0.76 
  ↳ Comm. Efficiency 0.98 0.97 0.93 0.96 0.92 0.95 0.86 

    ↳ Serialisation 1.00 0.99 0.98 0.99 0.97 0.99 0.93 

    ↳ Transfer 0.98 0.98 0.95 0.97 0.96 0.96 0.92 

Table 5: Time based efficiencies for ROI 2 on Oban. 

 

Number of processes 2 4 8 12 16 20 24 

IPC scalability 1.00 1.00 1.03 1.00 0.91 0.85 0.80 

Instructions Scalability 1.00 1.01 1.01 1.03 1.02 1.01 1.00 

Table 6: Hardware counter based efficiencies for ROI 1 on Oban. 

Tables 7 & 8 show data collected for the entire computation on MareNostrum. 
Single node values (16 processes) are similar to those obtained on Oban with 
16 processes. However, load balance efficiency reduces further as the 
number of nodes is increased. In contrast to intra-node performance we see a 
reduction in instruction scalability for inter-node computation, and the IPC 
scalability is good. In other words, the total number of instructions is 
increasing as the number of nodes is increased. 

 

 1 node 2 nodes 4 nodes 

Number of processes 16 32 64 

Global Efficiency 0.74 0.63 0.50 
↳ Computation Scalability 1.00 0.92 0.84 
↳ Parallel efficiency 0.74 0.69 0.60 
  ↳ Load balance 0.75 0.71 0.65 
  ↳ Comm. Efficiency 0.99 0.97 0.92 

    ↳ Serialisation 0.99 0.99 0.97 

    ↳ Transfer 0.99 0.98 0.95 

Table 7: Time based efficiencies for the whole computation on MareNostrum. 
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 1 node 2 nodes 4 nodes 

Number of processes 16 32 64 

IPC scalability 1.00 1.00 0.98 

Instructions Scalability 1.00 0.96 0.93 

Table 8: Hardware counter based efficiencies for the whole computation on 
MareNostrum. 

 

 Load Balance  

Load balance efficiency is calculated as the ratio of average time spent in 
computation to the maximum time in computation over the processes, and 
reflects how well work is distributed. 

Load imbalance appears to be one of the main issues affecting this code, and 
two patterns of behaviour were noted: 

 Load balance efficiency reduces from 0.93 on 2 processes to values in 
the range 0.79 to 0.74 on 4 to 24 processes on Oban 

 Load balance efficiency reduces from 0.75 on 1 MN node (16 
processes) to 0.65 on 4 nodes (64 processes) 

To investigate this further the instructions and IPC load balances (ratio of 
average to maximum value over the processes) were calculated, and are 
shown in table 9 (alongside computational load balance from table 1). These 
suggest computational load imbalance is primarily caused by imbalance in the 
number of instructions per process (some processes have more 
computational work). Imbalance in IPC can also be seen. 

 

Number of processes 2 4 8 12 16 20 24 

Computation load balance 0.93 0.79 0.78 0.74 0.76 0.76 0.77 

Instruction load balance 0.95 0.77 0.75 0.68 0.69 0.69 0.65 

IPC load balance 1 0.99 0.97 0.94 0.93 0.93 0.88 

Table 9: Comparison of computational, instruction and IPC load balance for 
whole computation on Oban. 

The imbalances in instructions and IPC can be seen clearly in figure 4, which 
shows number of instructions and IPC for each process when running the 
computation with 16 processes. The higher values of IPC correspond to 
processes with more instructions, i.e. IPC imbalance reduces the 
computational imbalance rather than contributing to it. 
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Figure 4: Values of number of instructions and IPC over 16 processes. 

 

Score-P data was analysed using the Scalasca toolset to explore which 
routines are responsible for this computational imbalance. Table 10 lists the 
ten routines with the largest exclusive computational imbalance on 16 
processes. These values are the absolute differences to the average 
computation time, summed over all processes. Note that these values will be 
inclusive of contributions from routines excluded from Score-P trace 
collection, e.g. calls to MKL and short user functions that are not on the call-
path to an MPI function. 

 

 

Routine 

Computational 
imbalance (sec) 

directfockmatrixevaluatormodule.calcfockmatrixdirect 147.17 

functionsetoverlapmodule.updateoverlapasym_new2 141.49 

functionsettransformmodule.transformfast_real 118.38 

rhofrompmatrixdirectmodule.rhofrompmatrixdirect 106.15  

blochoverlapevalmodule.evaluateoverlapmatricesdirect 22.30  

rhofrompsidirectmodule.rhofrompsidirect 21.99  

pmatpropsdirectmodule.calcpmatpropsdirect 16.27  

preparebasismodule.preparebasis 15.82  

bandzlmfitmodule.blockpropsforzlmfit 11.04  

preparehamiltonianmodule.preparehamiltonian 9.08 

Table 10: Top ten routines responsible for computation imbalance 
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It can be seen that 4 routines are predominantly responsible for imbalance in 
this case. 

 

 Computational Performance 

A reduction in computational performance as the number of processes 
increases is the other main issue affecting performance of this code. The 
behaviour observed is: 

 IPC reduces as number of processes is increased on a single node 

 Total number of instructions increases as the number of nodes 
increases. 

To investigate potential causes for this reducing IPC, values of level 1 and 2 
data cache misses were extracted from the Oban data, and are shown per 
1000 instructions in table 11. There appears to be no strong correlation 
between these and IPC. L1 DCM reduces, and L2 DCM first reduces and then 
increases as the process count increases. 
 

#processes IPC L1 DCM L2 DCM 

2 1.99 42.48 11.16 

4 1.95 39.87 10.53 

8 1.88 39.13 10.80 

12 1.84 38.16 10.42 

16 1.68 38.02 11.08 

20 1.59 37.81 11.41 

24 1.47 37.56 11.40 

Table 11: Level 1 and 2 data cache misses per 1000 instructions  

 
The reducing IPC could possibly be due to increased resource contention (e.g. 
processes competing for memory access) or be related to NUMA issues 
(Oban has 2 NUMA nodes), and the increasing instruction count could be 
caused by additional work required for internode communication. A deeper 
investigation is required to test these hypotheses and understand the 
underlying causes of the poor computation scalability. 

 

 Communications  

Communication issues are not the dominant problems affecting performance 
in this study, however: 

 Data collected on Oban shows ROI 2 has small reductions in 
serialization and transfer efficiency as the number of processes is 
increased, e.g. on 24 processes values are 0.93 (serialization) and 
0.92 (transfer) 
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 Data collected on MN shows small reductions in serialization and 
transfer efficiency for the entire computation as the number of nodes 
increases, e.g. on 4 nodes values are 0.97 (serialization) and 0.95 
(transfer). 

Serialization and data transfer could become significant for a larger number of 
nodes, however this study uses strong scaling and 4 MN nodes are probably 
more than sufficient for this computation. 

The communication efficiency is the maximum ratio of time in computation to 
run time over all processes, and reflects the loss of efficiency due to 
communication. It can be split into serialization and transfer efficiencies, 
where communication efficiency = serialization * transfer efficiency.  

Serialization efficiency measures loss of efficiency due to dependencies 
between processes e.g. one process is waiting for another to arrive at a 
communication call. It is the communication efficiency that would be obtained 
on a perfect network i.e. a network where data transfers take zero time. 
Hence the data shows as the number of processes/nodes increases the 
waiting time at MPI calls due to serialization is increasing. 

Transfer efficiency is a measure of the loss of efficiency resulting from data 
transfer on a real network. It is calculated as the ratio of run time on a perfect 
network to the actual run time. Hence data transfer times are becoming more 
significant as the number of processes increases.  

The Scalasca toolset was used to investigate data transfers for 4, 8 and 16 
processes. The sum of the bytes sent and received for point-to-point and 
collective communications is presented in table 12. Values for collective 
communications (predominantly calls to MPI_Allreduce) increase significantly 
with process count, and this could impact performance if the number of 
processes increased further. 

 

# processes Point to point (bytes) Collective (bytes) 

4 3.68e8 8.91e10 

8 3.69e8 2.34e11 

16 1.41e9  4.66e11  

Table 12: Sum of bytes sent and received for point-to-point and collective 
communications.  
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 Summary of observations 

For the computation studied the communication efficiency is generally good, 
and the associated serialisation and transfer efficiencies are either good or 
reasonable.  

Two main issues are identified: poor load balance and poor computation 
scalability. These have a significant negative impact on performance, for 
example global efficiencies for the whole computation are 0.44 on 24 
processes (Oban) and 0.50 on 3 nodes (MareNostrum). 

1. Load balance is poor on 4+ processes on a single compute node. This is 
caused by an imbalance in the number of instructions per process. 

2. Load balance deteriorates as the number of compute nodes increases. 

3. Computational scalability reduces as the number of processes is 
increased on a single node. In part this is caused by a reducing IPC, 
however the reduction in IPC doesn’t account in full for the reduced 
computational performance. 

4. The number of instructions increases as the number of compute nodes 
increases. This is not particular significant on 4 nodes but could be 
significant for computations requiring more processes. 

Data for ROI 1 (SCF iterations) and ROI 2 (post processing) was similar to the 
whole computation, with small differences between the two ROI: 

1. Load balance is lower for ROI 2. 

2. Computational scalability is lower for ROI 1. 

3. ROI 2 shows a small reduction in serialisation and transfer efficiencies.  

 

Further work is needed to understand the causes behind these low 
efficiencies, the following are recommended: 

1. Further investigation into reduction of computation scalability: 

i. Investigate if there is any relationship between reduction of IPC and 
other hardware counters 

ii. Investigate influence of non-uniform memory accesses 

iii. Identify other causes behind reducing computational performance 

2. Identify regions of code responsible for increased instructions for 
increasing node count. 

3. Investigate distribution of computational work in those regions of code 
responsible for computation imbalance (see table 10). 

 

 

 


