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1. Background

Applicants Name:                 Pablo Luis Garcia (CIEMAT)
Application Name:                LAMMPS
Programming Language:     C++
Programming Model:           MPI
Source Code Available:      Yes
Performance study:             performance check, scalability
  

The user installed the performance tools on its local machine and collected
the performance data for different core-counts (from 16 to 512) selecting a
relevant  input  case  and  limiting  the  number  of  iterations.  This  input  case
simulates 2e6 atoms and it is typically run with 64 MPI ranks or even less to
reduce the waiting time on the batch system, but the user was interested on
analysing the scalability of the code (with strong scale approach).

2. Application structure 

The spatio-temporal structure of the run is shown in  in terms of the duration
of the useful computation bursts for the 64 cores run. The repetitive blue and
green area that dominates the image corresponds to the code iterations while
the orange region at the beginning of the view corresponds to initialization
phase and the lighter green area between them is a first iterative phase that
does not compute statistics and that the user confirmed has less interest for
the analysis.
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Figure 1. Behavioral structure: Useful duration 

3. FOA (Focus of Analysis) 

After confirming with the user what it is the relevant region of the code and
checking  there  is  more  variability  across  processes  that  along  time,  we
selected one of the outer iterations as the focus of our analysis.  Figure 2
captures the timelines of the useful duration, MPI call and MPI caller views
within the selected region.

Figure 2: Structure of one iteration  

The  application  shows  a  good  granularity,  where  most  of  the  time  the
computations last in the order of tens of milliseconds.
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4. Scalability

Figure 3 shows the scalability of the main FOA from 16 to 512 processes. On
the left  we see the useful duration timelines for the beginning of the FOA
normalized with respect its duration and on the right the scalability plot.

Time distribution over the first part of
the iteration

Speedup vs ideal taking 16 processes run as reference

Figure 3. Scalability of the selected focus of analysis

The timelines show a good scaling of the computing time. We can see that
only the communication phases (very light green areas) are enlarged a little
bit when the number of processes is higher than 128. 

The speed-up plot confirms the good scalability of the code and the small
degradation with 256 and 512 processes that was identified in the timelines.
In a perfectly linear strong scaling execution we expect that each time the
number of processes doubles, the total execution time per iteration reduces
by half.  Going  from 16 to  512 we  increase  the  resources by 32 and  the
execution obtains a 26.77x improvement (84% of the ideal speedup).

5. Efficiency

Table  1 shows  metrics  for  fundamental  factors  and  efficiencies  of  the
executions for  the  FOA region.  The efficiencies  analysis  identify the small
loose of performance identified is correlated with transfer and load imbalance.
It  is  important  to  remark  that  all  the  efficiencies  measured  have  values
reporting good performance and that the smallest run with 16 MPI ranks used
as reference has a very good efficiency of 0.97.

16 32 64 128 256 512
Global efficiency 0.97 0.97 0.97 0.94 0.88 0.81
   Parallel efficiency 0.97 0.96 0.93 0.93 0.88 0.83
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        Load Balance 0.98 0.98 0.97 0.97 0.96 0.93
        Communication eff. 0.99 0.98 0.96 0.95 0.92 0.86
              Serialization 0.99 0.99 0.99 0.99 0.99 0.99
              Transfer 0.99 0.98 0.96 0.95 0.92 0.86
   Computation scalability 1.00 1.02 1.03 1.02 1.01 0.98

Table 1: Time efficiencies on the selected FOA

The computation scalability is determined by the number of instructions and
the instructions per cycle (IPC) in the computational phases.  Table 2 shows
the instruction and IPC scaling efficiencies

16 32 64 128 256 512
IPC Scaling efficiency 1.00 1.02 1.04 1.05 1.05 1.07
Instruction Scaling efficiency 1.00 0.99 0.99 0.99 0.99 0.98

Table 2: Other efficiencies on the selected FOA

The total number of instructions executed by the computations increases a
little bit with the scale, suggesting a potential code replication or increase of
instructions due to the higher number of boundary cells when increasing the
scale. The efficiencies analysis also detects a small improvement on the IPC
that compensates the increase on instructions making a small improvement of
the computation scalability except with 512 cores. 

6. Load Balance 

As we detected on the  efficiencies  analysis,  load balance impacts  on  the
LAMMPS  scalability.  While  the  load  balance  efficiencies  have  very  good
values within the range of processes analysed, the fact that its degradation is
correlated  with  the  scale  indicates  that  it  would  become a  problem if  the
number of processes is significantly increased. To understand the source of
this  imbalance  degradation  we  measured  the  imbalance  at  the  level  of
instructions and IPC that it is reported in Table 3.

16 32 64 128 256 512

Instructions Load Balance 0.994 0.992 0.991 0.984 0.976 0.965

IPC Load Balance 0.977 0.974 0.978 0.972 0.972 0.971

Table 3: LB efficiency with respect to instructions and IPC

While  the  IPC is  the  main  reason for  the  computation  unbalance with  16
ranks, there is a small variation when increasing the scale. On the other hand,
we can see that there is a correlation in the degradation with respect to time
and with respect to number of instructions. Figure 4 captures the distribution
of  the  imbalance  with  respect  time  (top  images)  and  with  respect  the
completed instructions (bottom images) for the runs with 16 ranks (left) and
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512 ranks (right). We can see how the unbalance of instructions increases
with the scale and that it affects to the different computation modes.

Figure 4: Histograms of duration (top) and instructions (bottom) for 16 and 512 cores 

7. Computing Performance

This section analyses the efficiency and scalability of the LAMMPS runs with
respect  to  the  execution  of  the  serial  computing  regions.  The  efficiencies
analysis  identified the computation has a small  fluctuation along the scale
analysed, with a small improvement of the IPC while there is a non-relevant
increase of the total number of instructions executed. 

Figure 6 uses the clustering analysis to characterize the main computation
regions. We selected this number of cores as it is the most frequently used
with  the  input  configuration  analysed.  The  clustering  identifies  3  main
computing regions that  are correlated with  the spatio-temporal  structure in
Figure 5.  
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Figure 5: Clustering analysis of the 64 tasks run

Cluster number 3 has only one occurrence at the beginning of the iteration
and it is the largest computing burst with around 350 million instructions and
an IPC that varies from 1.07 to 1.15. This IPC can be considered acceptable
/frequent  for  many  platforms.   On  the  other  hand,  clusters  1  and  2  that
dominate  the  iteration  time  have  a  granularity  around  80  and  140  million
instructions  respectively  but  achieve  a  lower  performance  with  an  IPC
between 0.82 and 0.9. This IPC may be considered a low value suggesting a
deeper analysis would be interesting. 

Figure 6: Timeline showing the clusters detected on the 64 tasks run

With the available counters information collected, it seems that the IPC may
be correlated with the data cache misses generated by the memory access
patterns. Cluster 3 has a significant lower number of L3 cache misses than
the other 2 clusters, and the main difference between clusters 1 and 2 is with
respect to the L2 cache misses that it is higher for Cluster 1.

Figure 7  shows the evolution of the 3 clusters identified for the different exe-
cutions analysed. We can see that the 3 regions have a similar behavior with
the corresponding reduction of instructions per process when increasing the
scale (close to proportional reduction of instructions per process) and a small
movement to the right that corresponds to the small improvement of IPC de-
tected on the efficiencies analysis.
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Figure 7: Clusters evolution with the different core counts analysed

To explain the increase of the
IPC  we  looked  at  the
correlation of  that  metric  with
the  other  available  counters,
detecting  a  correlation  of  the
L3 cache misses for clusters 1
and 2. Figure 8 shows how the
IPC is increased when the L3
cache misses is reduced and
it is maintained otherwise. This
correlation is  not  so clear  for
Cluster 3.

Figure 8: Correlation of IPC and L3 cache misses

8. Communications 

The efficiencies and scalability analysis identified that the communications are
the main bottleneck for the instrumented runs.  The analysis also report the
main  problem  is  not  on  the  serialization  and  dependencies  between
processes but on the transfer of data.

To understand why and when the MPI communications consume execution
time  transferring  data  we  compared  the  instrumented  execution  with  a
Dimemas simulation for an instantaneous network machine (0 transfer time).
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This comparison allows us to easily identify regions with a high difference and
then we can zoom on that small region of the instrumented execution to look
at the detailed behavior. 

We selected the 64 ranks run as the most frequent size used. In Figure 9 the
MPI  calls  are  colored  with  the  node  identifier  where  the  rank  has  been
executed and the yellow lines mark the point to point communication between
MPI ranks. We can see that communications between nodes (lines from a
given color to a different one) last significantly more than the communications
within the node (lines within processes with the same color). Checking the
size we can see that in fact the inter-node communications are transferring
less data, suggesting the reason is not the volume of data but the network
between nodes.

Figure 9: Analysis of large MPI_Allreduce executions

 

The  reason  why  the  transfer  efficiency  degrades  with  the  scale  can  be
explained  with  the  increase  of  internode  communications.   shows  the
communication pattern for 64 and 512 processes.

Figure 10: Communication pattern for 64 (left) and 512 (right)

Looking at the profile of MPI calls, we can detect that the increase of MPI time
is concentrated mainly on the MPI_Send calls that as we have seen have a
larger duration when the data is sent to a remote node.
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9. Summary of observations

In  this  audit  we  have analysed  the  scalability of  the  LAMMPS application
using the traces obtained by the customer on his own platform. This section
summarizes some main observations and recommendations.

 The efficiencies observed are generally good or very good. The largest
execution with  512 tasks has a global  efficiency of  81%. The most
frequent  set-up  with  64  cores  has  a  global  efficiency of  97%.  The
reason for that good efficiencies can be explained by a relative large
number  of  atoms  simulated  (2e6)  providing  a  good  ratio  between
computations and communications.

 The  small  reduction  of  the  efficiency  when  scaling  the  number  of
processes is caused by data transfer and load imbalance.

 The  inter-node  communications  show  a  significant  low  behaviour
compared with the intra-node communications, suggesting the network
between nodes may be limiting the performance.

 When increasing the scale, there is a small  degradation of the load
balance efficiency related with  an unbalance of  instructions.  On the
other hand, with the smallest core count (16 ranks) the unbalance is
related with variability on the IPC between processes.

 The  IPC  achieved  is  a  little  bit  low.  Nevertheless  there  is  a  small
improving of the IPC when increasing the scale. Analysing the three
main computing regions we can see that the differences are correlated
with  either L2 or L3 cache misses in most  of  the cases.  It  may be
interesting to examine with more detail this aspect to  detect if there is
some optimization on the memory accesses that would improve the
IPC.
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