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 Executive summary 

FFEA was tested for a specific test case under strong scaling on thread 
counts between 1 and 24. Speedup and efficiencies were found to be 
significantly suboptimal, e.g. a speedup of x7 and a global efficiency of 36% 
on 20 threads. This was attributed to multiple causes which in order of 
importance are:  

1. Low instructions per cycle scalability 

2. Low cycles per time scalability 

3. Regions of serial computation exist between parallel computation 

4. Load imbalance in parallel computation 

5. OpenMP overheads are significant 

This report discusses these findings and makes recommendations on 
improving parallel performance.  
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 Background 

Applicants Name: Albert Solernou 
Applicants Affiliation: University of Leeds 
Application Name: FFEA (Fluctuating Finite Element Analysis) 
Programming Language: C++ 
Programming Model: OpenMP 
Source Code Available: Yes 
Input data: hinges4-ud-7mer.ffea  
Performance study: Performance Audit 

FFEA is a new Finite Element Analysis code that simulates dynamics of 
microscopic viscoelastic bodies subject to thermal fluctuations, i.e. random 
noise. There are two different parallel strategies which can be selected at 
compile time, the first assigns a single thread to every instance of class Blob, 
the second uses all available threads to work on all the system, the latter was 
used in this study. The user perception is that both parallelisation strategies 
suffer from poor scaling with a number of bottlenecks e.g. in 
aggregate_forces_and_solve and create_viscosity_matrix (within Blob.cpp). 

POP partners generated performance data under strong scaling, using source 
code from commit 67a02ac (dated Oct 24 2016) compiled using Intel 
compilers version 16.0.3 and GCC version 4.4.7. The compiler flags affecting 
optimisation for these compilations are “-O3 -ffast-math” for GCC and “-O3 -
ipo -no-prec-div -fp-model fast=2 -xHost” for the Intel compilers. The data was 
collected on 24 core hardware containing 2x Intel Xeon E2670 v3 (Haswell) 
processors sharing memory. Trace data was collected using Extrae 3.3 and 
analysed using Paraver.  

The control parameters in the input data file hinges4-ud-7mer.ffea were 
modified as following: 

 vdw_steric_factor = 1e-1 

 dt = 5e-15 

 num_steps = 1.0e2 

 no checkpointing. 
 

 Application structure & Focus of Analysis 

The timeline structure obtained using Extrae + Paraver consists of a short 
initialisation phase followed by a number of similar iteration. For example, on 
12 threads the initialisation phase was 530mS long, and each iteration was 
around 120mS. As the computation is expected to run for thousands of 
iterations, the initialisation phase was ignored in the analysis. 

A timeline showing useful computation for 5 iterations and for 1 iteration (on 
12 threads) is shown in figure 1a & 1b. The regions in black identify where a 
thread is not doing useful computation (e.g. the thread is idle or in OpenMP 
overheads) and the coloured regions show useful computation. The colour 
relates to the length of each computational burst, where a burst is one 
continual computation. Each iteration consists of a short serial computational 
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burst on the master thread (green), followed by a longer burst (blue) executed 
in parallel on all threads (corresponding to routine VdW_solver::solve), and 
finally a number of short bursts (in green). 

 

 

1a. Useful computation over 5 iterations. 

 

1b. Useful computation over 1 iteration. 

 

1c. Length of computational bursts in mS for timelines in 1a and 1b.  

Figure 1. Useful computation for 5 iterations and 1 iteration on 12 threads. 

 

Figure 2 zooms into the region in green at the end of each iteration in Figure 
1b (note that the colour scale changes in figure 2). It can be seen this consists 
of many very short parallel and serial bursts (some are shorter than 10μS) 
with a structure that repeats over 7 sub-iterations. Data for a single sub-
iteration is in Figure 2b, and Figure 2d shows a view of the parallel functions 
over the first sub-iteration, the different structure for Blob::update & 
Blob::aggregate_forces_and_solve result from guided scheduling. It can be 
seen that Blob::aggregate_forces_and_solve is responsible for only a small 
fraction of run time, contrary to the developer’s expectation. 
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2a. Useful computation at end of first iteration showing 7 sub-iterations. 

 

2b. Useful computation for first sub-iteration. 

 

2c. Length of computational bursts, in mS, for timelines 2a) and 2b. 

 

 

2d. Useful parallel functions for the same timeline as 2b. 

Figure 2. Useful computation for the region at the end of each iteration. 
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 Scalability 

Run time and speedup is plotted in figure 3 for 100 iterations (excluding the 
initialization phase). Values are very similar for executables compiled using 
the Intel and GCC compilers, hence subsequent data in this report is from 
executables compiled with GCC. 

On 2 & 4 threads the speedup is reasonable, but on 8 threads onwards 
speedup is less than 80% of ideal. Speedup increases linearly on 4 to 20 
threads with values that are increasingly suboptimal, for example on 20 
threads speedup is approximately x7. There is with no additional speedup 
from 20 to 24 threads.   

 

  

Figure 3: Run time and speedup for 100 iterations using Intel & GCC 
compilers 

 

 Efficiency 

Efficiency metrics for 100 iterations of GCC compiled code are presented in 
Table 1, these values range from 0 to 1 where higher is better, 1 represents 
optimal performance, and values below 0.8 are considered poor. The table 
uses a graded colour scale where values above (and below) 0.8 are 
increasingly green (and red). 

When interpreting this data, it is useful to know: 

 Global Efficiency = Parallel Efficiency * Computation Efficiency 

 Parallel efficiency is average thread time in useful computation divided 
by total runtime. 

 Computational Scalabilities are relative to the single thread value and 
are based on the ratio of useful computation summed over all threads. 
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 Useful computation excludes threads idle time and OpenMP 
overheads. 

 

Number of threads 1 2 4 8 12 16 20 24 

Global Efficiency 0.99 0.96 0.76 0.53 0.44 0.38 0.36 0.30 

↳Computation Scalability 1.00 1.01 0.89 0.69 0.60 0.56 0.55 0.51 

↳Parallel Efficiency 0.99 0.95 0.85 0.76 0.73 0.68 0.65 0.58 

Table 1. Time based efficiencies for 100 iterations. 

 

From Table 1 it is clear that both low computational scalability and low parallel 
efficiency are causes of significantly low global efficiency on 4+ threads, this is 
explored in more detail in following sections. 

 

 Computational Performance 

Table 1 shows that total time in useful computation (i.e. summed over all 
threads) roughly doubles going from 1 to 24 threads. Table 2 shows 
scalabilities for instructions per cycle (IPC), instructions, and cycles per unit 
time (CPT) during useful computation, to identify primary causes of the poor 
computational scalability. 

 

Number of threads 1 2 4 8 12 16 20 24 

IPC Scalability 1.00 1.02 0.92 0.78 0.74 0.70 0.69 0.65 

Instructions Scalability 1.00 1.00 1.00 1.00 1.00 1.00 0.99 0.99 

Cycles per time Scalability 1.00 0.99 0.97 0.89 0.82 0.81 0.80 0.78 

Table 2: Hardware counter based efficiencies on 100 iterations. 

 

The primary issue is low IPC scalability, but this is exacerbated by a low 
useful cycles per unit time scalability i.e. processor clock speed is reducing as 
the thread count increases. The total number of useful instructions is largely 
independent of thread count. 

The absolute values of cycles per time range from 3.06GHz on 1 thread to 
2.4GHz on 24 threads, and these values are close to the processor’s 
maximum turbo frequency (3.1GHz) and base frequency (2.3GHz). Hence it is 
highly likely this effect is caused by unavoidable processor power limitations. 
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The low IPC scalability could be caused by conventional coding inefficiencies 
or increased resource contention (e.g. processes competing for memory 
access or NUMA memory accesses). A deeper analysis of IPC (e.g. using 
PAPI counter values) would be necessary to understand the causes of this 
before assessing if this could be improved. 

It is interesting to note that absolute values of IPC were found to be low, for 
example 0.89 on 1 thread. This could signify that code performance could be 
improved by conventional code optimisations; however low IPC can also 
signify high levels of vectorisation. Recompiling the code without vectorisation 
to investigate relative performance, and viewing compiler reports on 
vectorisation might help assess whether the executable is well vectorised or 
not.  

 

 Amdahl's law 

It is clear in Figures 1 & 2 that useful computation includes both serial and 
parallel regions. This serial computation will contribute to the low Parallel 
Efficiency in Table 1, hence it is important to quantify how much time in 
computation is serial and how much is parallel. 

This was estimated by calculating: 

 The time in serial computation on the master thread, Tmaster_serial 

 The sum of the maximum time in computation over each OpenMP loop, 
Tsum_max_omp 

The fraction of time in parallel computation is then approximately Tsum_max_omp 

divided by Tsum_max_omp +  Tmaster_serial. Values are presented in Table 3, 
alongside corresponding efficiency values for this serialisation, i.e. the 
efficiency metric measures loss of performance due purely to serial 
computation between parallel loops. 

In Table 3 we see Amdahl's law in action, i.e. the small % of serial execution 
on a single thread is a significant proportion of the run time on higher thread 
counts. Hence a significant contribution to the low Parallel Efficiency in Table 
1 can be attributed to this serial execution, and it is worth investigating 
whether the remaining serial sections of code can be parallelised. 

 

Number of threads 1 2 4 8 12 16 20 24 

Percentage of useful 
parallel computation 

98.2 96.0 93.2 90.4 87.5 84.5 81.7 79.3 

Corresponding 
efficiency metric 

1.00 0.98 0.95 0.91 0.88 0.85 0.82 0.80 

Table 3: Percentage of parallel useful computation and corresponding 
efficiency metric that measures loss of performance due to serial 
computation between parallel loops. 
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 Load Balance 

Load imbalance is another possible contribution to the low Parallel Efficiency 
in Table 1. Load balance efficiency is calculated as the ratio of average time 
in useful computation to the maximum time in useful computation across the 
threads, and reflects how well work is distributed for any region of interest. 
Load balance efficiencies and % of run time is shown in Tables 4 and 5 for 
each parallel region for 2, 12 and 20 threads, the load balance over all parallel 
regions is also included at the bottom of Table 4. 

 

Number of threads 2 12 20 

VdW_solver::solve 0.99 0.88 0.87 

Blob::update 1.00 0.98 0.98 

Blob::aggregate_forces_and_solve 1.00 0.98 0.95 

SparseMatrixFixedPattern::build  0.88 0.67 0.68 

SparseMatrixFixedPattern::apply  0.84 0.55 0.60 

vec3_add_to_scaled 0.86 0.96 0.95 

vec3_scale_and_add 0.82 0.96 0.95 

Blob:: euler_integrate  0.92 0.93 0.90 

Total over all parallel regions 0.98 0.87 0.86 

Table 4: Load balance efficiency for parallel regions.  

Number of threads 2 12 20 

VdW_solver::solve 89.4 76.4 67.0 

Blob::update 1.7 1.3 1.4 

Blob::aggregate_forces_and_solve 0.6 1.0 1.4 

SparseMatrixFixedPattern::build  0.9 0.8 0.9 

SparseMatrixFixedPattern::apply  0.9 1.5 1.7 

vec3_add_to_scaled 0.4 1.0 1.4 

vec3_scale_and_add 0.2 0.5 0.7 

Blob:: euler_integrate  0.1 0.1 0.1 

Table 5: Percentage of run time for parallel regions. 

 

We see that one parallel loop is responsible for a significant contribution to the 
overall load imbalance (VdW_solver::solve), hence only this loop is worth 
considering for load balance improvements. Although the load imbalance isn’t 
large (e.g. a 13% reduction in performance on 20 threads) it is nonetheless 
still a significant contribution to the low Parallel Efficiency in Table 1. 

To investigate this loop further Figure 4 shows normalised values of time in 
useful computation, number of instructions, and IPC for each thread over just 
VdW_solver::solve for 1 FFEA iteration with 16 threads. Variations in time in 
useful computation are caused by both fluctuations in both IPC and in the 
number of instructions per thread, where the threads at the centre of the 
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distribution issue more instructions than threads at the edge. It is worth trying 
other scheduling strategies for this loop, and also worth considering if there is 
something about the FFEA algorithm which causes the humped distribution of 
useful instructions in Figure 4. 
 

 

Figure 4. Normalised time in useful computation, number of instructions, and 
IPC per thread for the VdW_solver::solve loop in the first FFEA iteration. 

 OpenMP overheads 

Time in OpenMP overheads can also contribute to low parallel efficiency. 
There are a large number of OpenMP loops per iteration, i.e. 281, hence time 
in OpenMP overheads accounts for a significant % of the runtime. This can be 
seen in Table 6, for example on 24 threads efficiency is 0.9 of ideal (i.e. a 
10% loss of performance) due to overheads.  

 

Number of threads 1 2 4 8 12 16 20 24 

OpenMP overhead efficiency 0.99 0.98 0.97 0.96 0.94 0.93 0.92 0.90 

Table 6: Efficiency values resulting from OpenMP overheads. 

This overhead has two contributions in FFEA. The smaller contribution is time 
in synchronization and in scheduling & fork/join within those parallel loops 
which have guided scheduling. The second larger contribution is OpenMP 
scheduling + fork/join overheads on the master thread which occur before and 
after every parallel loop, these account for around 80% of the total OpenMP 
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overhead, typically adding 10-20μS per OpenMP loop. This overhead is the 
cost of setting up and closing each OpenMP parallel region and OpenMP loop 
using fused ‘parallel for’ directives. It is worth considering if the many very 
short OpenMP loops in Figure 2d can be coalesced, or if the OpenMP parallel 
regions can be combined, to reduce these costs. OpenMP benchmarks can 
be run to identify the overhead associated with an OpenMP ‘parallel’, ‘for’ and 
‘parallel for’. 

 

 Summary of observations 

Parallel performance of FFEA for the test problem under strong scaling is 
below optimal due to both low computational scalability and low parallel 
efficiency, with multiple cause for both.  

The low computational scalability results from poor scalabilities of both IPC 
and cycles per time. The latter is probably unavoidable as it appears to result 
from reductions in processor clock speed due to power constraints. However, 
it is possible the low IPC scalability could be improved. A deeper investigation 
using PAPI hardware counters could give insight into this, and might lead to 
potential code improvements, this could be investigated as part of the POP 
Performance Plan service. It could also be worth investigating the low 
absolute values of IPC it they aren’t caused by high levels of vectorisation.  

The low parallel efficiency results from three causes, (1) existence of serial 
regions of computation between parallel computation (2) load imbalance and 
(3) OpenMP overheads resulting from the many very short OpenMP loops. 
For example, on 20 threads overall parallel efficiency is 0.58, and the 
individual efficiency metrics are 0.80 (serial computation), 0.86 (imbalance) 
and 0.90 (OpenMP overheads). Whether these can be improved or not will 
depend on the FFEA algorithm, but if the algorithm is suitable improvements 
could be investigated as part of the POP Proof of Concept service. 

Recommendations: 

1. Investigate whether low absolute IPC is caused by vectorisation.  

2. Correlate PAPI data with IPC values to identify causes of IPC values. 

3. Investigate possibility of parallelising remaining serial regions of code.  

4. Test different scheduling for VdW_solver::solve loop. 

5. Investigate possibility of coalescing short OpenMP parallel regions and 
OpenMP loops.  


