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1 Background
Applicants Name: Jiri Jaros (Brno University of Technology)
Application Name: k-Wave
Programming Language: C++
Programming Model: MPI + OpenMP (+ CUDA)
Source Code Available: No
Input data: Testcase provided by developer
Performance study: Performance check (audit)
Application Description: k-Wave is an open source acoustics toolbox for MATLAB and
C++ developed by Bradley Treeby and Ben Cox (University College London) and Jiri Jaros
(Brno University of Technology). The software is designed for time domain acoustic and ultra-
sound simulations in complex and tissue-realistic media. The simulation functions are based on
the k-space pseudospectral method and are both fast and easy to use.1
Testcase Configuration: 3-D domain decomposition, 64 MPI processes (2 per compute node),
12 OpenMP threads per process
Machine Description: Salomon cluster (1008 computational nodes (576 regular and 432 ac-
celerated): 2x Intel Xeon E5-2680v3, 2.5GHz, 12cores, 128GB RAM, accelerated nodes 2x Intel
Xeon Phi 7120P, 61cores, 16GB RAM, 7D enhanced hypercube InfiniBand FDR56 network)2

Analysis Tools: Score-P, Cube3, Scalasca, Vampir4, PAPI

2 Application structure
A graphical representation of the application execution is shown in Figure 1. It clearly shows
the typical structure of a scientific application: initialization (∼ 14 s), compute loop (∼ 68 s),
and post-processing (∼ 11 s).

Figure 1: Vampir screenshot of k-Wave execution timeline (2 processes shown)

The initialization is followed by the compute loop, which will be presented in detail in the
following sections. In this testcase 100 iterations of the loop were executed.

1www.k-wave.org
2https://docs.it4i.cz/salomon/hardware-overview-1
3https://pop-coe.eu/sites/default/files/pop_files/cube_display_quickref.pdf
4https://pop-coe.eu/sites/default/files/pop_files/vampir_display_quickref.pdf
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3 Focus of Analysis (FOA)
The main region of interest is the PhaseMainLoop routine, taking more than 70 % of the
total runtime. Its impact on production runs is likely to be significantly higher, as only 100
iterations were performed in this testcase, while a production run would have multiple thousand
time steps. Figure 2 shows a Score-P profile of the execution of PhaseMainLoop.

(a) FFTW library routine calls (b) Most costly OpenMP kernels

Figure 2: PhaseMainLoop profile displayed by CUBE.

The loop is dominated by FFTW calls and several OpenMP for loops. The FFT calculations
contribute to 54% of the loop runtime (see Figure 2(a)) and the OpenMP regions to ∼ 36%.
Four of the OpenMP kernels are responsible for more than 32% of the loop runtime (see Figure
2(b)) and should be the focus for upcoming optimizations. Though this analysis does not show
it (as the FFTW library was not instrumented in this case), the OpenMP-enabled version of
the FFTW library was used.

4 Scalability
A scalability analysis could not be performed as only one experiment was provided.

5 Load Balance
The initial analysis of k-Wave revealed a major load-balance problem in the domain decomposi-
tion, evident in the timelines with white background in Figure 3. Here the number of OpenMP
parallel regions, and thus the time spent in them, varied substantially between the processes
on the edge of the domain and those in the interior (Figure 4(a)). Although the exterior pro-
cesses had smaller blocks of grid cells to process (e.g., 256+16 vs 16+256+16), the FFTs were
apparently much less efficient for this number as they had a larger FFT base (i.e., 17×24 vs
9×25).

In the course of the audit this bottleneck has been addressed – now there is an identical
number of halo zones for each rank and the domain is now periodic, so edge local blocks are
connected to the opposing edge – and measurements of the new version of k-Wave were also
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Figure 3: Vampir timeline comparison of single iteration execution traces from original and
revised k-Wave versions, showing detail of representative edge and interior MPI processes. In the
original version (white background), exterior MPI rank 0 and 3 have many more and unbalanced
FFTW OpenMP threads compared to interior MPI ranks 1 and 2, whereas the revised version
(lilac background) shows all threads are balanced and is much faster.

provided by the developers (Figure 3 lilac background and Figure 4(b)). The new optimized
version reduced the overall runtime using the same input data by a factor of 2 compared to the
original version.

Due to the imbalance in the parallel regions, there was a severe imbalance in the MPI
communication. To exchange the overlap data, k-Wave uses non-blocking point-to-point com-
munication. Basically all time for that communcation is spent in MPI Waitall (original version
99.85 %, new version 97.13 %). The Late Receiver metric is one of the performance metrics
determined by the Scalasca trace analyzer. It quantifies the time a process sending a message is
waiting for the receiving process to finish its work and start receiving the message. We see that
due to the improved load balance the Late Receiver time dropped by a factor of 15 from 3718 s
to 242 s (Figures 5(a) and 5(c)). Further, the distribution of the wait time improved with the
the lower bound reduced by 13x and the upper bound reduced by 20x (Figures 5(b) and 5(d)).
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(a) Original version

(b) Optimized version

Figure 4: OpenMP parallel for loop Visit counts.

6 Serial performance
In the regarded execution of k-Wave, three hardware counters were measured to investigate
serial computational performance:

• PAPI TOT INS: Total instructions completed
6



POP Ref.No. POP AR 45

(a) Original time profile (b) Original distribution (c) Revised time profile (d) Revised distribution

Figure 5: Late Receiver Time metric.

• PAPI TOT CYC: Total processor cycles

• PAPI L3 TCM: Total level 3 cache misses

A common metric to determine the efficient usage of compute resources is IPC, the instruc-
tions per cycle. We can easily calculate that as PAPI TOT INS/PAPI TOT CYC. Figure 6 shows a
profile augmented with the IPC metric.

Figure 6: IPC of k-Wave showing the best and worst OpenMP kernels.

The FFT calculations show a rather good constant IPC rate of 2. The IPC rate of the
OpenMP kernels on the other hand varies between 2.64 and 0.11, with only two of 16 kernels
exceeding 1 and most below 0.5.

However, with the data provided we can not further distinguish which kind of instructions –
floating-point instructions, load/store instructions, etc. – were issued in the individual regions.
A more thorough hardware counter analysis would be required for that. It should be noted that
the highest IPC rate is achieved in MPI calls when a process is constantly checking for progress
on another process (busy-waiting).
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7 I/O & Communications
The k-Wave testcase featured two I/O phases, one during initialization to read in the matrix
information and one in the post-processing step to write the data to file. There is no additional
checkpointing, though this is a feature the developers are considering. All I/O is done via
parallel HDF5 which should scale well with the number of MPI processes. However, all but the
master thread on each process are idle during I/O operations.

In the main compute loop there is only MPI point-to-point communication, that was already
discussed in the Load Balance section. Further, there are a couple of MPI operations –three
MPI Allreduce and two MPI Barrier – after the I/O statements. The only one having an impact
on the application runtime is an MPI Barrier in the post-processing step. This barrier is issued
at the end of the CreateFloatDataset routine, which is a sequential routine only executed on
MPI rank 0, so all other processes have to wait the ∼ 5 s for that operation to finish. We advise
to investigate this issue at scale and, if necessary, find a way to circumvent it.

8 Efficiency
A POP audit defines several so-called efficiency metrics to characterize the application be-
haviour5. These metrics’ values are always between 0 and 100% (or, equivalently, a value
between 0 and 1), the higher the number the better. Figure 7 shows the comparison of the
efficiency metrics for the two versions of k-Wave.

(a) Original version (b) Revised version

Figure 7: Efficiency metrics

As shown in Figure 7(a), the original version of k-Wave already had a very good Commu-
nication and Serialization efficiency, both exceeding 98%. However, it showed a very low Load
balance efficiency and thus a bad Parallel efficiency, both at ∼ 17%. The load balance problem
was addressed in the new version of the code, now showing much improved values of 44% and
43% for the Load balance efficiency and the Parallel efficiency, respectively.

It should be noted that the calculation of the efficiency metrics is currently imperfect for
hybrid MPI/OpenMP codes. However, they still give a reasonable foundation for a comparison
of different versions of a code.

5https://pop-coe.eu/node/69
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9 Summary of observations
The performance audit of k-Wave revealed a major load-balance issue in the code that could be
fixed already during the review period. The improved version now shows no obvious sign of load
imbalance and is twice as fast. However, we recommend to continue the analysis process and
focus on the following points in subsequent performance audits or, if necessary, performance
plans:

• Scalability analysis, both in terms of MPI and OpenMP

• Analysis of FFT usage, e.g. FFT plan used, threading behaviour

• Detailed analysis of OpenMP kernels, in combination with

• Thorough hardware counter analysis to investigate serial execution performance

• Analysis of CUDA-enabled version
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