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1

Background

Applicants Name: Fabrice Dupros
Application Name: Ondes3D
Programming Language: C
Programming Model: MPI
Source Code Available: Yes
Input data: Given by the client
Performance study: Audit
The traces were obtained using Extrae 3.4.1, with the detailed trace mode without sampling
and one set of hardware counters, on the paravance cluster of the Grid’5000 experimental testbed
in Rennes. Each node of this cluster has two Intel Xeon E5-2630 v3 CPUs with 8 cores per CPU
and 126 GB of RAM. Thus 16 MPI processes were used per nodes for the experiment. We used
OpenMPI 1.6.1 and gcc 4.9.2. All nodes are connected to a switch with 10 Gb/s Ethernet links.
Eight traces with 4, 16, 64, and 256 MPI processes were produced. For all the measurements,
we used two different input data sets: ligurian being bigger than chuetsuoki. We thus have four
traces per case. These inputs were provided by the applicant. We use the trace obtained on
four MPI processes as a reference for the scalability study.
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Application structure

Ondes3D is a seismic wave propagation simulator used to conduct regional scale risk assessment.
It is an iterative application tailored for homogeneous HPC platforms A typical run is divided
into two phases highlighted in Figure 1 by two different colors: blue and green.

Figure 1: Useful duration for ligurian run with both 4 and 256 MPI processes. As the initialization phase requires almost no MPI communication, it appears blue on the Figures. Note the
gap that appear between the two phases with a higher number of processes.
The first blue phase is an initialization phase. It takes almost the same amount of time
whatever the number of MPI process. However, we note a gap between phases that slowly
increases with the number of processes. The second phase (in green on Figure 1) is composed
of multiple iterations that compute the wave propagation.
As the initialization phase only happen once at the beginning of the application and it isn’t
the most time-consuming phase, the current report will only focus on the second phase.
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Focus of Analysis (FoA)

The iteration phase approximates the differential equations governing the elastodynamics of rock
medium using finite-differences numerical methods (FDM). The problem domain is statically
partitioned in cuboids, as depicted in Figure 2. Each iteration corresponds to a given time
step and consists in calling three macro kernels (Intermediates, Stress, and Velocity) that apply
a series of finite differences micro kernels to the whole domain. Message passing consists in
asynchronous neighborhood communications intertwined with the three macro kernels. There
is no global barrier, which enables a slightly asynchronous evolution of each process.

Figure 2: The whole simulation space partitioned in subdomains.
Figure 3 (up) shows the useful duration of the beginning of the FOA, i.e., the time spent
outside MPI calls, hence executing actual computations. We see four steps which include the
three kernels execution and a fourth step (in bright green) related to MPI communication as
confirmed by Figure 3 (down). It also suggests that MPI calls happen between each kernel even
if not all MPI processes are involved.

Figure 3: Useful duration (up) and MPI calls timeline (down) at the beginning of the FOA.
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Scalability

Figure 4 shows the scalability of the FOA from 4 to 256 MPI process. The orange line shows
the optimal scaling while the dotted orange line indicates 80% of the optimal. Each plot above
the dotted line is considered to be good even though there is room for improvement.
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Figure 4: Speedup of the FOA for both chuetsuoki and ligurian input.
This Figure shows a very poor scalability of Ondes3D. For the ligurian input (in blue) and
16 MPI processes, the speedup is only of 2.63, which is under the “good speedup” threshold
at 3.2. Moreover with 64 and 256 MPI processes, the speedup diverges even more from that
threshold. The application achieves 44% of the ideal speedup with 64 processes and only 29%
with 256 processes. While the chuetsuoki input (in red) shows a better results, it follows the
same trend and achieve poor speedups.
Figure 5 shows the FOA useful durations for 4, 16, 64, and 256 processes. In each case, we
can distinguish two behaviors separated by a purple marker in the figure. In the first part, we
see a uniform color which means that the useful durations are well balanced across processes.
In the second part we see a great variation in colors from bright green to dark blue. This color
gradiant reflect the variation of the time spent between two given MPI calls by the different
processes: the greener the shorter and the bluer the longer. We also observe some black spots
in the second part that indicate idle times for some processes, probably corresponging to MPI
waits. Some processes spend more time executing the kernels while other processes are waiting
for them in that second part. It thus indicates to the apparition of a load imbalance in the
execution which can explain the poor observed speedups.
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Figure 5: The useful duration timeline for 4, 16, 64 and 256 MPI processes.
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Efficiency

Table 1 shows different efficiency metrics for the ligurian data set. All these metrics range from
0 to 1, with 1 being the ideal. The global efficiency of Ondes3D on this data set is very good
(i.e., above 0.9) with 4 processes but seriously decreases when the number of processes grows.
We observe a similar trend for the parallel efficiency that drops when the number of processes
grows and is well below 0.5 for 256 processes. This loss of parallel efficiency is mainly caused by
a degradation of the load balance. The communication efficiency also starts to drop with 256
processes, but remains good, because of the time spent by some processes waiting for others.
In terms of computation efficiency that measures the ability of the application to exploit the
capacity of the processors, we observe good results only up to 64 processors. These results
confort the hypothesis that the performance loss comes from load imbalance.
6
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Nb. Proc.
Global Efficiency
Parallel Efficiency
Load Balance
Communication Efficiency
Serialization Efficiency
Transfer Efficiency
Computation Efficiency

4
0.92
0.92
0.92
0.99
0.99
1.00
1.00

16
0.60
0.74
0.76
0.97
0.98
0.99
0.82

64
0.40
0.51
0.56
0.92
0.96
0.96
0.80

256
0.27
0.39
0.49
0.80
0.84
0.95
0.68

Table 1: Efficiency metrics for the ligurian data set.
Table 2 shows the same metrics for the chuetsuoki data set. We observe a very similar
behavior for this smaller data set. The main difference is that both communication and computation efficiency remain very good when the number of processes grows. This indicates that
the drop in terms of computation efficiency observed for the ligurian data set with 256 MPI
processes is related to the problem size.
Nb. Proc.
Global Efficiency
Parallel Efficiency
Load Balance
Communication Efficiency
Serialization Efficiency
Transfer Efficiency
Computation Efficiency

4
0.98
0.98
0.98
1.00
1.00
1.00
1.00

16
0.74
0.82
0.82
1.00
1.00
1.00
0.91

64
0.57
0.59
0.61
0.96
0.98
0.98
0.97

256
0.38
0.39
0.42
0.92
0.98
0.93
0.98

Table 2: Efficiency metrics for the chuetsuoki data set.
This is confirmed by the results shown by Tables 3a and Table 3b. For both data sets, the
scaling of the IPC (Instruction Per Second) is good. However, the scaling of the number of
executed instructions only decreases for the ligurian data set. This suggests that the amount
of instructions to perform increases too much with regard to the number of processes.
Nb.
Proc.
4
16
64
256

IPC
Scaling
1.00
1.01
1.04
1.10

Instruction
Scaling
1.00
0.98
0.92
0.74

Nb.
Proc.
4
16
64
256

(a) Ligurian

IPC
Scaling
1.00
1.02
1.08
1.05

Instruction
Scaling
1.00
1.00
0.99
0.98

(b) Chuetsuoki

Table 3: IPC scaling and Instruction scaling.
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Load Balance

The previous sections revealed a severe load imbalance that hinders the performance of the
application. Tables 4a and 4b present the evolution of the IPC and Instruction balance, i.e., the
ratio between the average and the maximum, when the number of processes grows for both data
sets. We observe very balanced IPC, meaning that all the processes can exploit the computing
resources in the same way. However, these tables also show an important imbalance for the
number of computed instructions for both data sets.
Nb.
Proc.
4
16
64
256

IPC
Load Balance
0.95
0.87
0.88
0.90

Instruction
Load Balance
1.00
0.87
0.72
0.54

Nb.
Proc.
4
16
64
256

(a) Ligurian

IPC
Load Balance
0.99
0.99
0.97
0.96

Instruction
Load Balance
0.99
0.84
0.67
0.52

(b) Chuetsuoki

Table 4: Load Balance of IPC and instructions.
Such imbalances are directly related to the domain decomposition made by Ondes3D and
the mapping of subdomains on the different MPI processes. Figure 6a shows that every 8
processes, there are 2 processes that execute more instructions. We also see three different
groups of processes that correspond to three different amounts of instructions computed by the
processes. In that example, the simulation space is divided into an 8x8 grid, as depicted in
Figure 6b. We can easily see that the three groups correspond to the corners (bright blue), the
edges (blue green), and the center (green) of the simulation space.
Figure 6a seems to show that the central subdomains execute similar number of instructions,
but it is not the case. Figure 6c ignores the processes on the edges and corners (orange) in the
computation of the instruction balance to better show the discrepancies among the central
subdomains. We see that processes in the top left quadrant execute more instructions than
those in the three other quadrants. However, this imbalance does not seem related to the
subdomain decomposition but rather to the seismic wave starting point.
If we look at the evolution of the number of executed instructions along time as in Figure 8a,
we see that the second and third rows of processes execute more instructions at the beginning.
Then the work slowly spreads across processes before coming back to the initial state. This
suggests that the amount of work not only depends on the seismic wave starting point but also
on the wave propagation.
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(b) Corresponding MPI process mapping. Colors reflect the amount of executed instructions.

(a) Amount of instructions per MPI processes. (c) Adapted color gradiant to ignore edges and corners.

Figure 6: The amount of instructions completed by each of the 64 MPI processes in a chuetsuoki
run and their mapping.

(a) Seconds 0 to 10.

(b) Seconds 10 to 20.

(c) Seconds 20 to 30.

(d) Seconds 30 to 40.

(e) Seconds 40 to 50.

(f) Seconds 50 to 60.

Figure 7: The amount of instructions completed by each of the 64 MPI processes in a chuetsuoki
run and their mapping.
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We saw in Table 4b and Table 4a that the IPC load balance was good yet a little unstable
for the ligurian data set. Figure 8a shows the IPC distribution for the Chuetsuoki data set over
all processes. We see that the processes that present the lowest IPCs are the ones on the corners
and the edges even if there are large disparities between them. However, Figure 8b reveals a
completely different IPC distribution which looks like a circle. Such circle seems to correspond
to the seismic wave propagation and can explain the disparity in Figure 8a where the seismic
wave must have reach the borders.

(a) Chuetsuoki. IPC range from (b) Ligurian. IPC range from 0.82
1.41 to 1.59
to 1.22

Figure 8: Average IPC mapped on the simulation domain.

7

Serial performance

For both input data sets, the FOA presents normal (1.03) to good IPC (1.43) on average.
Moreover, this IPC average tends to increase with the number of processes. However, we saw in
the previous section that this IPC presents a little imbalance between processes. We also exhibit
that IPC changes over time, probably due to the seismic wave. Figure 9a shows that about 10
second after the beginning (approximately 90 iterations), the IPC of half of the processes starts
to drop before getting better a few seconds later (see green trained line in the red dotted frame).
The same behavior is observed for the ligurian data set (see Figure 9b) about 15 seconds after
the beginning (approximately 60 iterations), but the IPC does not seem to get better after.
Moreover, we can distinguish on Figure 9a (in the pink dotted frame) that the IPC starts at
a very high rate (1.63 in average but some processes easily reach 1.7) then gradually decreases
(1.56 in the pink frame) to stabilize at 1.5 after the red frame.
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(a) Chuetsuoki with 256 MPI processes.

(b) Ligurian with 256 MPI processes.

Figure 9: IPC timeline for the first 21 second. Red and pink dotted frame correspond to time
frames were IPC of many processes gradually decrease.
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Communications

Figure10a shows the communication pattern of a typical run of Ondes3D. Each process exchanges messages with the four processes in charge of neighboring subdomains. Processes handling the corners or edges of the simulation space respectively communicate with two or three
processes. As for computation, this induces an imbalance in the number of bytes exchanged.
However, Figure 10b and Figure 10c show that the number of bytes exchanged between
processes seems to follow a strange pattern and some processes send (or receive) more bytes. If
the communication is mapped on an 8x8 grid like on Figure 10d the pattern appears to be two
strips crossing each other on nine processes. The very nine processes that are likely to host the
epicenter and that execute more instructions in the central subdomains.

(a) Communication matrix for Chuetsuoki with (b) Sent bytes matrix for Chuetsuoki with 64
64 MPI processes.
MPI processes.

(c) Sent bytes matrix for Chuetsuoki whith 256 (d) Sent bytes mapping on 8x8 grid for ChuetMPI processes.
suoki with 64 MPI processes.

Figure 10: Communication matrix with MPI Send count per processes (Figure 10a) and the
amount of bytes sent per processes. Note that those MPI Send was obtained by successively
MPI Send init, MPI Start and MPI Wait.
A quick profile of MPI calls shows that the MPI call consuming the most time is MPI Wait.
But this is easily explained by the programm structure in which all MPI request are prepared
in advance and then only started using MPI Start. Furthermore, the programm needs to call
MPI Wait to make sure each request has ended correctly before starting the next iteration.
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Summary of observations

From our analysis, we can conclude that the Ondes3D application suffers from efficiency problems. We observed an important instruction imbalance that impacts the parallel efficiency and
prevents the application from scaling up. This imbalance not only depends of the subdomain
decomposition, but also to seismic wave starting point and vary over time due to the wave
propagation. We have also detected, that increasing the number of processes on the ligurian
input increases the number of instructions executed as well. This suggests a code replication or
a higher number of boundary elements that induce an increase in the number of instructions.
The uneven distribution of the work among processes also impacts the communications. Finally
Ondes3D presents a normal IPC but has an issue with IPC distribution and it appears that the
IPC vary with the wave propagation. We recommend to explore the following leads:
• Explore the use of both static and dynamic load balancing to solve instruction imbalances.
• Investigate the increasing amount of instructions when the number of nodes increases.
• Investigate the IPC variation over the time.
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