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 Background 

Applicant’s Name: Dr Douglas Lowe 
Applicant’s Affiliation: University of Manchester 
Application Name: WRF-Chem 
Programming Language: Fortran 
Programming Model: MPI 
Source Code Available: Yes 
Input data: RONOCO_v3.8.1_test 
Performance study: General code audit 
 
The Weather Research and Forecasting (WRF) Model is a mesoscale 
numerical weather prediction system designed for both atmospheric research 
and operational forecasting needs. WRF-Chem couples chemistry into this 
model, enabling it to simulate the emission, transport, mixing, and chemical 
transformation of trace gases and aerosols simultaneously with the 
meteorology. WRF-Chem is used for investigation of regional-scale air quality, 
field program analysis, and cloud-scale interactions between clouds and 
chemistry.  
 
For this assessment, we used the applicant’s version of WRF-Chem 3.8.1, 
which has a number of modifications made by the associated research group. 
The code was built using version 15.0.2.164 of the Intel compiler and Cray 
MPICH 7.2.6. The study was conducted on ARCHER, the UK’s national 
supercomputing service, whose machine is currently used by the applicant to 
run the code. The machine is a Cray XC30 supercomputer, where each 
compute node has two 12-core Intel Ivy Bridge series processors. A full 
description of the hardware can be found at http://www.archer.ac.uk/about-
archer/hardware/.  
 
The traces were recorded using Extrae 3.4.3 with strong scaling of the input 
data. The simulation was reduced to four time steps in order to keep the trace 
data down to a manageable size. The trace data was visualised using Paraver 
4.6.3. 

http://www.archer.ac.uk/about-archer/hardware/
http://www.archer.ac.uk/about-archer/hardware/
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 Application Structure  

 

 

Figure 1: Timeline of WRF-Chem execution. The phases are delineated by the two vertical 
white lines. 

 

Figure 1 shows a timeline of the execution of WRF-Chem on 48 MPI 
processes. Time is shown along the x-axis and the different processes are 
along the y-axis. Up to the first white line, we have an initialisation phase, and 
after the second, we have a finalisation phase. Between these lines, there are 
four time steps. The first of these takes slightly longer but the others appear 
similar and we will assume for the purposes of profiling that they are typical of 
those that would occur throughout a much longer simulation. The structure of 
the trace, in terms of the phases described here, is independent of the 
number of MPI processes.  
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 Region of Interest (RoI) 

 

 

Figure 2: Useful duration timeline for RoI on 48 processes. The colour scale shows the 
duration of a given block of computation in microseconds. 

 

 

Figure 3: MPI call timeline for RoI on 48 processes. The red shows time spent in MPI_Wait. 

 

Figure 2 shows the timeline of the useful duration (actual computation) in the 
Region of Interest (RoI) on 48 processes, while Figure 3 shows the 
corresponding MPI call timeline. The region of interest is a single iteration, the 



 
 
WRF-Chem, POP_AR_60 

6 
 

second of the four iterations shown in Figure 1. The time outside of 
computation in Figure 2 corresponds to the MPI calls shown in Figure 3. 
Nearly all of the time for the MPI calls in this region is spent in MPI_Wait, with 
a little in MPI_Irecv and less again in MPI_Isend (too little to be seen on 
Figure 3). Just considering the time spent in MPI_Wait, we can show the time 
these calls spend waiting for MPI_Isend and MPI_Irecv calls, shown in 
Figures 4 and 5, respectively. 

 

 

Figure 4: Time spent in MPI_Wait waiting for MPI_Isend, shown in blue 

 

 

Figure 5: Time spent in MPI_Wait waiting for MPI_Irecv, shown in blue 
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Clearly, most of the time spent outside computation is when the processes 
are in MPI_Wait calls waiting for MPI_Irecv messages to complete. It is also 
immediately clear from the graphs that there is significant load imbalance, 
which is leading to a large discrepancy in the times different processes spend 
in these calls.  

 Scalability 

 

Figure 6: Speed-up for the RoI relative to the time taken on a single node (24 processes). 

 

Figure 6 shows the speed-up for our region of interest on ARCHER, relative to 
the time taken on a single node. The jobs are run with 24 MPI processes per 
24-core node. Linear speed-up and 80% of this are also shown for 
comparison. It shows that we are getting little speed-up after four nodes (96 
processes). To the extent that this time-step is representative of those 
throughout the job, we would expect to see a similar scaling for a long run 
(neglecting initialisation, finalisation and I/O). 

 Efficiency 

We quantify the performance of the code within the region of interest using 
the metrics shown in Table 1. The values are all efficiencies, generally 
ranging from 0 to 1, with 1 being ideal. The headline figure is the Global 
Efficiency, which is the product of the Parallel and Computational Efficiencies.  

The parallel efficiency is the product of the load balance, transfer efficiency 
and serialisation efficiency. The load balance is the ratio of the average time a 
process spends in computation to the maximum time. The transfer efficiency 
gives the amount of time lost in transferring data and the serialisation 
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efficiency is the time lost waiting for MPI operations to complete due to late 
arrivals.  

The computational efficiency shows how the total time spent in computation 
varies with the number of processes and the instruction efficiency compares 
the total number of instructions executed for different numbers of processes. 
IPC is the number of instructions executed per cycle and the IPC efficiency 
shows how its value varies with process count. In Table 1, the values of 
computational, instructions and IPC efficiencies are all calculated relative to 
the single node performance. 

A more detailed description of these metrics can be found at 
https://sharepoint.ecampus.rwth-
aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf.  

 

 # Processes 

 24 48 96 192 

Global Efficiency 0.76 0.65 0.53 0.37 

  Computational Efficiency 1.00 0.94 0.91 0.82 

  Parallel Efficiency 0.76 0.70 0.58 0.46 

    Load Balance 0.78 0.72 0.61 0.49 

    Communication Efficiency 0.98 0.97 0.96 0.94 

      Serialisation Efficiency 0.99 0.99 0.98 0.98 

      Transfer Efficiency 0.99 0.99 0.98 0.96 

     

IPC Efficiency 1.00 1.02 1.09 1.12 

Instructions Efficiency 1.00 0.93 0.85 0.74 

Table 1: Efficiency Metrics for the RoI 

 

The global efficiency, even on a single node, has a fairly low value and this 
halves as we move to 8 nodes (192 processes). The main reason for this is 
the poor load-balancing figures, as we saw in the traces we looked at earlier.  

 Load Balance  

As already mentioned, the main source of inefficiency in this code is the poor 
load-balancing. This is further supported by the histograms of useful duration 
and instructions shown in Figures 7 and 8, respectively. The histograms 
display binned values for the two metrics, with darker colours signifying that 
there are more items in a particular bin. The y-axis is processes and the x-
axis is bin values.  

https://sharepoint.ecampus.rwth-aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf
https://sharepoint.ecampus.rwth-aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf
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Figure 7: Useful duration histogram for 48 processes. 

 

 

Figure 8: Instruction histogram for 48 processes. 

 

The figures show a great variability in the useful durations and instruction 
counts across the processes, which explains the poor load balance efficiency 
and the differing times in MPI_Wait shown in Section 2. There appears to be a 
correlation between the number of instructions and the useful duration, which 
suggests that the reason some processes are spending more time in 
computation is, to a large extent, because they are executing more 
instructions. The process of rank 19 (labelled as thread 20 in Figures 1 to 5) is 
an outlier on both histograms, as well as having the shortest MPI_Wait time. 
This suggests that further investigation into how the work is divided between 
the processes, with a view to improving the load balance, would be an 
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essential next step. 

 Computational Performance 

Looking at Table 1, the computational efficiency figures are not an immediate 
cause for concern. While the instruction efficiency is showing that the overall 
number of instructions is increasing with the number of processes, this effect 
is partially being cancelled out by an increase in the number of instructions 
per cycle. In other words, while the parallel decomposition might increase the 
total amount of work, it is actually being performed more efficiently. One 
possible cause of the increase in the number of instructions with the number 
of processes is an increase in the number of calculations as the relative sizes 
of the halo regions increases.  

Table 2 shows the absolute IPC values at the different process counts. These 
values do not indicate a problem. 

 

Processes IPC 

24 1.14 

48 1.17 

96 1.24 

192 1.28 

Table 2: Instructions per cycle (IPC) 

 Communications  

Figure 9 shows the 2D connectivity matrix for 48 MPI processes within the 
region of interest. The process number is along both axes and the coloured 
blocks indicate where one or more MPI send calls are being made from the 
process on the y-axis to that on the x-axis. The different colours indicate the 
amount of data being communicated in those messages: the blue being 
100MB, the grey-blue 92MB, the dark green 86MB and the light green 78MB.  
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Figure 9: The 2D connectivity matrix for the point-to-point communication 

 

The symmetry about the diagonal indicates that messages are sent in both 
directions for each pair of communicating processes. Looking at the 
underlying data shows that for every communicating pair of processes, 59 
messages are being sent in each direction. However, the number of 
communicating pairs varies between processes and can be two, three or four. 
This pattern corresponds to communication between neighbouring processes 
in a 2D 6x8 grid, with the corner processes communicating with two others, 
the edge processes with three and all others with four.  

This variation in the amount of data communicated also relates to this 6x8 
grid. There is less data communicated between neighbours along the x-axis 
(i.e. the central diagonals in the figure) than there is between neighbours 
along the y-axis (the outer diagonals). This may simply reflect the relative 
sizes of the boundaries in the x and y directions but it would be useful to find 
out what the reasons are. There is also a slightly smaller difference with the 
end processes: the top and bottom rows of processes send less data between 
neighbours along the x-axis than the other rows and the first and last columns 
send less data between neighbours along the y-axis than the processes in 
other columns.  

These variations in the communication pattern may help explain the load-
balancing issues and the amount of time spent in MPI_Wait but more 
investigation is required. 

 Summary of Observations 

We observed that the load balance between the processes is poor and gets 
worse as the number of processes is increased. A lot of time is spent in 
MPI_Wait, waiting for MPI_Irecv calls to complete. We recommend that a 
POP Performance Plan is conducted to identify the root causes of this 
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imbalance and to recommend ways in which it can be addressed. This will 
require identifying the regions of code that are most responsible for the 
increase in instructions (using further tracing and analysis) and using this 
information to guide future optimisations. The Performance Plan would also 
investigate the communication pattern described in Section 8 so that the 
reasons for the differences in the amount of data communicated in the x and y 
directions and at the edges of the domain are understood and taken into 
account. The parallel decomposition algorithm will also be investigated to see 
if improvements might be made. 


