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1. Background 

Applicants Name: Carlos Fernandez Musoles 

Application Name: Distributed Neural Simulation 

Programming Language: C, C++ 

Programming model: MPI 

Source Code Available: No 

Input Data: Use case selected by the user who obtained the traces. 

Performance study:  The user major concern is the huge variations in the execution 
time. 

 

The user provided timing results showing the scaling of the application and how the 
timings at some core counts became much larger than expected.  Figure 1 summarizes 
the execution times (in seconds) of ten runs at each core count. Two versions of the 
code are available, one with collective calls and one with point to point calls, but both 
expose similar variability effects. 

  

 
Figure 1: variability in timings of ten executions of the same test case 

 

The customer installed Extrae in his platform. Base on the above numbers the user 
obtained an initial set of traces of different runs for 38 processes. The traces for the 
point to point version are much larger than the traces for the collective based version. 
As both expose the same variability effects we focus our analysis on the version with 
collectives.    
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Tracing was done using the main trace control characteristics displayed in Table 1. 

 

Trace-mode: Detailed 

Sampling: No 

Hardware 
Counters: 

PAPI_TOT_INS, PAPI_TOT_CYC, PAPI_L1_DCM, 
PAPI_L2_DCM, PAPI_L3_TCM, PAPI_BR_INS, PAPI_BR_MSP, 
RESOURCE_STALLS 

Table 1: Main configuration used to collect the traces 

 

The first traces showed a synchronization issue, were the timelines of different 
processes were shifted with respect to each other. This timing issue was fixed after 
some interactions between the tools support team at BSC and the customer. 

Traces for 4, 12, 24, 32 and 38 processes were obtained by the customer. Several 
traces for each core count were obtained. The customer verified that the execution 
time of the instrumented runs was very close to the execution time of non-
instrumented runs and exposed the same variability as they perceived in their 
production runs.  

 

2. Application structure 

The spatio-temporal structure of the behavior for two instances of the whole MPI run 
(12 processes) is shown in Figure 2Error! Reference source not found. in terms of 
duration of user level code. The very important difference in total elapsed time 
between the two runs is apparent. Within each of them, an initialization phase of long 
computation is visible (orange). The duration of the initialization phases takes about 
twice as much on the second trace.  

The iterative phase has computations of similar duration (similar green colors) in the 
two traces, but it is clear that the total elapsed time in the second trace is more than 
twice that of the first trace. 

A tighter zoom for the two traces in the iterative phase is shown in Figure 3. Both 
timelines are at the same scale.  Some of the computations (dark blue) are longer in 
the second trace but most of them are about the same (similar green color) in both 
traces. The second trace shows that these computations are scattered over time, while 
the first one shows a typical synchronized SPMD iterative structure. The MPI calls 
views for the same time interval are shown in Figure 4. 
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Figure 2: Structure (useful computation duration) of the execution with 12 MPI 

processes. Two runs of the same problem size at the same scale, showing the very 
large variability in elapsed time 

 

 
Figure 3: Zoom on the iterative computation phase of Figure 2. Both timelines at same 

time scale. 

 

 

 
Figure 4: MPI call views corresponding to the same trace sections as Figure 3. 
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Figure 5: effective frequency observed by each process in the second trace 

 

Finally, in Figure 5 we show the effective frequency observed by each process. A 
uniform dark blue color is what would be expected for processes that get a dedicated 
core at the nominal frequency. We can see that this so for the first 10 processes, but 
for the last two processes half the effective frequency is observed in many intervals. 
This seems to happen mostly during the MPI calls, but also in some of the 
computation regions (correlated to the dark blue at the bottom of Figure 3). The 
variability problem seems to be thus related to several processes time-sharing the 
same core. 

The observed behavior happens in some systems when processes are not pinned and 
the OS scheduler oversubscribes (time sharing) some cores. The observed OS 
scheduling instabilities can be counteracted by properly pinning the processes and of 
course ensuring no oversubscription. 

The core sharing effect happened to different extents in different runs. In many of the 
runs the effect happened for long intervals but not for the whole trace. This can be 
seen in Figure 6 where we show the evolution of frequency along processes and time 
for four of the 38 processes traces. It is curious that the sharing effect mainly happens 
towards the beginning of the run, but for different time and involving different sets of 
processes. This may indicate that the OS ends up avoiding the oversubscription of 
some cores but it certainly takes a variable and significant time (more than 40 seconds 
in the third trace of Figure 6). With the available traces we cannot see if the 
oversubscription will also appear again later for longer runs or if the OS is able to 
really stabilize the scheduling after this long initial interval. 

Finally in Figure 7 we show the histogram of frequencies for the third trace from 
Figure 6. The dominant frequency in most of the processes is 2.6 GHz, but we see 
some processes getting as much as 2.98GHz in some processes and intermediate 
values in others. In the processes where the sharing effect appeared, the effective 
frequency has a very wide histogram, with modes at 1.17 and 1.29 effective GHz. 

Also in Figure 7 we show the node where each process was run (one color per node). 
In fact this distribution is not uniform, with some nodes only having one process and 
others up to 5 processes. By not filling the nodes, the interference and 
oversubscription may also derive from other programs being running on them. 

We also observe a node where no oversubscription effect appears but where some 
processes get a frequency of 2.6 GHz and other 2.8 GHz. We suspect they may have 
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been mapped to different sockets in the node and its frequency been set up by the 
governor depending on the load from this application and other possible load in the 
different sockets. 

 

 
Figure 6: frequencies for 4 runs (full iterative region at the same time scale) 

 

 

 
Figure 7: Histogram of frequency at the different cores and their corresponding mode 

mapping (each color one node) 
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The above analysis has been done considering the effective frequency both in user 
code and MPI calls. We have checked that the low effective frequency band of the 
histogram in Figure 7 happens to be inside the MPI calls. If we only consider user 
level code, the histogram is shown in Figure 8. It does show the effects of different 
frequency per cores mentioned above, but persistent along the whole execution. This 
indicates some interaction between the scheduling issues and the wait mode in the 
implementation of MPI. It might be interesting to compare the behavior with busy 
wait and yield options typically configurable by environment variables of the MPI 
library. 

 

 
Figure 8: histogram of effective frequency in user level code 

 

3. Focus of Analysis 

Even if we consider that the above identified effect is the main cause of the variability 
the customer was observing, we still are interested in analysing what would be the 
behaviour of the application if the scheduling issue was fixed. For that purpose we 
processed the traces to eliminate the effect. We performed “what if” simulations of 
the expected behaviour on a system with ideal network (infinite bandwidth, zero 
latency and for a network with bandwidth of 10 MB/s per process and a latency of 10 
microseconds. This latency value is fairly high and the bandwidth low per process, but 
they were used to expose the extent to which the application is communication 
sensitive or not. As we expected, the behaviour for all traces on such system happens 
to be similar to the one shown on the top timeline of Figure 4 corresponding to an 
unperturbed run on the real system. 

We extracted the whole iterative part (discarding the initialization) for each core count 
as the region to focus the analysis. 



 

Distributed Neural Simulation Assessment report. POP_AR_69 

 

 

9 

 

 

4. Scalability 

The scaling behaviour under these hypotheses is shown in Figure 9 for the simulation 
with 10MB/s bandwidth and 10 microseconds latency. It shows some fair scaling at 
the beginning but efficiency below 0.8 above 32 cores. 

 
Figure 9: Scaling behavior for simulated execution eliminating timesharing and for 

10MB/s bandwidth per process and 10 microseconds latency 

 

The corresponding efficiency and speedup plots for the ideal network “what if” are 
shown in Figure 10. This also shows some reduction in the efficiency with core counts, 
but less important than in Figure 9. The comparison of the two figures gives an 
indication of the sensitivity of the application to communications. 

 

 
Figure 10: Speedup and efficiency for the simulated execution on an ideal network 

 

5. Efficiency 

Table 2 shows the results of modeling the efficiency of the behavior of the traces for 
10MB/S and 10 microseconds. The decomposition of computation efficiency into its 
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three factors (instruction count, IPC and frequency) is detailed in Table 3. For the 
simulated architectural parameters, parallel efficiency is dominated by transfer, but 
load balance also contributes to the performance degradation. For more realistic 
network bandwidths, transfer is not so relevant at the instrumented core counts, while 
load imbalance is the same (see section 8). We will analyze load balance in the next 
section. 

Although there seems to be a bit of code replication (instruction efficiency slightly 
decreasing with core count), the computation efficiency is fair. 

 

 4 12 24 32 38 

Parallel Efficiency 0.880 0.7933 0.7376 0.6509 0.6608 

Load Balance 0.8894 0.8467 0.8818 0.7875 0.8442 

Serialization efficiency 0.9970 0.9807 0.9096 0.9456 0.9679 

Transfer Efficiency 0.9920 0.9550 0.8946 0.8740 0.8087 

Computation Efficiency 1.000 1.005 0.9852 0.9352 0.9512 

Global efficiency 0.880 0.7970 0.7070 0.6086 0.6285 

Table 2: Efficiency model 

 

 4 12 24 32 38 

IPC Scaling Efficiency 1.000 1.029 1.017 1.001 1.027 

Instruction Scaling Efficiency 1.000 0.982 0.952 0.933 0.921 

Core frequency efficiency 1.000 0.999 1.021 1.010 1.011 

Table 3: Decomposition of the Computational Efficiency 

 

6. Load Balance 

Table 2 indicates that load balance is an important issue contributing to the 
degradation observed in the parallel efficiency in the MPI run. To further investigate 
the reason we compare in Table 4 the load imbalance in terms of duration, useful 
(user level) instructions and cycles. The values indicate that the reason for the 
imbalance is mostly computational (different number of instructions between 
processes). We can get a finer look at the structure of such imbalance in the 
histograms in Figure 11. We see that at some core counts two differentiated groups of 
processes appear with additional imbalance within them. It is curious that at 38 cores 
the imbalance is reduced with respect to lower core counts, matching the metric in 
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Table 4. This is a non-typical behavior as one usually expects that fairly partitioning 
work among different entities becomes more difficult as the number of such entities 
grows. 

 4 12 24 32 38 

Instr. LB 0.8598 0.8631 0.8757 0.8700 0.9522 

IPC LB 0.9747 0.9059 0.9507 0.9369 0.9710 

Cycles/us LB 0.9798 0.9836 0.9590 0.9527 0.9703 

Table 4: Load balance metrics 

 
Figure 11: Histograms of instructions for 4, 12,24,32 and 38 processes (all of them at 

the same scale) 
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Although the actual load imbalance may thus be quite dependent on simulated use 
case and core count, some attention might be devoted to how work is split among 
processes by the program. Alternatively other techniques for dynamic load balancing 
(e.g. using hibrid MPI+OpenMP programming and the DLB library) might be 
considered. 

 

7. Computation performance 

Table 3 indicates that the average IPC within the user level code does not really 
change with core count. To look a bit more into the actual IPC of the different 
computational regions we obtained the clustered scatterplot of Figure 12 for the trace 
of 12 processes. We observe how in general the clusters have low variability in 
instruction count, but significative variability in IPC (from 1.3 to 1.9) between 
different instances. This is so for most of them but not for cluster 4, 6 and 9, where the 
IPC is consistently good. 

 

 
Figure 12: Instructions vs. IPC clustered scatterplot for the MPI run with 8 processes 

 

The time distribution of the clusters is shown in Figure 13 where we see that each 
cluster corresponds in general to one process. The main difference between clusters is 
the number of instructions. This matches the observations in the load balance section.  

Analysing the different clusters in detail we see that those that in Figure 12 show 
horizontal scatter have a bimodal histogram of IPC. Looking at the time distribution 
we also see that such two modes are distributed in the timeline in phases of good and 
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bad IPC. The duration of these phases seem to be multiples of 10 ms and may last up 
to 0.5 seconds. This behaviour also seems to point to operating system scheduling 
issues (process migrations).  Unfortunately the trace does not include events to 
periodically capture the core where a process is running (such mechanism is not 
enabled by default as it can incur some overhead). We thus cannot totally guarantee 
that this is the actual cause of the effects observed, but the hypothesis seems to match 
such behaviour. 

Further investigation might look in more detail at this behaviour. Ideally, we would 
like all processes to behave as the three good ones. This would improve the overall 
application performance by leading to better sequential computation efficiency but 
also improving the load balance and serialization values reported in Table 2. 

 

 

 
Figure 13: Spatio-temporal distribution of clusters for the trace of 12 processes 

  

8. Communications 

Table 2 shows that communication is the dominant efficiency loss factor for the 38 
processes run at the latency and frequency used in the simulation. To further analyze 
the impact of communications we have performed simulations of more realistic 
network bandwidth of 2 microseconds and different injection bandwidths per process. 
To keep the interaction effects as simple as possible we assume that the network has 
not contention. The results are shown in Figure 14. The orthogonal parameter sweep 
when changing latency for a bandwidth of 32 MB/s is shown in Figure 15. We can see 
that the application is somewhat sensitive to latencies above 4 microseconds and 
bandwidths below 16MB/s. A more exhaustive parameter sweep could be performed 
if the customer was interested. 
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Figure 14: Speedup evolution with bandwidths for a latency of 2 microseconds. 38 

processes. 

 

 
Figure 15: Speedup evolution with Latency for a bandwidth of 32 MB/s. 38 processes. 

 

9. Summary observations 

In this assessment we have evaluated the performance of the Distributed Neural 
Simulation code. We have looked at why the executions show very high variability at 
some core counts on the customer target platform and the application performance 
and scalability when increasing the number of processes within a node. 

Some general observations from the analysis are: 

 We believe that the different variability effects (observed at coarse and fine 
grain) comes from core sharing effects caused by the operating system 
scheduling decision. This may be linked to how the job scheduler places 
processes (may oversubscribe nodes, share nodes between applications) or 
kernel scheduling decisions with not pinned processes. We would recommend 
having a look at the job scheduling policies on one side and to pin the 
processes and set the MPI library not to yield the CPU when waiting. 
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Alternatively, runs of the code could be done on other platforms under these 
controlled conditions to check that the effect does not appear. Other interesting 
experiment would be to compare the behavior with busy wait and yield 
options typically configurable by environment variables of the MPI library.  

 The application shows some computational load imbalance that strangely 
seems to get better at larger core counts. It might be interesting to check if that 
is the case for larger core counts than used in the study. If such behavior is 
really algorithmic, we consider that it should be possible to improve the load 
balance at low core counts. Considering hybrid MPI+OpenMP and the 
Dynamic Load Balancing library is another alternative. 

 At the analyzed scale, the application shows some sensitivity to 
communication performance but it is foreseeable that at larger scale 
communication will be the main bottleneck. Using point to point 
communications may improve a bit the situation, but it should probably be 
combined with techniques to overlap computation and communication. 

The above suggestions could be further explored under future POP performance plan 
or proof of concept studies. The detailed study of the communication impact is also 
left for further services if the customer is interested on that. 

 


