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1 Background

Applicant’s name: Gareth Williams
Application name: OpenCPS
Programming language: C++
Programming model: OpenMP
Source code available: Only source code for focus of analysis
Input data: deblend_prep_4ms
CPU model: Intel Xeon CPU E5-2680 v3 2.50GHz
Compute node: Two sockets with 12 CPU cores per socket (24 cores in total)
Compiler: Intel C++ 16.0.0
Performance study: Performance Audit

OpenCPS is a seismic processing code that does time and depth analysis for land and
maritime applications. OpenCPS land processing tools cover all aspects of land processing
from refraction statistics to final time and depth imaging.

2 Application Structure

The application structure is shown in Figure 1 with six time steps and 18 threads. The
structure involves an initialisation phase where only the master thread is active (the slave
threads have not yet been created), six time steps which are parallelised using OpenMP
and a finalisation phase which is not shown. The time steps are demarcated by red regions
(synchronisation) on the worker threads (thread numbers 2 to 18). Figure 1 contains fine
grained regions which are not visible due to the coarse resolution. Note that the label
Running refers to computation.

Figure 1: OpenCPS execution timeline with six time steps and 18 threads

For some unknown reason, the finalisation phase was not captured by the Extrae profiling
tool but this will not affect the profiling as only two time steps will be chosen as the fo-
cus of analysis (FoA). The hardware counters were not captured in the trace files so the
instructions, CPU cycles and instructions per cycle (IPC) relating to computation will not
be explored in this report. The OpenMP locking overhead is also not captured in the trace
files, so the overhead of the OpenMP critical regions will not be explored.
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3 Focus of Analysis (FoA)

The pseudocode for the focus of analysis (FoA) is shown in Listing 1 and a single invocation
constitutes a single time step. As line 3 does not specify that the schedule should be
configured at runtime, this defaults to the static schedule.

1 #pragma omp parallel
2 {
3 #pragma omp for collapse(3)
4 for ( int i = 0; i < Ni; i++ ) {
5 for ( int j = 0; j < Nj; j++ ) {
6 for ( int k = 0; k < Nk; k++ ) {
7 // blocks of code doing computation
8

9 #pragma omp critical
10 {
11 // small block of code updating boundary conditions
12 }
13

14 } // end k
15 } // end j
16 } // end i
17 } // end omp parallel

Listing 1: OpenCPS pseudocode for the focus of analysis

The focus of analysis has been chosen to be the second and third time steps from Figure 1
and is shown in Figure 2. Although it is not noticeable, there is a small blue region on
the master thread (thread 1) at the end of the timeline. This is a small period of serial
computation on the master thread at the end of each time step.

Figure 2: Focus of analysis timeline with two time steps and 18 threads

It is not clear how the code in Listing 1 maps to the timeline in Figure 2 which is showing
a large load imbalance (load balance will be discussed in §6). To investigate this further, a
code that has the same structure as the code in Listing 1 was created and it was not possi-
ble to create a similar timeline to the one shown in Figure 2. This should be investigated
further and is listed as a recommendation in §9.1.

Figure 3 shows a zoomed region of a time step which resolves the structure of the timeline.
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This figure shows numerous regions of OpenMP overheads which will be discussed further
in §8.

Figure 3: Zoomed in region from the focus of analysis with 18 threads

4 Scalability

The scalability graph for the focus of analysis is shown in Figure 4. The blue line shows
linear (perfect) speed-up, the green line shows 80% of linear speed-up which we consider
to be good. The red line shows the speed-up for the focus of analysis (FoA). The reference
thread count is two as the application was unable to be profiled with one thread.

Figure 4: Scalability for the focus of analysis

As can be seen in Figure 4, the speed-up starts to diverge significantly from both linear
and 80% of linear speed-up for 12 threads onwards. At 24 threads, only a speed-up of just
over four was achieved and the perfect speed-up is 12. The cause of this inefficiency will
be explored in the following sections.

5



POP Ref.No. POP_AR_77

5 Efficiency

The POP efficiency metrics are shown in Table 1 which are expressed as a percentage. The
values are all efficiencies which range from 0 to 100%, with 100% being ideal and 80%
considered as the cut-off for good performance. The headline figure is the global efficiency
which is the product of the computational efficiency and parallel efficiency. The parallel
efficiency is the average thread time in computation divided by the runtime of the focus of
analysis. The parallel efficiency measures how efficiently the code has been parallelised
with OpenMP. Computational efficiency shows how the total time spent in computation
varies with the number of threads and is a relative scaling of total time in computation
compared to the value on two threads.

As the CPU frequency is fixed, this means that the number of instructions related to com-
putation is increasing or IPC is decreasing. As the hardware metrics were not available for
this study, this can be explored further and is listed as a recommendation in §9.1.

Threads → 2 6 12 18 24

Global efficiency 70.87 53.52 40.33 30.49 31.58

↪→ Computational efficiency 100.00 78.47 72.87 70.61 69.41

↪→ Parallel efficiency 70.87 68.21 55.35 43.18 45.50

Table 1: Efficiencies for the focus of analysis (expressed as a percentage)

What is noticeable from Table 1 is that the parallel efficiency is low (< 80%) even for
a two-thread run and starts to decrease rapidly with increasing thread counts and then
increases slightly at 24 threads. The computational efficiency is also low (< 80%) for
six threads onwards and decreases with increasing thread counts. The largest change
in computational efficiency occurs between 2 and 6 threads. The parallel efficiency is a
product of load balance, Amdahl’s efficiency and OpenMP overheads all of which will be
investigated further in the following sections.

6 Load Balance

The load balance for the focus of analysis (FoA) is shown in Table 2. The load balance is the
ratio of the average time a thread spends in computation to the maximum time and shows
how unbalanced the time spent in work is.

Threads → 2 6 12 18 24

Load balance for FoA 88.75 85.61 73.06 55.63 48.25

Table 2: Load balance efficiencies

As can be seen from Table 2, the load balance for the focus of analysis decreases rapidly
for 12 threads onwards. The load balance efficiencies are re-calculated by not considering
the master thread (thread 1) and are shown in Table 3 for six thread runs onwards.
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Threads → 6 12 18 24

Load balance for FoA 99.53 98.77 98.97 98.36

Table 3: Load balance efficiencies without the master thread (thread 1)

What can be observed from Table 3 is that the load balance efficiency has drastically im-
proved, implying that the master thread is doing considerably more computation than the
slave threads. For a two thread run, it was thread 2 that strangely did the most computa-
tion.

The computational duration histogram is shown in Figure 5. The x-axis represents the bins
which denote the durations of computation and the y-axis represents the thread numbers (1
to 18) with the topmost row showing the meaning of the colours (rightmost colour denotes
high density of computation and the leftmost colour denotes low density). For perfect load
balancing, the histogram would include blocks that would form straight vertical lines with
the same density. Figure 5 shows the load imbalance as the green block on the right for
thread 1.

Figure 5: Computational duration histogram

A zoomed in version of Figure 5 is shown in Figure 6 which zooms into the leftmost bins.
The load imbalance can still be observed between the master thread and slave threads.
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Figure 6: Zoomed in computational duration histogram (first row is colour scale key)

The poor load balance should be investigated further and is listed as a recommendation in
§9.1.

7 Amdahl’s Law Efficiency

This section will explore how much time is being spent in serial and parallel regions of the
code. Ideally, the code should be spending as much time as possible in parallel regions to
increase the parallel efficiency. Percentage of computation in parallel regions is shown in
Table 4.

Threads → 2 6 12 18 24

Percentage of parallel computation 99.41 97.27 95.95 95.36 95.01

Corresponding efficiency 99.71 97.72 96.29 95.62 95.22

Table 4: Percentage of computation in parallel regions and corresponding efficiency

We can see a slight increase in serialisation with increasing thread counts from Table 4,
but the loss of efficiency is low at only 5% for the worst case. Thus, there is not much room
for more parallelism in the OpenCPS code.

8 OpenMP Overhead

When running parallel codes, ideally the parallel run time system should spend the least
amount of time in overheads. Overheads for OpenMP include time in scheduling threads,
and the creation and completion of OpenMP parallel regions, i.e. OpenMP fork and join.
The OpenMP efficiency values are shown in Table 5 where the efficiency value at 6 threads
is 77.15%, meaning that 22.85% of the runtime is in OpenMP overheads.
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Threads → 2 6 12 18 24

OpenMP efficiency 80.75 77.15 79.16 75.81 87.55

Table 5: OpenMP efficiency values

From Table 5, we can observe is that there does not seem to be any pattern in the OpenMP
efficiencies. However, we consider the OpenMP overheads efficiency to be significantly
low and should be further investigated. As the profiling was not set up to capture locking
events, the OpenMP overheads efficiency could be even lower.

9 Summary of Observations
The following observations have been made:

1. The global efficiency (from Table 1) is always low and this is mainly due to the low
parallel efficiency. The low parallel efficiency is due to the poor load balance as shown
in Table 2 as well as the low OpenMP overheads efficiency shown in Table 5;

2. For six thread runs onwards, the master thread (thread 1) is doing considerably more
work than the slave threads which can be seen by comparing Tables 2 and 3. From the
C++ pseudocode in Listing 1, we cannot determine the cause of the load imbalance;

3. A code was created that has the same structure as the code in Listing 1 which was
unable to produce a similar timeline to the one shown in Figure 2;

4. The percentage of parallel computation is good as shown in Table 4;

5. The OpenMP overheads in Table 5 are considered to be significantly high;

6. The computational efficiency decreases with increasing thread counts as shown in
Table 1. The cause of this could not be determined due to the lack of hardware
counters.

9.1 Recommendations

Based on the observations, the following are the recommendations:

1. Reproduce the timeline shown in Figure 2 with Extrae and/or Intel VTune. Further
explore why the code that has the same structure as Listing 1 gave a very different
timeline to Figure 2;

2. Investigate the cause of poor load balance by determining why the master thread
is doing considerably more work than the other threads. Once this has been de-
termined, distribute the work more evenly amongst the master and slave threads.
Techniques to further improve the load balance are:

(a) Explore different OpenMP schedules to further improve the load balance, e.g.
dynamic, guided or auto. This can be achieved as a POP performance plan and
using the code:

#pragma omp parallel for schedule(runtime)
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and setting the environment variable OMP_SCHEDULE to either dynamic, guided
or auto prior to program execution;

(b) If load balance is still an issue, use different thread pinning strategies by setting
the Linux environment variable OMP_PLACES (part of the OpenMP standard) or
KMP_AFFINITY (Intel compiler specific which gives more functionality). If load
balance issues still persist, then explore using Intel Threading Building Blocks.
These recommendations can be done as a POP proof-of-concept.

3. Investigate the cause of the high OpenMP overheads and look into the performance
impact of the OpenMP critical section. Either remove the OpenMP critical section (if
possible) or reduce the amount of code enclosed within the OpenMP critical section
without causing any race conditions. It appears that some of the code can be removed
outside the critical region and this can be explored as a POP proof-of-concept;

4. Investigate the cause of the low computational scaling with PAPI hardware counters.
Determine if the number of instructions are increasing or whether the instructions
per cycle (IPC) is decreasing.
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