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1. Background

Applicants Name:               Jose Hugo (ICN2)
Application Name:              QuantumTransport
Programming Language:    C, C++
Programming Model:          MPI, OpenMP (+CUDA not analysed)
Source Code Available:      Yes
Performance study:            Parallel efficiency

The  code  is  developed  by  the  user  that  use  to  run  it  on  MareNostrum4
machine, so we used that machine were the performance tools are already
installed and the POP consortium has access trough PRACE.

To support  the user POP collected the performance data for the initial  run
defined by the user (60 MPI x 4 OpenMP threads).  The relevant input case
has been selected by the user.

As the  initial  run  required  3  hours  of  execution  we  agreed  to  reduce  the
number of iterations and the user prepared a run with the same input case but
with very few iterations. That was the case used in the analysis.
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2. Application structure 

The spatio-temporal structure of the run is shown in Figure 1 in terms of  MPI
calls  and the duration of  the  computation  bursts  larger  than 5us.  We can
already see the MPI time represents a very small percentage of the execution
time.  On  the  bottom  view  we  can  correlate  the  MPI  calls  with  the  main
computations of the 3 iterations of this run and we identify a difference on the
first iteration. Each iteration last around 52 seconds.

Figure 1. Behavioral structure: Top MPI calls, bottom useful duration

With the initial run of 60 MPI ranks x 4 threads, the MPI time is only 3% and
most of it is caused by a small unbalance between MPI ranks. This unbalance
has the same distribution along ranks in the 3 iterations. These results were
shared with  the user,  that  confirmed it  matches with  his  expectations with
respect to MPI. We agreed to focus the analysis on the OpenMP scaling that
was more interesting for the user. 

3. FOA (Focus of Analysis) 

We focused the analysis on the computation of the second iteration detected
in the previous section. Fixing the number of MPI ranks to 60 as in the initial
configuration, we analysed the scaling of the OpenMP threads of one MPI
rank as a way to  meassure the efficiencies of  the OpenMP parallelization
without perturbation of the MPI part.

We selected the same MPI rank for all the executions so the computation is
exactly the same. With the initial run of 4 OpenMP threads, the computation
lasts 47.32 seconds. The OpenMP chunks have an average duration of 210
us with two main modes of 70us and 420us.
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4. Scalability

We started analysing the scalability with respect to the one thread execution.
Table 1 lists the configurations used. Marenostrum4 by default balances the
processes/threads between nodes and between sockets within a node.

#threads #nodes MPI / node Threads / node MPI/socket Threads / socket
1 3 20 20 10 10
2 3 20 40 10 20
4 5 12 48 6 24
8 10 6 48 3 24

16 20 3 48 1.5 24
24 30 2 48 1 24

Table 1: Configurations used

As the executions with one and two threads did not filled the nodes/sockets,
these executions have more resources per thread and the system also use to
increase the clock frequency. For that reason we also computed the scaling
with respect to 4 threads as it is the first configuration with fully populated
nodes. Figure 2 shows the scalability of the main FOA. On the left we see the
scaling from 1 to 24 OpenMP threads and on the right the scalability plot from
4 to 24 threads. 

Speedup vs ideal taking 1 OpenMP thread as
reference

Speedup vs ideal taking 4 OpenMP threads as
reference

Figure 2. Scalability of the selected focus of analysis

We can see that the scaling is very good up to 8 threads if we compare with
the serial execution. When the reference used is the 4 threads run, we can
see that even the runs with 16 and 24 threads have a very good scaling.

In a perfectly linear strong scaling execution we expect that each time the
number of processes doubles, the total execution time per iteration reduces
by half. Going from 1 to 24 threads we increase the resources by 24 and the
execution obtains a 17.35x improvement (72% of the ideal speedup). When
we compare with respect to the 4 threads run, the improvement goes up to
97% of the ideal speedup. 
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The study continued using only the executions that fully populate the nodes,
so  the  differences  we  identified  are  caused  by  the  code  and  not  by  the
mapping on the resources.

5. Efficiency

Table  2 shows  the  efficiencies  of  the  executions  for  the  FOA region.  We
consider that metrics above 80% report  a good performance, while values
under that threshold identify factors that are limiting the execution. Most of the
efficiencies are above the boundary. In the case of the computation scalability,
there is an improvement with the scale that compensates part of the degration
of  the  parallel  efficiency.  In  the  case  of  the  parallel  efficiency,  both
components  (load balance and synchronization)  have  a  small  degradation
with the scale.

4 8 16 24
Global efficiency 92.3 102.4 77.5 89.8
   Parallel efficiency 92.3 81.3 69.6 70.3
        Load Balance 95.1 87.9 81.8 83.4
        Serialization 97.0 92.4 85.1 84.2
   Computation scalability 100 126.1 111.3 127.8

Table 2: Time efficiencies on the selected FOA

The computation scalability is determined by the number of instructions and
the instructions per cycle (IPC) in the computational phases.  Table 3 shows
the instruction and IPC scaling efficiencies

4 8 16 24
IPC Scaling efficiency 100 125.8 112.3 129.6
Instructions Scaling eff. 100 99.7 99.3 98.7

Table 3: Other efficiencies on the selected FOA

The total number of instructions executed by the computations increases a
little bit with the scale, but the improvement in the IPC (probably due to an
improvement in the cache usage because it access less data per thread) is
higher enough to have a global improvement on the computations when the
scale is increased.

As  summary,  and  with  the  focus  of  this  analysis  on  the  OpenMP
parallelization, the efficiency is very good because the small degradations are
compensated by improvements in other factors resulting in an almost perfect
scaling. We only identify a small degradation on the execution with 16 threads
that may be related with the mapping of 1.5 MPI ranks per socket. As the
OpenMP  scaling  is  limited  by  the  node  size,  we  can  consider  that  the
analysed scale is significantly representative.
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6. OpenMP runtime

The efficiencies analysis identified a small increase on the overhead of the
OpenMP runtime when the number of threads are increased. With the extrae
instrumentation we can distinguish the time spent in synchronization as well
as the time the master thread is executing calls for scheduling and fork/join of
the slave threads. I

n the case of QuantumTransport, the synchronization time corresponds to the
OpenMP barrier calls that have 4 instances in the selected region and that
does not suffer any degradation with the scale (the average time spent in the
barrier is the same and not relevant for the run duration).

The scheduling calls have also a constant duration of around 1.2 seconds but
as the strong scaling approach reduces the execution time,  a very similar
duration that represents only 3% with 4 threads is increased to 16% with 24
threads.  Despite  it  does not  represent  a problem, it  may be interesting to
analyse if it is possible to move the OpenMP directive to an outer loop as this
should significantly reduce the time in the OpenMP runtime.

7. Load Balance 

The efficiencies analysis detected a small unbalance on all the configurations.
We used the clustering analysis to analyse the granularity and the variability
on the different computing phases.  Figure 3 collects the scatter plots for all
the configurations. 

We have maintained the original scale of each run to clearly show that all of
them have the same trends of behaviour. 

There is a larger computational region (top of each plot) that has 3 different
trends with respect to the number of instructions (3 horizontal lines). These 3
trends correspond to the parallel loop TBOperator::Multiply located in the line
158 of the file tb_operator.hpp. There is a second region at the bottom of the
images  with  significantly  lower  number  of  instructions  that  has  a  huge
variability in the IPC (elonged horizontal shape) and that corresponds to the
parallel  loop  with  the  outlined  routine  named
L__ZN3kpm4axpyEmSt7complexIdEPKS1_PS1__49__par_loop0_2_106 that
can be found in line 49 of kpm_linalg.hpp.
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Figure 3: Clustering plots (top: 4 and 8 threads, bottom: 16 and 24 threads)

The clustering  algorithm orders  the  clusters  based  on  their  weight  in  the
execution  being  cluster  1  (light  green)  the  one that  represents  the  higher
percentage. We can see that in the executions of 4 and 8 threads, the same
cluster  corresponds to  the same trend,  while  in  the other  two runs,  some
trends are assigned to a different cluster. For instance, with 24 threads the
more relevant  cluster  is  the large computing region with  larger  number  of
instructions indicating that  there  are  a  higer  percentage of  processes that
follow that trend.

The next figure captures the clusters timeline for the different executions. We
have zoomed to a small  region of 3 internal iterations to differentiate each
region and have a better image of the existing unbalance.

We can see that both runs with 16 and 24 threads show higher unbalance in
TBOperator::Multiply. The unbalance is highly correlated with the number of
instructions as it has been seen in the scatter plot. The same structured in-
structions unbalance appears in the parallel loop L__ZNK10TBOperator8Mul-
tiplyEdPKSt7complexIdEdPS1__158__par_loop0_2_113  at  line  158  of  the
tb_operator.hpp file that it is executed only very few times compared with TB-
Operator::Multiply.
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Figure 4: Clusters timeline from 4 threads (top) to 24 threads (bottom)

8. Computing Performance

The efficiencies analysis reported the IPC improves with more threads and
the clustering analysis showed that all  the regions have a good IPC. Next
table sumarizes the average IPC per run.

# threads Average IPC 
4 2.41
8 3.03

16 2.78
24 3.12

Table 4: Average IPC for the different runs

As it happens with most of the metrics, the execution with 16 threads that
maps 1.5 MPI ranks on each socket seems to suffer some small degradation.
Nevertheless, all the IPC are significantly higher than the average achieved
by most of the codes running in MareNostrum4 machine.
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9. Summary of observations

In  this  audit  we  have  analysed  the  scalability  of  the  QuantumTransport
application using the traces obtained on MareNostrum4 machine. This section
summarizes some main observations and recommendations.

 The MPI parallelization is  very efficient  due to  its  small  weight  with
respect to the computation. Even with 24 threads per MPI rank, the
time in MPI is in the range of 1-3%.

 Focusing  on  the  OpenMP scalability,  the  efficiencies  reported  good
values for all the factors. There is a small degradation on the parallel
efficiency when scaling that it is compensated with an improvement on
the IPC.

 The IPC is very good, and significantly higher than the average value
achived by other applications that run in MareNostrum4.

 The worst behaviour is identified in the run with 16 OpenMP threads
per process and it may be related with the mapping in the resources.
The other executions report an almost perfect scaling.

 Some recommendations based on the results

o It may be interesting to investigate the possibility to move the
parallel directives to an external loop to reduce the overhead of
the OpenMP runtime. This can be done with the support of POP
team under a Proof of Concept service if the user is interested.

o Seems a good idea to map the MPI ranks only in one socket. It
may  be  interesting  to  investigate  further  the  reasons  for  the
degradations in the run with 16 OpenMP threads per MPI rank.
This study can be done with the support of POP team under a
Performance Plan service if the user is interested.
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