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1 Background 

Applicants Name: Stan van Gisbergen 
Applicants Affiliation: SCM 
Application Name: BAND 
Programming Language: Fortran 
Programming Model: MPI 
Source Code Available: Yes 
Input data: Overlap calculations (using Nao) 
Performance study: Performance Plan 

BAND is a density functional theory (DFT) code which uses atomic orbitals in 
periodic DFT calculations. BAND from ADF version 2016.101 was previously 
investigated in a POP Audit (report POP_AR_35) which identified that low 
global efficiencies were predominantly caused by inefficient load balance 
exacerbated by poor computational scalability. 

This Performance Plan presents new data using the Nao executable to 
investigate calculation of the overlap matrix in the ‘sandwiching’ computation 
within the BAND computation. A separate Performance Plan report describes 
corresponding data for calculation of matrix-matrix multiplications. These two 
components of BAND are both considered by SCM as potential problem areas 
in terms of parallel performance.  

Using Nao instead of the full BAND computation has several advantages: 

1. It allows focus on specific aspects of the full BAND computation. 
2. It allows performance data to be generated for much larger systems. 
3. It allows quick and easy investigation of different systems. 

Using Nao overcomes some limitations of the BAND Audit which was only able 
to measure performance of one moderately sized system due to the large trace 
files which were generated. 

Data was collected on the same Barcelona Supercomputing Centre 
MareNostrum III (MN) hardware used in the audit, i.e. compute nodes consist 
of 2x Intel E5-2670 (Sandy Bridge) processors (i.e. 16 cores per node) 
connected over Infiniband FDR-10. 

ADF source code revision 56430 from the SCM svn repository was compiled 
using Intel compilers 16.0.3 and Intel MPI 5.1.3. Trace data was collected using 
Extrae 3.3 and analysed using Paraver and associated tools. Data was also 
collected using Score-P 3.0 and analysed with Cube. 
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2 Introduction 

A set of POP efficiency metrics was generated for the calculation of the 
sandwiching overlap matrix (i.e. the call to routine CalcOverlapMatrix) for 5 
different systems: 

1. Chabazite 
2. PPy-COF 
3. Ubiquitin 
4. UiO66 
5. tube_24_mos2. 

This overlap matrix is calculated using numerical integration, and a copy is 
stored on each compute node in shared memory arrays. This requires memory 
locking when MPI processes write data to the array.  

The perception is the HybridGlobalterator routine used in this computation may 
be inefficient on multiple compute nodes, and that shared memory locking may 
also impact on run time. 

The input data for the Nao computation was first generated using BAND with 
the following parameters: 

Symmetry 1 

BasisDefaults 

  BasisType TZP 

  Core Large 

End 

The Nao computation then used the following parameters: 

Programmer 

   DynamicBlockIterator true 

   FunctionSetOverlapLockColumn true 

   FunctionSetOverlapSliceSize 32 

   ExactSharedArrayLocking true 

end 

3 Application structure 

Figure 1 shows the useful computation timeline for the Nao PPy-COF 
computation on 4 compute nodes (64 cores); the other systems showed a 
similar structure. In the timeline black represents non-useful computation (i.e. 
during MPI calls) and the coloured (green and blue) regions show useful 
computation; these colours represent the length of each computational burst, 
with green representing short bursts and blue representing long bursts. 

The first part of the computation is initialisation (including grid creation) which 
occurs only once in a full BAND computation. This is followed by the 
sandwiching (i.e. the call to CalcOverlapMatrix) which occurs many times in 
each BAND computation, and hence this region is chosen as the region of 
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interest for generating efficiency metrics. The vertical yellow lines show the start 
and end of this region, which is roughly the second half of the execution.  

4 Region of Interest 

Figures 2 and 3 show the useful computation and MPI call timelines for the 
region of interest, i.e. after removing the computation outside 
CalcOverlapMatrix. At this scale these two figures are not able to resolve all the 
detail in the timelines, however it is clear Figure 2 shows large regions of useful 
computation, with slightly different behaviour on the first process of each node 
where there are small gaps in the useful computation. There are two regions of 
point to point communications, and three regions of collective communications, 
with the second region of collective communications the longest 

The yellow lines in Figure 3 show the point to point MPI communications 
associated with the HybridGlobalIterator, these communications are missing 
from traces generated with DynamicBlockIterator set to false. They occur only 
on the first process of each node, and they occur over two distinct regions. 

There are three regions containing collective communications mixed with useful 
computation. 

 On the left is a very short region containing calls to MPI_Allreduce (pink), 
MPI_Bcast (yellow) and MPI_Barrier (red). 

 The second region, at approximately 3.5s, is responsible for most of the MPI 
time. This region contains calls to MPI_Barrier and MPI_Allreduce, with 
most of the MPI_Allreduce time on the first process of each node. 

 On the right of the trace is a very short region containing calls to MPI_Barrier 
and MPI_Allreduce, with most of the MPI_Allreduce time on the first process 
of each node. 

 

 
 
Figure 1. Useful computation timeline for the Nao PPy-COF computation on 4 
compute nodes. 
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Figure 2. Useful computation timeline for the region of interest for Nao PPy-
COF on 4 compute nodes. 
 

 

 
 
Figure 3. MPI calls in the region of interest for PPy-COF on 4 compute nodes. 
Yellow lines show the point to point communications. 
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Similar but not identical patterns of behaviour are seen in the other four 
systems, although the relative size of the collective regions, and the number of 
calls to MPI_Send and MPI_Recv, vary between systems. 

In simulations on an idealised network (with zero latency and infinite bandwidth) 
using Dimemas the only significant reduction in MPI time is the removal of the 
two regions of MPI_Allreduce on the first process of each node, i.e. other MPI 
communications are largely unchanged. 

5 Scalability 

Figure 4 shows plots of the speedup of the overlap computation for the 5 
systems on 1 to 8 compute nodes (i.e. 16 to 128 cores). Speedup is relative to 
time on a single compute node, and scaling on 8 nodes ranges from x5.0 to 
x7.3. The lines for PPy-COF and tube_24_mos2 are on top of each other, 
making them difficult to distinguish. 

The five systems have been designed to test BAND for a range of different 
calculation types, however they also represent a range of computational run 
times; the times for the region of interest on one compute node are shown in 
Table 1. It is noticeable that lower speedup occurs for systems with shorter run 
times. 

The scaling for the three smaller computations is less than 80% of ideal on 
more than 4 nodes, and the value for Chabazite on 4 nodes (x3.1) is similar to 
that obtained on 4 nodes for the audit full BAND computation, i.e. x2.7. Due to 
the large trace files obtained it was not possible to analyse computation on 
more than 4 nodes during the audit. 

 

System Time (s) 

Chabazite 3.10 

tube_24_mos2 9.87 

PPy-COF 17.96 

UiO66 68.57 

Ubiquitin 174.48 

Table 1: Run times for the region of interest on 1 compute node.  
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6 Efficiency 

This study uses the following 9 individual efficiency metrics: 

 Global efficiency = Parallel efficiency * Computational scaling 

 Parallel efficiency = Load balance * Communication efficiency 

 Communication efficiency = Serialization efficiency * Transfer efficiency 

 Load balance efficiency measures loss of performance caused by uneven 
distribution of computational work over the processes 

 Serialisation efficiency measures loss of performance due to waiting time in 
MPI calls, due to dependencies i.e. where no data is transferred  

 Transfer efficiency measures loss of performance due to time in MPI calls 
caused by data communication 

 Computational, IPC and Instructions scalability compare values to the single 
node reference value. 

For further information on the metrics see the section ‘Performance Analysis’ 
on the learning material page on the POP website.  

The main findings are as follows: 

 Efficiency values are excellent for UiO66 and good for Ubiquitin. 

 

Figure 4. Speedup values for overlap matrix calculation for 5 different 
systems. The dashed lines show perfect scaling and 80% of perfect scaling. 

https://pop-coe.eu/further-information/learning-material
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 For Chabazite the main contribution to the reduction in global efficiency is 
poor computational scaling (i.e. total time in useful computation increases 
with node count) and this also contributes to inefficiency for tube_24_mos2 
and PPy-COF. This poor computational scaling is worse for the shorter 
computations (see Table 1). This needs to be addressed to improve parallel 
scaling for these systems. 

 Comparatively low transfer efficiency (i.e. time in data transfer increases 
with node count) contributes to inefficiency for tube_24_mos2 and PPy-
COF. Reduced transfer efficiency is common under strong scaling, hence 
the question of whether using 64+ cores is sensible for computations lasting 
less than 4s should be considered before further investigation.  

The full set of efficiency metrics for each system is presented in Sections 6.1 to 
6.5, in order of increasing global efficiency. 

 

6.1 Chabazite 

 Global efficiency reduces gradually to 0.62 on 8 nodes. 

 Low global efficiencies are primarily caused by poor computational scaling. 

 Poor computational scaling is caused primarily by increased instruction 
count, with a smaller contribution from reducing IPC. 

 There is also small contribution to reduced global efficiency caused by 
reduction in parallel efficiency. This is caused by very small reductions in 
computational load balance, serialisation and transfer efficiencies. 
 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.99 0.92 0.77 0.70 0.62 
↳ Computational Scalability 1.00 0.94 0.83 0.77 0.71 
↳ Parallel Efficiency 0.99 0.98 0.93 0.91 0.87 

 ↳ Load Balance 0.99 0.99 0.97 0.97 0.96 

 ↳ Communication Efficiency 1.00 0.99 0.96 0.94 0.91 

  ↳ Serialization Efficiency 1.00 0.99 0.98 0.97 0.96 

  ↳ Transfer Efficiency 1.00 0.99 0.98 0.97 0.95 

IPC Scalability 1.00 0.98 0.95 0.94 0.92 

Instructions Scalability 1.00 0.97 0.92 0.88 0.84 

Table 2. Efficiency metrics for Chabazite. 

 

6.2 tube_24_mos2 

 Global efficiency values reduce slowly to 0.70 on 8 nodes. 

 Low computational scaling is the primary cause of low global efficiency, 
caused by an increase in the number of instructions and a smaller 
contribution from a reducing IPC. 

 There is also a reduction in parallel efficiency, the largest contribution to this 
is from transfer inefficiency. 
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Number of nodes 1 2 4 6 8 

Global Efficiency 1.00 0.93 0.83 0.75 0.70 
↳ Computational Scalability 1.00 0.96 0.89 0.85 0.81 
↳ Parallel Efficiency 1.00 0.97 0.93 0.89 0.86 

 ↳ Load Balance 1.00 0.99 0.98 0.98 0.97 

 ↳ Communication Efficiency 1.00 0.97 0.94 0.91 0.89 

  ↳ Serialization Efficiency 1.00 0.99 0.99 0.99 0.98 

  ↳ Transfer Efficiency 1.00 0.98 0.95 0.92 0.91 

IPC Scalability 1.00 0.98 0.97 0.95 0.94 

Instructions Scalability 1.00 0.98 0.94 0.92 0.89 

Table 6. Efficiency metrics for tube_24_mos2. 

 

6.3 PPy-COF 

 Global efficiency reduces gradually to 0.70 on 8 nodes. 

 Low computational scaling contributes to the low global efficiency, caused 
by an increase in the number of instructions and a reducing IPC. 

 Low parallel efficiency also contributes to the low global efficiency, the main 
contribution to this is reducing transfer efficiency. 
 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.99 0.93 0.83 0.76 0.70 
↳ Computational Scalability 1.00 0.97 0.91 0.86 0.83 
↳ Parallel Efficiency 0.99 0.96 0.92 0.88 0.84 

 ↳ Load Balance 1.00 1.00 0.98 0.98 0.97 

 ↳ Communication Efficiency 1.00 0.97 0.93 0.90 0.87 

  ↳ Serialization Efficiency 1.00 1.00 0.99 0.99 0.98 

  ↳ Transfer Efficiency 1.00 0.97 0.94 0.91 0.89 

IPC Scalability 1.00 0.98 0.96 0.94 0.93 

Instructions Scalability 1.00 0.99 0.96 0.94 0.93 

Table 3. Efficiency metrics for PPy-COF. 

 

6.4 Ubiquitin 

 Efficiency values are good; global efficiency reduces to 0.81 on 8 nodes. 

 The main contribution to low global inefficiency is transfer inefficiency.  
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Number of nodes 1 2 4 6 8 

Global Efficiency 1.00 0.96 0.91 0.86 0.81 
↳ Computational Scalability 1.00 0.99 0.97 0.95 0.94 
↳ Parallel Efficiency 1.00 0.97 0.93 0.90 0.87 

 ↳ Load Balance 1.00 1.00 0.99 0.99 0.98 

 ↳ Communication Efficiency 1.00 0.97 0.94 0.91 0.88 

  ↳ Serialization Efficiency 1.00 1.00 0.99 0.99 0.99 

  ↳ Transfer Efficiency 1.00 0.98 0.94 0.92 0.89 

IPC Scalability 1.00 0.97 0.96 0.95 0.94 

Instructions Scalability 1.00 1.00 1.00 0.99 0.99 

Table 4. Efficiency metrics for Ubiquitin. 

 

6.5 UiO66 

 Efficiency values are good; global efficiency is 0.91 on 8 nodes. 
 

Number of nodes 1 2 4 6 8 

Global Efficiency 1.00 1.00 0.98 0.93 0.91 
↳ Computational Scalability 1.00 1.01 1.01 0.97 0.96 
↳ Parallel Efficiency 1.00 0.99 0.97 0.96 0.95 

 ↳ Load Balance 1.00 0.99 0.99 0.98 0.98 

 ↳ Communication Efficiency 1.00 0.99 0.99 0.98 0.97 

  ↳ Serialization Efficiency 1.00 1.00 1.00 0.99 0.99 

  ↳ Transfer Efficiency 1.00 1.00 0.99 0.98 0.98 

IPC Scalability 1.00 0.99 0.98 0.98 0.97 

Instructions Scalability 1.00 0.99 0.99 0.98 0.97 

Table 5. Efficiency metrics for UiO66. 

7 Computational Performance 

Computational scaling was investigated for the three systems with worst 
performance, i.e. Chabazite, tube_24_mos2 and PPy-COF. Data was obtained 
using the Score-P profiler and analysed to identify routines responsible for the 
poor computational scaling. Unfortunately, as PAPI data wasn’t collected it is 
not possible to locate the routines with the largest increases in instructions. As 
an alternative, routines with the largest increase in exclusive time (i.e. excluding 
time in child routines) are analysed, for the three systems with lowest 
computational scaling; these values of exclusive time are summed over all 
processes. It is important to understand that Score-P is known to inflate times 
for short routines, and so there may be inaccuracies in this data. However, it is 
hoped that some useful insights can be gained.  

The most significant routines (excluding MPI routines) and the increase in their 
exclusive times, comparing data on 1 and 4 compute nodes, are shown in Table 
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7. These are the routines that should be examined further as potential causes 
of increased computational work, e.g. due duplication of computation, or 
reducing vectorisation as the process count increases.  

As a comparison, the total increase in time in useful computation for these 
systems, derived from Extrae, is 10.5s (Chabazite), 18.6s (tube_24_mos2) and 
28.9s (PPy-COF). 
 

Routine  Chabazite tube_24_mos2 PPy-COF 

simpsl 4.8 7.5 7.4 

shortnap 1.1 2.1 3.5 

locksharedarrayprivate 0.5 4.5 7.1 

updateoverlapasym_new2 0.5 2.4 5.7 

setsharedarraytozerorank3 0.2 2.0 4.4 

deleteanysharedarray 0.1 2.0 4.1 

calcoverlapmatrix 0.2 0.7 1.3 

Total 7.0 21.1 23.8 

Table 7. Largest increases in exclusive time (in seconds) comparing computation on 1 
and 4 compute nodes.  
 
In all three cases the routine with the largest increase is simpsl, this routine 
computes integrations using Simpson’s rule. It is understood, from the code 
developers, that this routine is not parallelised. Table 8 shows the exclusive 
time for simpsl on 1, 2 and 4 compute nodes, and the increase in time is 
consistent with simpsl replicating computation on each process.  
 

Number of nodes  Chabazite tube_24_mos2 PPy-COF 

1 1.6 2.5 2.5 

2 3.2 4.9 4.9 

4 6.4 9.9 9.8 

Table 8. Total time (in seconds) for simpsl on 1, 2 and 4 compute nodes.  
 
It is also interesting to note the increase in time in ShortNap from the 
HybridGlobalIteratorModule module. This routine simply calls sleepqq(1) or 
usleep(1000) and then returns. Table 9 shows the increase in time for this 
routine on 1, 2 and 4 compute nodes. If the increase seen for the tube_24_mos2 
and PPy-COF is typical, this routine could become a significant source of poor 
computational scaling for some systems. 
 

Number of nodes  Chabazite tube_24_mos2 PPy-COF 

1 0.1 0.7 1.1 

2 1.3 1.4 2.0 

4 1.3 2.8 4.6 

Table 9. Total time (in seconds) for ShortNap on 1, 2 and 4 compute nodes.  
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8 Overhead of shared memory locking 

Extrae was also used to analyse contributions to the run time from the routines 
used to lock and unlock shared arrays when writing data, i.e. 
LockSharedArrayPrivate and ReleaseCurrentLock. The timeline in Figure 5 
shows the calls to these routines, for the region of interest, for the 4 node PPy-
COF computation. At this scale the detail is not fully resolved in Figure 5a, 
however it is clear there are many calls to these routines throughout the useful 
computation. Figure 5b shows a much shorter section of timeline, where these 
calls are resolved, it can be seen the time in these routines varies considerably 
in length per call. 

The cost of these two routines can be tuned using the parameter 
FunctionSetOverlapSliceSize in the Nao input file to control how many columns 
of the array are locked simultaneously. Table 10 shows the average percentage 
of runtime spent in these two routines as a function of 
FunctionSetOverlapSliceSize for Chabazite and UiO66 on 4 nodes, and Table 
11 shows the corresponding total runtimes for these computations. 

It can be seen the percentage of time in these routines and total runtime is 
relatively insensitive to values of FunctionSetOverlapSliceSize between 4 and 
64, and that values of 16-32 are a good choice. The default value of 32 was 
used when generating the data in sections 3.2 to 3.5. 
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 Runtime / s 

FunctionSetOverlapSliceSize Chabazite UiO66 

1 1.2 18.7 

4 1.0 17.8 

8 1.0 17.5 

16 1.0 17.4 

32 1.0 17.4 

64 1.0 18.0 

Table 11. Runtime of the region of interest as a function of value of 
FunctionSetOverlapSliceSize. 

 

(a) Timeline for the whole region of interest. 

 

(b) A short region of the timeline 

 

Figure 5. Timeline showing calls to LockSharedArrayPrivate and 
ReleaseCurrentLock for the PPy-COF region of interest. 

 Average % of runtime 

 LockSharedArrayPrivate ReleaseCurrentLock 

FunctionSetOverlapSliceSize Chabazite UiO66 Chabazite UiO66 

1 7.8 3.8 7.4 3.7 

4 1.7 1.5 1.5 1.2 

8 1.3 1.4 0.8 0.6 

16 1.4 1.7 0.5 0.4 

32 1.9 2.7 0.3 0.3 

64 3.4 5.7 0.2 0.2 

Table 10. Percentage of runtime in routines LockSharedArrayPrivate and 
ReleaseCurrentLock. 
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9 Summary of observations 

For UiO66 and Ubiquitin the parallel scaling of the overlap computation is good, 
i.e. more than 80% of ideal going from 1 to 8 compute nodes. For the other 
three systems, global efficiency is reasonable, with the worst performance for 
Chabazite. The main issue which is reduced computational efficiency, this is 
particularly significant for Chabazite. In addition, there is slightly low transfer 
efficiency for tube_24_mos2, PPy-COF and Ubiquitin. 

The low computational efficiency is caused by an increase in the number of 
instruction issued, and to a lesser extent a reduction in IPC, and these are the 
issue which should be addressed first to improve efficiency. It is recommended 
that the routines within Table 7 are examined as candidates to improve 
computational scaling. 

Transfer efficiency may also be a candidate for improvement if the core counts 
used in this study are representative of real use for these computations, which 
last only a few seconds.  

Locking of shared arrays and communications from the HybridGlobalIterator do 
not appear to be significantly problematic for these computations. 

 


