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1 Background 

Applicants Name: Stan van Gisbergen 
Applicants Affiliation: SCM 
Application Name: BAND 
Programming Language: Fortran 
Programming Model: MPI 
Source Code Available: Yes 
Input data: matrix multiplications (using Nao) 
Performance study: Performance Plan 

BAND is a density functional theory (DFT) code which uses atomic orbitals in 
periodic DFT calculations. BAND from ADF version 2016.101 was previously 
investigated in a POP Audit (report POP_AR_35) which identified that low 
global efficiencies were predominantly caused by inefficient load balance 
exacerbated by poor computational scalability. 

This Performance Plan presents new data using the Nao executable to 
investigate calculation of matrix-matrix multiplications within the BAND 
computation. A separate Performance Plan report describes data for 
calculation of the overlap matrix in the ‘sandwiching’ computation. These two 
components of BAND are both considered by SCM as potential problem areas 
in terms of parallel performance.  

Using Nao instead of the full BAND computation has several advantages: 

1. It allows focus on specific aspects of the full BAND computation. 
2. It allows performance data to be generated for much larger systems. 
3. It allows quick and easy investigation of different systems. 

Using Nao overcomes some limitations of the BAND Audit which was only able 
to measure performance of one moderately sized system due to the large trace 
files which were generated. 

Data was collected on the same Barcelona Supercomputing Centre 
MareNostrum III (MN) hardware used in the audit, i.e. compute nodes consist 
of 2x Intel E5-2670 (Sandy Bridge) processors (i.e. 16 cores per node) 
connected over Infiniband FDR-10. 

ADF source code revision 56430 from the SCM svn repository was compiled 
using Intel compilers 16.0.3 and Intel MPI 5.1.3. Trace data was collected using 
Extrae 3.3 and analysed using Paraver and associated tools. Data was also 
collected using Score-P 3.0 and analysed with Cube. 
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2 Introduction 

BAND requires computation of matrix-matrix multiplications of complex 
matrices. A copy of each complex matrix is held on all compute nodes in two 
shared memory arrays, i.e. one shared memory array containing the real 
values, and a second array containing the imaginary values. Two methods have 
been implemented to compute the multiplications. 

 The first method uses the shared arrays directly, i.e. each node calculates 
a subset of the results, and then results are communicated between nodes.  

 The second method converts the shared arrays to a distributed array, then 
computes a distributed matrix-matrix multiplication, and then results are 
converted back to shared arrays on each node. 

The file TestMatMulSpeed.f90 was modified to execute either shared array or 
distributed array multiplications for analysis. 

 

3 Region of interest 

The average times to compute a single multiplication are similar for both 
methods, e.g. for size 3200 matrices on 1 compute node the average times are 
1.2s for distributed arrays and 1.0s for shared arrays. 
 

3.1 Shared array multiplication 

The shared array execution consists of the following 6 multiplications:  

 ComplexMatMul 

 ComplexMatMul(daggerA=.true.) 

 ComplexMatMul(daggerB=.true.) 

 ComplexMatMul 

 ComplexMatMul(daggerA=.true.) 

 ComplexMatMul(daggerB=.true.) 

Figure 1 shows the useful computation timeline for this computation for a matrix 
size of 3200, and Figure 2 shows the MPI calls for the same region. Useful 
computation excludes work done within MPI. The small initialisation and 
finalisation regions have been removed. Figures 1a & 2a show all 6 
multiplications, and Figures 1b & 2b show data for the first ComplexMatMul 
only.  

The pattern in Figures 1 & 2 is similar for each multiplication, with some 
variability. There are four main blocks of useful computation (this includes a call 
to dgemm on each process) each of which is followed by a region where most 
time is within collective communications, i.e. MPI_Barrier, MPI_Allreduce, 
MPI_Allgatherv and MPI_Bcast. The MPI_Allgatherv involves only the first 
process on each node, and is the only significant MPI time outside MPI_Barrier. 

A complex matrix-matrix multiplication can be achieved using four real matrix-
matrix multiplications to obtain the real and imaginary parts of the results matrix. 



 
 
BAND, POP_PP_09 

5 
 

It would seem in the algorithm implemented here that the intermediate values 
are being communicated via the MPI_Allgatherv calls and are them summed. 
If so, then two of the MPI_Allgatherv calls can be removed if the intermediate 
values are summed before the collective communications.  

 

 
 

  

(a) Useful computation for all 6 shared array multiplications. 

 
(b) Useful computation for the first multiplication only. 

 

Figure 1. Useful computation timeline of shared array matrix-matrix 
multiplications with a matrix size of 3200 on 4 compute nodes.  
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3.2 Distributed array multiplication 

The distributed array multiplication consists of the following 4 multiplications:  

 ComplexMatMulViaDM(daggerA=.true.) 

 ComplexMatMulViaDM(daggerB=.true.) 

 ComplexMatMulViaDM(daggerA=.true.) 

 ComplexMatMulViaDM(daggerB=.true.) 

Figures 3 and 4 respectively show the useful computation and MPI call 
timelines (without communication lines) for the distributed matrix-matrix 
multiplications. It can be seen the first part of each multiplication is dominated 

(a) MPI calls for all 6 shared array multiplications. 

 
(b) MPI calls for the first multiplication only. 

 

Figure 2. MPI timeline for shared array matrix multiplications with a matrix size 
of 3200 on 4 nodes.  
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by a region consisting of many very short bursts of useful computation, 
separated by calls to MPI_Send and MPI_Recv; this region corresponds to a 
call to pzgemm. The first multiplication looks different with longer computational 
bursts at the end of this region, this difference was observed for other matrix 
sizes and process counts, and the cause for this is unknown. 

Following each region containing the short bursts of computation there is a 
region consisting primarily of time within MPI_Allreduce on the first process on 
each node, and MPI_Barrier on the remaining processes. This call to 
MPI_Allreduce is in routine ppcbnr on the call path from ToFullComplex2Matrix; 
these routines extract real and imaginary values from the distributed complex 
array and store them in two shared memory arrays before using a collective 
sum reduction to form the full matrix on each node. The information from the 
developers is that this is faster than using MPI_Allgatherv. 

 

 

(a) Useful computation for all 4 multiplications. 

 
(b) Useful computation for the first multiplication only. 

Figure 3. Useful computation timeline for 4 distributed matrix-matrix 
multiplications with a matrix size of 3200 on 4 compute nodes.  
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(a) MPI calls for all 4 distributed array multiplications. 

 
(b) MPI calls for the first multiplication. 

 

Figure 4. MPI timeline for distributed array matrix-matrix multiplications with 
a matrix size of 3200 on 4 compute nodes.  

4 Scalability 

Figure 5 shows the scaling for shared array and distributed array matrix-matrix 
multiplications for two different size matrices. As can be seen, the scaling is 
poor, especially for the shared array multiplication which has 8 node speedups 
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of x2.1 and x3.0 respectively, for matrix sizes of 3200 and 6400. Scaling is 
worse for smaller matrices, and scaling is considerably worse than that seen 
for the overlap computation investigated in the other BAND performance plan. 
Hence this is likely to be a significant contribution to the poor scaling in the full 
BAND computation.  

 

 

Figure 5. Speed up of distributed and shared array matrix-matrix 
multiplications. 

5 Efficiency 

This study uses the following 9 individual efficiency metrics: 

 Global efficiency = Parallel efficiency * Computational scaling 

 Parallel efficiency = Load balance * Communication efficiency 

 Communication efficiency = Serialization efficiency * Transfer efficiency 

 Load balance efficiency measures loss of performance caused by uneven 
distribution of computational work over the processes 

 Serialisation efficiency measures loss of performance due to waiting time in 
MPI calls, due to dependencies i.e. where no data is transferred  

 Transfer efficiency measures loss of performance due to time in MPI calls 
caused by data communication 

 Computational, IPC and Instructions scalability compare values to the single 
node reference value. 

For further information on the metrics see the section ‘Performance Analysis’ 
on the learning material page on the POP website. 
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Although global efficiency values are largely similar for the two multiplication 
types on 2+ compute nodes, it is noticeable that global efficiency is considerably 
better for shared arrays on a single node. The relative reduction in efficiency on 
2+ nodes for shared array multiplications is the cause of the worse parallel 
scaling for the shared array multiplication seen in Figure 5. 

 

5.1 Shared array multiplication 

Tables 1 and 2 show efficiencies for shared array multiplications for matrices of 
size 3200 and 6400 respectively. These identify a range of problems which 
impact negatively on parallel performance. The primary issues are: 

 Poor IPC scalability i.e. the computation is slowing down as the number of 
compute nodes increases. 

 Poor transfer efficiency.  

These are exacerbated by: 

 Low instructions scalability for the smaller matrix size. 

 Slightly reduced load balance for the larger matrix size. 
 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.95 0.60 0.42 0.31 0.25 
↳ Computational Scalability 1.00 0.82 0.64 0.56 0.47 
↳ Parallel Efficiency 0.95 0.74 0.65 0.56 0.53 

 ↳ Load Balance 0.98 0.94 0.95 0.89 0.89 

 ↳ Communication Efficiency 0.97 0.79 0.68 0.64 0.59 

  ↳ Serialization Efficiency 0.97 0.96 0.93 0.96 0.89 

  ↳ Transfer Efficiency 1.00 0.82 0.74 0.66 0.67 

IPC Scalability 1.00 0.88 0.75 0.70 0.64 

Instructions Scalability 1.00 0.98 0.90 0.84 0.78 

Table 1. Efficiency values for multiplication of shared matrices of size 3200. 

 
 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.97 0.74 0.56 0.43 0.37 
↳ Computational Scalability 1.00 0.90 0.79 0.70 0.63 
↳ Parallel Efficiency 0.97 0.82 0.71 0.61 0.58 

 ↳ Load Balance 0.99 0.96 0.93 0.93 0.83 

 ↳ Communication Efficiency 0.98 0.86 0.76 0.66 0.71 

  ↳ Serialization Efficiency 0.98 0.98 0.95 0.93 0.96 

  ↳ Transfer Efficiency 1.00 0.87 0.80 0.71 0.74 

IPC Scalability 1.00 0.91 0.82 0.76 0.71 

Instructions Scalability 1.00 0.99 0.97 0.93 0.89 

Table 2. Efficiency values for multiplication of shared matrices of size 6400. 
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5.2 Distributed array multiplication 

Tables 3 and 4 show efficiencies for distributed array multiplications. These 
show the primary cause of poor global efficiency for this case is low transfer 
efficiency, exacerbated by poor computational load balance, the other 
efficiency values are good. 

 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.74 0.56 0.41 0.30 0.26 
↳ Computational Scalability 1.00 0.98 0.94 0.91 0.86 
↳ Parallel Efficiency 0.74 0.57 0.44 0.33 0.31 

 ↳ Load Balance 0.93 0.86 0.81 0.76 0.74 

 ↳ Communication Efficiency 0.80 0.66 0.54 0.43 0.42 

  ↳ Serialization Efficiency 0.99 0.98 0.97 0.97 0.91 

  ↳  Transfer Efficiency 0.81 0.67 0.56 0.44 0.46 

IPC Scalability 1.00 0.99 0.98 0.96 0.93 

Instructions Scalability 1.00 1.00 0.99 0.98 0.97 

Table 3. Efficiency values for multiplication of distributed matrices of size 3200. 

 

Number of nodes 1 2 4 6 8 

Global Efficiency 0.87 0.74 0.60 0.50 0.45 
↳ Computational Scalability 1.00 1.01 0.99 0.98 0.95 
↳ Parallel Efficiency 0.87 0.73 0.61 0.51 0.47 

 ↳ Load Balance 0.99 0.95 0.91 0.88 0.85 

 ↳ Communication Efficiency 0.87 0.77 0.67 0.58 0.55 

  ↳ Serialization Efficiency 0.98 0.98 0.97 0.97 0.96 

  ↳ Transfer Efficiency 0.89 0.79 0.69 0.60 0.58 

IPC Scalability 1.00 1.00 0.99 0.98 0.97 

Instructions Scalability 1.00 1.00 0.99 0.99 0.98 

Table 4. Efficiency values for multiplication of distributed matrices of size 6400. 

6 Load balance 

Load balance is worst for the size 3200 distributed array multiplication (the 
efficiency value is 0.74), it is better for both size 6400 multiplications, and is 
best for the size 3200 shared array multiplication (with a value of 0.89). 

To analyse the load imbalance, we look for correlation between time in useful 
computation per process with hardware counter data. Figures 6 & 7 plot the 
value for each process of normalised: 

 Time in useful computation 

 Useful instruction count 

 Useful CPT (cycles per time) 

 Useful IPC. 
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6.1 Distributed array multiplication 

From the data in Figure 6 it is clear the main source of load imbalance arises 
from an imbalance in instruction; firstly the first compute node issues more 
instructions than the other nodes, and secondly the first, second, ninth and 
tenth process of each node issue more instructions compared to other 
processes on the same node, i.e. the first two processes on each processor. 

In addition, some load imbalance arises from different CPT values on different 
nodes, in Figure 6 the first and second to last node are operating at a slightly 
elevated frequency. 

 

As the majority of useful computation for the distributed array multiplication 
occurs within PBLAS calls it may be worth seeing if the load imbalance can be 
improved by modifying the BLACS process grid and distribution of the array 
data. 

6.2 Shared array multiplication 

Figure 7 shows the equivalent data for the size 6400 shared array multiplication. 
In this case the instruction load balance is extremely good, and the distribution 
of CPT is reasonable too. The main cause of load imbalance arises from 
different IPC values on each processor. It is possible this variation is due to 
different memory access patterns on different processes, and it may be worth 
investigating this further. However, load imbalance efficiency is not a large 
source of inefficiency for this case. 

 

 

Figure 6. Normalised time in useful computation, instruction count, CPT and 
IPC for each process for the size 3200 distributed array multiplication. 



 
 
BAND, POP_PP_09 

13 
 

7 Computational Performance 

Computational scaling for the distributed array multiplication is excellent. For 
the shared array multiplication, poor computational scaling is one of the main 
sources of inefficiency, primarily due to poor IPC scaling but also due to an 
increase in the number of useful instructions. This poor computational scaling 
is worse for the smaller (size 3200) matrix multiplication, hence this 
multiplication was analysed further using Score-P data and Cube. 

Score-P data was analysed with Cube to identify those routines with the largest 
increase in exclusive instructions, i.e. excluding contributions from calls to child 
routines in user code and calls to MPI. Values of instruction count and IPC for 
the two routines identified as the main contributors are shown in Table 5. It is 
important to note that in these measurements Score-P does not detect calls to 
dgemm, hence values in Table 5 are inclusive of dgemm.  

For the same computation Extrae indicated useful instruction count of 5.9E+11 
and 7.5E11 for 16 and 128 processes respectively, i.e. an increase of 28%. The 
sum of instruction counts in Table 5 agrees well with the Extrae values, hence 
it would seem MMulGen and mmultr are responsible for the bulk of the 
computational work.  

The reduction in IPC and increase in instructions for these routines is significant. 
This may be due to overheads in the user code from partitioning the 
computation, however the most likely cause is dgemm. It is possible the number 
of vector operations reduces as the process count increases, due to reducing 
array sizes in the dgemm calls, hence using multithreaded dgemm or different 

 

Figure 7. Normalised time in useful computation, instruction count, CPT and 
IPC for each process for the size 6400 shared array multiplication. 
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matrix partitioning could give better performance. It is also possible that 
memory access issues could cause the reducing IPC.  

 

Routine 16 processes 

 

128 processes % change 

Inst. IPC Inst. IPC Inst. IPC 

MMulGen 3.9E+11 2.2 5.1E+11 1.4 +29.3 -34.1 

Mmultr 2.0E+11 2.3 2.4E+11 1.7 +23.6 -27.9 

Sum 5.9E+11 2.2 7.5E+11 1.5 +27.4 -32.3 

Table 5. Change in instruction count and IPC for MMulGen and mmultr. 

8 Communications  

Low transfer efficiency is the main issue for the distributed matrix multiplication, 
and is a significant issue for shared matrix multiplications. In both cases, it is 
worse for the smaller matrix size. This contrasts to the audit of the full BAND 
computation where the issues were poor load balance and computational 
scaling. 

To gain insight into the regions of MPI which are responsible for the low transfer 
efficiencies Figures 8 and 9 compare the actual timeline to simulated data for 
an ideal network, i.e. with zero latency and infinite bandwidth, for a single 
multiplication of size 3200 matrices on 64 processes. 

In Figure 8 we see a significant contribution to runtime arises from data transfer 
in the point to point communications in the PBLAS call, and from the 
MPI_Allreduce on the first process on each node. Time within other collective 
communications is not significantly reduced on the ideal network. It may be 
worth investigating tuning the MPI_Allreduce call using the relevant 
environment variables, and it may also be possible to tune the PBLAS 
performance. 

In Figure 9 we see a significant contribution to run time from the MPI_Allgatherv 
over the first process on each node, there are 4 of these regions per 
multiplication. It should be possible to remove 2 of these calls by computing the 
real and imaginary components of the results matrix before communicating the 
data, and it may be possible to partially hide some of communication, either by 
using non-blocking communications, or by starting computation on one less 
process per node in parallel with the MPI_Allgatherv, to overlap communication 
with computation.  
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Figure 8. Comparison of a real MPI timeline with simulated data for a perfect 
network, for a size 3200 distributed array multiplication.  
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9 Summary of observations 

Regarding shared array multiplications, the main problems are: 

 Reducing IPC  

 Increasing % of time in MPI data transfer 

Secondary problems are: 

 Increasing number of instructions (for smaller matrix)  

 Slightly reduced load balance (for larger matrix) caused by variations in 
IPC on each processor  

 

 

 

 

Figure 9. Comparison of a real MPI timeline with simulated data for a perfect 
network, for a size 3200 shared array multiplication.  
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As most computational work is within dgemm this call is responsible for the 
reducing IPC, IPC imbalance and increasing instruction count. These issues 
could be caused by a reduction in vectorisation and memory access issues 
resulting from reducing array sized in the dgemm call.  

Regarding the distributed multiplication, the issues are: 

 Increasing % of time in data transfer within pzgemm and 
MPI_Allreduce. 

 Reducing load balance caused primarily by an imbalance in the 
number of instructions (the first compute node issues more instructions 
than the other nodes, and the 1st, 2nd, 9th and 10th process on each 
node issue more instructions compared to other processes on the 
same node). There is also an imbalance in IPC. 

Most of the computational work is within pzgemm hence this routine is the 
cause of the load imbalance.  

 
Recommendations: 

 For the shared array multiplication compute the real and imaginary 
components of the results matrix before the collective communications. 

 Overlap data transfer and computation for the shared array 
multiplication. Non-blocking collectives may work; alternatively use one 
less process per node for later computations and whilst the 1st process 
does the MPI_Allgatherv. 

 Tune the calls to dgemm and pzgemm to improve performance e.g. 
o try different partitioning of the input arrays and different BLACS 

grids for pzgemm 
o try zgemm and multithreaded dgemm/zgemm instead of the 

single threaded dgemm and try different partitioning of the 
computation.  

 


