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1. Background

Applicants Name: Roberto Lopez, Fernando Gómez 

Institution: Artelnics

Application Name: OpenNN

Programming Language: C++

Programming model: OpenMP + preliminary MPI  

Source Code Available: Open source software but no access required for analysis

Input  Data:  Selected  by  the  user.  Airfoil  test  case  provided  with  the  OpenNN
distribution and a larger representative test case.

Performance study:  The OpenNN audit targeted the platform available at the user
site. The user is a Spanish SME and their platform an i7-4790 with 1 socket of 4 cores
that can run up to 8 threads. The parallel efficiency was very good on that scale, but
one of our recommendations was to check the scaling at a larger node size. The audit
also  detected  a  significant  variability  in  the  total  number  of  instructions  due  to
different number of invocations of one of the parallel routines. This behaviour was not
expected by the user who wanted our help to investigate it further.

We complemented this plan analysing a preliminary version of MPI implemented by
Artenics. This study was done in MareNostrum III machine from BSC. Due to the
dismantled  of  the  machine,  we  decide  to  close  this  study  that  is  currently  being
extended under the scope of a PRACE-SHAPE project using the PRACE Marconi
platform. For that reason this report is closed as an internal document.

2. OpenMP scalability at MN3

The scalability of OpenNN in Marenostrum III node (composed of two 8-core Intel
Xeon processors) has been analysed with two different input cases: the small test case
named airfoil that it is distributed with the sources as well as an input for a larger case
that corresponds to a benchmark for the rosenbrock function optimization. In the case
of airfoil, the analysis identified a poor scaling efficiency of this test case even with 2
processes with respect to the serial execution. Looking at the traces we detected the
number of iterations was increasing with the number of threads causing the scalability
problem observed. The efficiency of both case studies are plotted in Figure 1.
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Figure 1: Global efficiency @ MareNostrum III

The analysis of the traces reports the efficiencies numbers in  Table 1 for the airfoil
input case and in Table 2 for the rosenbrock test case. 

1 2 4 8 16

Parallel Efficiency 0.9994 0.9463 0.8500 0.9103 0.7435

Load Balance 1.0 0.9472 0.8517 0.9435 0.8643

Synchronization Efficiency 0.9994 0.9990 0.9979 0.9647 0.8602

Computation Efficiency 1.0 0.6432 0.6939 0.4301 0.3230

Global efficiency 0.9994 0.6086 0.5898 0.3915 0.2402

Table 1: Time efficiencies observed in the parallel region with airfoil input case (test)

1 2 4 8 16

Parallel Efficiency 0.9999 0.9650 0.9413 0.9038 0.9188

Load Balance 1.0 0.9791 0.9583 0.9177 0.9457

Synchronization Efficiency 0.9999 0.9856 0.9822 0.9848 0.9716

Computation Efficiency 1.0 0.9729 0.9701 0.7530 0.6651

Global efficiency 0.9999 0.9388 0.9131 0.6806 0.6111

Table 2: Time efficiencies observed in the parallel region with rosenbrock input case
(real)

With respect to the airfoil input, the efficiencies report that the huge degradation is
mainly  correlated  with  the  computational  efficiency  (due  to  a  higher  number  of
iterations when the number of threads is increased). The parallel efficiency is good up
to 8 threads while goes down to 0.74 with 16 threads, showing a similar impact from
both the load balance and the synchronization efficiencies.
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Things are significantly different for the real input (rosenbrock). The table indicates
that  the  parallel  efficiency is  very  good for  the  different  executions  with  a  small
variability strongly related with the global load balance. The analysis identifies that
the main reason that it is limiting the speed-up is the efficiency achieved executing the
computations (computation efficiency). After verifying the main problem of the airfoil
test case was the increasing number of iterations and its small size, we agreed to focus
the study using  the rosenbrock input case.

The  computation  efficiency  is  determined  by  the  number  of  instructions  and  the
instructions per cycle (IPC) whose efficiencies are detailed in Table 3. This table also
includes the clock frequency scaling efficiency as most of the executions do not fill
the node and the system automatically increases the  CPU speed.

1 2 4 8 16

IPC @ computations 1.303 1.291 1.287 1.308 1.073

IPC Scaling Efficiency 1.000 0.991 0.987 1.004 0.823

Instruction Scaling Efficiency 1.000 0.979 0.987 0.780 0.942

Frequency (cycles/us) 3.297 3.292 3.271 3.168 2.817

Frequency Scaling Efficiency 1.000 0.998 0.992 0.961 0.854

Table 3: Other efficiencies

The  efficiencies  identified  the  three  components  (IPC,  instructions  and  clock
frequency) are affecting the computations. The instructions variability is mainly due
to the variability on the number of invocations as already detected in the audit, and
will be covered by section 3. The IPC and clock frequency degradations are correlated
with the load of the node and will be analysed in more detail in the subsection 2.2.

The small increase of the IPC scaling efficiency with 8 threads may be related to the
reduction on the clock frequency and due to its small variation is not further analysed.

2.1 Load Balance

The efficiencies analysis identified the degradation of the parallel efficiency is mainly
correlated with the load balance, so we had a deeper look.

The main source for unbalance is in the parallel loop calculate_performance
from  NormalizedSquareError where the first thread last longer than all other
threads in all the invocations. The increase of duration is not due to a bad distribution
of the work (amount of instructions) but to a reduction on the achieved IPC that seems
correlated with the access to the data as the counters report an increase on the misses
in all cache levels. This effect is reflected in all the traces except the 16 threads run.
The fact that it does not appear in the 16-way execution seems to indicate that it may
not be related with the source code and it will require further investigation.
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A second reason for the unbalance detected corresponds to the small regions that are
not parallelised with OpenMP. This is a very small percentage of the total time, but
following Amdahls law increases its weight with the number of threads being less
than 2% of the total time with 4 threads and increasing up to a 5.3% with 16 threads.

Considering  that  the  OpenMP parallelisation  will  be limited  to  the  node size that
typically it is not larger than 16 or 24 cores, the achieved load balance and parallel
efficiencies are very good and the development efforts may be focused on other areas
like the MPI scaling.

2.2 Scaling of the computations

We used the tracking tool to study the evolution of the different computation regions
when increasing the number of threads. Figure 2 plots the evolution of the different
regions when increasing the number of threads. 

Figure 2:  Scaling of the computations when increasing the number of threads. Left: all
the executions (from 1 to 16 threads), Right: from 2 to 8 threads

In both plots the green region corresponds to the calculate_gradient parallel
loop while the other  region(s) correspond to calculate_performance. Figure 3
captures  one  example  of  the  clusters  distribution  over  time  and  across  processes
where we can see that the red region only appears in the master thread.

Figure 3: Clusters timeline for 8 threads showing  2 trends on calculate_performance
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Most of the codes we evaluated in MareNostrum III  machine used to get  an IPC
between 1 and 1.5. For that reason a first observation is that the computations are
achieving  an  acceptable  serial  efficiency  that  have  higher  values  for  the
calculate_performance parallel loop.

The second observation is a good scaling with respect to the number of instructions:
when the number of threads is increased, the number of instructions per invocation is
proportionally reduced (all regions move down on the Y axis).

When analysing the scaling with respect to the IPC we should take into account that
when we increase the number of threads we are increasing the load of the node, so
some reduction on the IPC should be expected. If we focus on the traces that show an
unbalance for the first thread (plot on the right), the behaviour with respect to the IPC
(movement in the x axis) is not the same for all the regions expressing their sensitivity
to the resources reduction due to  a higher  number  of threads  per  socket.  The red
region corresponds  to  the  first  thread  and the  yellow region to  the  other  threads.
Additionally to the difference of the IPC we can see that the first thread have a worse
scaling behaviour (with 8 threads there is higher movement to the left and the IPC
goes down from 1.45 to 1.32).

When  looking  at  all  the  traces  (plot  on  the  left),  the  behaviour  of
calculate_performance is  dominated  by  the  most  frequent   mode  that
corresponds to all the threads except the first one. In this plot we can see an important
reduction of IPC that reflects the sensitivity of the code to cache memory available
when filling  the  sockets.  We also  see that  despite  it  happens in  both regions,  the
impact  is  significantly  higher  in  calculate_performance  so  may  be
interesting to analyse futher this reduction if it is reproduced when running on the
Marconi platform.

Finally we evaluated the correlation of the IPC degradation when filling the node with
respect to the reduction of the clock frequency (Figure 3). We can see that up to 8
threads, both regions show a similar reduction on the clock frequency with a small but
different impact while the higher difference is when the nodes are fully populated as
calculate_performance has  a higher  reduction on the clock frequency that
seems correlated with the IPC reduction.

Figure 4:  Correlation of IPC and clock frequency
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3. Instructions variability

Both cases tested  have the variability  on the number  of calls  of the parallel  loop
depending  on  the  execution/number  of  threads,  so  they  were  used  to  check  the
problem  identified  in  the  performance  audit.  We   detected  there  was  a  random
behaviour on the executions, the code owner identified at least one part of the code
that was not deterministic and that can cause a different behaviour of the application
either with the same or a different number of threads. 

After detecting the cause for the variability and not being able to fully eliminate the
non deterministic behaviour we decided not to waste time trying to fix the behavior as
it is the nature of the code.

4. Analysis of the preliminary MPI version 

This section analyses the preliminary MPI parallelisation implemented by Artenics.
As a first evaluation we run different configurations of MPI processes and OpenMP
threads filling 2 nodes of MareNostrum III (32 processes). As reported in Table 4 the
fastest configuration used 16MPI ranks each one running 2 OpenMP threads. Similar
results were obtained with 32x1 and 8x4.  This timing covers the whole execution
including  the  initialisation  phase  as  it  has  a  very  similar  duration  for  all  the
configurations.

#MPI 32 16 8 4 2

#OpenMP per MPI 1 2 4 8 16

Time (s) 6.44 6.17 6.55 8.15 13.18

Table 4: Comparing configurations running with 32 cores in 2 nodes

Looking at the collected traces we identified that the main reason for the degradation
when increasing the number of OpenMP threads per MPI rank is a reduction of the
achieved IPC, indicating a potential problem of data sharing or false sharing. 

In fact, the parallel efficiency increases a little bit with the number of OpenMP threads
but  in  the  hybrid  version  the  region  corresponding  to  calculate_gradient
significantly reduces the achieved IPC. Unless there have been significant changes in
the code, there is no reason for this reduction. Nevertheless no deeper analysis was
done, as the focus of this first evaluation was to select a good configuration for a
scalability analysis  and further analysis  has to be done on the new platform if the
same effect is identified.

The second evaluation targets the MPI+OpenMP scalability, increasing the scale from
32 to 1024 cores with the 3 configurations selected. The results are plotted in Figure 4
comparing both the execution time and the efficiency with respect to the 32 cores run.
In this  case the initialisation phase was not included because it  has strong scaling
problems as reported later and it should not be relevant on a real large execution (the
provided case only runs few iterations).
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Figure 5:  Scalability of the MPI+OpenMP version and impact of the number of OpenMP
threads per rank. Left: time in ms, right: efficiency w.r.t. 32 cores

The time comparison reports a reduction in the execution time up to 128 cores for all
the  configurations.  The  most  stable  behaviour  is  obtained  with  the  4  threads
configuration that is able to reduce the time up to 512 cores, even the reduction is very
small.  With 2 threads the reduction is observed up to 256 cores. We looked at the
obtained tracefiles for an explanation of some runs degradations (for instance with 1
thread the run with 256 last more time than with 128). Most of the traces seem to be
perturbed with system noise, that increases with the scale. The noisy behaviour was
reported to the administrators of MareNostrum III that after verifying the runs were
done  with  dedicated  resources  confirmed  they have  seen  similar  degradations  for
other codes but were not able to identify the source.

The efficiency plot shows a very poor scaling behaviour (ideally it should be a  line
close to 1). For the provided input, there is no sense to use 64 cores as the efficiency
goes down to less than 40% with respect to using 32 cores. Despite the input case may
be too small for the larger configurations, as it is reported later there is an important
region of  code  that  has  not  been  parallelised  and it  is  currently  being  replicated,
limiting the scalability. This region represents 35% of the execution time with 1024
cores.

Due to the high perturbation of the traces, we did not measured the efficiencies of the
obtained  traces.  Instead,  we  analysed  the  general  behaviour  of  this  preliminary
MPI+OpenMP version to identify potential areas for improvement. For simplicity in
this report we focus on the comparison of the executions with 64 and 1024 cores using
the  configurations  with  4  threads  (16x4  vs.  256x4).  Figure  5  shows  the  useful
instructions metric with the same time scale showing that the execution with 1024
cores lasts more than twice the time of the execution with 64 cores.  The paraver
timeline reports that with 1024 cores the initialization phase (orange) dominates the
execution.  That  phase  corresponds  to  the  initialization  of  the  input  data  executed
before calling MPI_Init(). The enlargement of this phase is the main reason for the
increasing execution time.
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Figure 6:  Comparing the executions 16x4 (top) and 256x4 (bottom) using useful
instructions metric

In the previous figure we already see that the main computation phase suffers also
scalability  problems  (ideally  it  should  be  reduced  to  a  quarter).  To  analyse  the
behaviour in more detail, Figure 6 focus the time interval to the main computations of
OpenNN.  On the top of the figure we have the histograms of useful instructions and
on the bottom their corresponding timelines.

Figure 7:  Comparing the executions 16x4 (left) and 256x4 (right) eliminating the
initialization phase

The OpenMP parallel loops reduce the number of instructions when the number of
MPI ranks is increased as expected with a strong scaling parallelisation. But the serial
region not parallelised with OpenMP do not reduce the number of instructions when
more  MPI  ranks  are  added  (blue  regions  in  Figure  6).  This  is  maybe  the  most
important source of inefficiency, because the replicated code becomes more and more
relevant  when  increasing  the  scale  becoming  a  bottleneck  (as  it  was  said  before
represents 35% of the main computation loop with 1024 cores). Checking with the
user, he told us this region cannot be parallelised with MPI and his plans are to run it
on GPU. Further discussion with the user is required to explain the impact and to
evaluate potential alternatives that make a better usage of the resources
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During the initialization phase, there is a serialization of the communications between
the MPI processes (ordered communications with rank 0 from lower tank to higher
rank). Despite the  initialization phase should not be relevant on a real well configured
run, it may become a bottleneck for a very large scale run. Figure 7 shows the MPI
calls timeline where these serialized phases can be easily identified as triangles.

Figure 8:  Phases serialised during the initialization. Top: full timeline, bottom: zoom
after MPI_Init (left light green)

5. Summary of observations

In  this  performance  plan  we  have  evaluated  the  performance  and  scalability  of
OpenNN code running in Marenostrum III machine. We evaluated both the original
OpenMP version as  well  as  a  preliminary MPI+OpenMP version  implemented  by
Artenics. We also investigated the unexpected instructions variability identified in the
audit. The main observations from the analysis are:

 When using a real input case, the OpenMP version has a very good parallel
efficiency for the different executions with a small variability strongly related
with the global load balance. The analysis identifies that the main reason that
it  is  limiting  the  speed-up  is  the  efficiency  achieved  executing  the
computations  (computation  efficiency).  When  we  increase  the  number  of
threads we are increasing the load of the node, that is reflected as a reduction
of the clock frequency and the IPC, so a degradation was expected.

 The cause for the instructions variability is mainly due to a non deterministic
behaviour that it is the nature of the code.

 The preliminary hybrid MPI+OpenMP version has a very poor scaling. Due to
the  perturbation  of  the  colected  traces,  it  was  not  possible  to  evaluate  the
efficiencies, but the traces allow to identify that the main problem is a region
that is being replicated and that represents 35% of the main computing loop
when running with 1024 cores. The initialization phase has huge degradations
when increasing the number of cores and there are some serialized chains that
should be eliminated to target very large scales. These inputs will be used by
Artenics to improve the original prototype.
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