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 Background 

Applicants Name: Richard Evans 
Applications Organisation: University of York  
Application Name: VAMPIRE 
Programming Language: C++ 
Programming Model: MPI 
Source Code Available: Yes (Open Source) 
Input data: Section 10 
Performance study: Performance Plan 
 

A POP Audit has already taken place (POP_AR_9) which focussed on the serial performance 
of the application (i.e. a single MPI rank), a POP Proof-of-Concept (PoC) is already in progress 
based on the recommendations from the Audit relating to the serial performance. This 
performance plan will further investigate the application at larger scale and with a larger 
input, shown in Section 10. Investigating the serial performance or performance on a single 
node is outside the scope of this report. The system size in the input file was chosen as it is 
known to run well on thousands of cores. 

Data was gathered on CINECA’s MARCONI system. Marconi’s compute nodes comprise of 2x 
(18 core) Intel Xeon E5-2697 v4 (Broadwell) processors with an Intel Omni-Path interconnect. 
The latest available Intel compilers (17.0.4.196) and MPI (2017 Update 3) were used. The 
amount of profiling data captured for larger core counts (over 1000 cores) was prohibitive 
and the events were too small for accurate measurement due to the profiling overhead. From 
timings without profiling the scaling of the application plateaued after around 2000 cores (64 
nodes). 

 Application structure 

The application structure is shown in Figure 1. There is an initialisation period and then 100 
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iterations and a very short finalisation at the end.   

 

Figure 1. Application structure for 2 nodes for 100 timesteps. 

 

 Focus of Analysis (FOA)  

The analysis will focus on the iterative computation and ten time steps will be taken as the 
FOA. Figure 2 shows the timeline of the FOA on 8 nodes. There is slightly different behaviour 
every ten timesteps due to I/O and this can be seen at the end of Figure 2 with a group 
communication in pink.  

 

 

 

Figure 2. Timelines for 8 nodes (top) useful duration coloured by duration from light green to 
dark blue (bottom) MPI 

 Scalability 

Figure 3 shows the scaling behaviour of the application. It can be seen that the application 
appears to scale well with super-linear behaviour between 4 and 16 nodes. The reference 
value used was on one node (36 cores). 
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Figure 3. Scalability of the application compared to the ideal (linear) behaviour 

 Efficiency 

We quantify the performance of the code within the Focus of Analysis using efficiency 
metrics, shown in Figure 4. The values are all efficiencies, generally ranging from 0 to 100%, 
with 100% being ideal and 80% considered as the cut-off for ‘good’ performance. The 
headline figure is the Global Efficiency, which is the product of the Load Balance, Transfer 
Efficiency, Serialization Efficiency and Computational Scalability. Useful time is defined to be 
time within computation only, e.g. excluding MPI. Hence useful instructions refer to 
instructions executed within computational regions only. 
 

• Load Balance shows how unbalanced the time spent in work is globally.  

• Transfer Efficiency measures the amount of time lost in transferring data. 

• Serialization Efficiency gives the efficiency due to time lost to overheads which occur 
when processes wait for other communication partners to arrive or from local load 
imbalance. 

• Computational Scalability shows how the total time spent in computation varies with 
the number of processes. It is a relative scaling compared to the value on the fewest 
cores. Using hardware metrics this can be split into the following three metrics:  

o Instruction Scalability shows if the total number of useful Instructions 
changes with process count. It is a relative scaling compared to the value on 
the fewest cores. 

o IPC Scalability shows if the useful Instructions per Cycle (IPC) varies with 
process count, calculated relative to the value on the fewest cores.  

o Frequency Scalability compares the CPU frequency (cycles per second) 
relative to the value on the fewest cores. This shows whether there are any 
fluctuations in the speed of the machine. 

A more detailed description of these metrics can be found at https://pop-coe.eu/further-
information/learning-material in the section on Performance Analysis. 
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Figure 4. Efficiency metrics 

 

 

Figure 5. Plot of efficiency metrics 

Overall, the application scales well at the sizes analysed. The Global Efficiency improves 
considerably from 4 nodes up to 16 after which there is a slight downturn. There is slightly 
different behaviour of the metrics on 1-4 nodes as opposed to 8-32. The super-linear 
behaviour is due to the improvement in the Computational Scalabilitiy, i.e. the total time in 
computation is reducing with more cores; for strong scaling this is expected to remain 
constant. 

Looking at the hardware metrics, this improvement in the Computational Scalability is due 
to an improvement in the IPC of the application which doubles from 1 node up to 32. This 
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will be discussed further in Section 7 as there might be potential to improve the IPC on 
fewer nodes. 

The main inefficiency in the performance comes from the Transfer Efficiency which drops 
below 80% on 32 nodes, this will be discussed further in Section 8. The Load Balance also 
has some potential for improvement and will become an issue at larger scales. This will be 
discussed further in Section 6. 

 Load Balance  

The histograms in Figure 6 display binned values of the metric, with darker colours signifying 
that there is more cumulative time spent within that bin. The y-axis is processes and the x-
axis is bin values. 

 

 

Figure 6. Useful duration histograms for varying numbers of nodes. 

 

Perfect Load Balance would be shown as straight vertical lines of the same colour for useful 
duration histograms, meaning that each process spends the same amount of time in each 
section of computation. However, this is clearly not the case, especially for the lower process 
counts. There is quite a lot of scatter in the useful duration histogram, even within a single 
node. From looking at the whole timeline this imbalance is not constant with time either.  

To locate the cause of this imbalance we look at the useful instruction and useful IPC 
histograms shown in Figure 7. The instructions are quite well balanced at low process count, 
some unevenness becomes more apparent at higher counts. Whereas the IPC histograms 
show the opposite behaviour with significant imbalance at low process counts and getting 
more balanced at the higher process counts; note the change in the dark blue lines where 
most of the time is spent. 
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Figure 7. (top) Useful instruction histograms and (bottom) useful IPC histograms for varying 
numbers of nodes. 

This suggests there are two different load balance issues, depending on the number of 
processes and they have a different amount of impact. The change in behaviour seems to 
happen between 4 and 8 nodes. This corresponds to when the efficiency metrics change 
behaviour. 

 

First the IPC imbalance was investigated, using hardware counters to locate the cause of the 
imbalance. Figure 8 shows a histogram of CPU frequency that is very well balanced (the blue 
line where most of the time is spent is straight). Similarly there is little variation in L1 or L2 
cache miss rates across the processes. None of these hardware metrics explain the 
imbalanced behaviour. 

 

Figure 8 Histograms from left to right: CPU frequency, L1 data cache miss rate per 1000 
instructions, L2 data cache miss rate per 1000 instructions all on 1 node (36 cores) 

Next, we investigated the resource stall hardware counters. These correspond to instructions 
being stalled before they can execute. Resource stalls hardware counter  histogram in Figure 
9 shows the same pattern of imbalance as IPC, suggesting resource stalls are causing the IPC 
imbalance. This causes the load imbalance at low core counts. The ranks with fewer stalls 
have higher IPC and longer waiting times because they finish their work faster than the other 
processes and have to wait for them to catch-up. 
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Figure 9 Histogram of resource stalls on 1 node (36 cores) 

This imbalance in resource stalls varies with time. This variable imbalance could be due to 
different work distribution that changes with time. If it was removed and perfect load balance 
was achieved an improvement of up to 20% could be attained. Unfortunately links to the 
source code could not be gathered that would help locate the cause. However, the 
imbalanced behaviour is concentrated only in a certain section of the timeline. In Figure 10, 
we automatically located the different computational regions based on them executing 
similar numbers of instructions with a similar IPC. It can be seen that the yellow region 
contains signficant imbalance (not all ranks take the same amount of time), there is also some 
imbalance in the green section. Figure 11 shows a timeline of the IPC values for the 
computational regions. We can see that the sections that correspont to cluster 2 (yellow 
cluster) have the different IPC and hence that is where the IPC imbalance is located. The other 
imbalance cluster 1 (green cluster), and a little bit in cluster 2, is due to the instruction 
imbalance, as seen in Figure 12. However, without links to the source code we cannot further 
locate these regions. The yellow clusters occur after non-blocking sends and recieves and 
before the waitall and barrier calls, it might be possible to pin it down further with more 
detailed knowledge of the source code. 

 

 

Figure 10. Clustering analysis for timeline on 2 nodes. 

 

Figure 11. Timeline for 2 nodes of the computational regions coloured by IPC from low (light 
green) to high (dark blue). 
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Figure 12. Timeline on 2 nodes for the green cluster coloured by number of useful instructions 
from low (light green) to high (dark blue). 

 

On the higher core counts a different load imbalance became more obvious which is due to 
varying numbers of instructions. However, the imbalance still exists on fewer numbers of 
cores.  

Different boundary conditions were tested to narrow down the cause. However, the main 
load imbalance is still apparent, as shown in Figure 13. 

The boundary conditions were made to be periodic by inserting the following options into the 
input file: 

 

 

create:periodic-boundaries-x 

create:periodic-boundaries-y 

create:periodic-boundaries-z 

 

 

Figure 13. Useful instructions histogram on 16 nodes for original (left) and periodic boundary 
conditions (right) 

The Load Balance efficiency on 16 nodes with periodic boundary conditions is 89.4%, 
compared to 89.7% for the original version. These are well within the variation expected and 
there is no discernable difference. However, the Transfer Efficiency is slightly worse at 87.7% 
compared to 89.2% for the original version. Hence, using periodic boundary conditions has 
slightly worse performance overall due to the extra communications. 

The instruction imbalance on 16 nodes ocurrs in eight groups. This could be related to the 
domain decomposition of the system since the imbalance is reasonably constant throughout 
the timeline. On 16 nodes the work was split into a 3D grid of 8x8x9. To test this we used 6 
nodes which decomposes perfectly into a 3D grid of 6x6x6, the histogram of useful 
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instructions is shown in Figure 14.  

 

Figure 14. Histogram of useful instructions on 6 nodes with domain decomposition of 6x6x6 
grid 

It can be seen that the imbalance is still present. However, the Load Balance metric is 91.1% 
which is the highest seen for any core count. It seems likely that the imbalance is likely a 
combination of the grid decomposition as well as unequal work distribution within domains, 
likely related to the number of atoms assgined to each domain. This is more likely to cause 
load balance issues for real productions runs. For this reasonably well balanced input there is 
the potential to reduce runtime by about 20% and this will only be higher for more 
imbalanced inputs. Therefore, we suggest partitioning domains based on the number of 
atoms/work rather than into equal sized domains. Optimised libraries or alternate 
decomposition techniques exist for this purpose and it could be a potential Proof-of-Concept 
to implement this.  

 

 Computational Performance 

The Computational Scalability improved considerably with process count leading to the super-
linear scaling behaviour. The hardware metrics highlighted that this was due to improved IPC, 
as shown in Figure 15. 
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Figure 15. Plot of IPC 

The average useful IPC is quite low for most of the process counts, from our experience below 
one is poor. However, IPC on a single node has already been investigated in the previous Audit 
and PoC. 

To further investigate this we performed a clustering analysis on the data to track how each 
computational region changes with process count, see Figure 10 for the clustering timeline. 

 

Figure 16. Evolution of clusters on (left) 2 nodes and (right) 16 nodes, see Figure 10 for a 
timeline of the clusters. 

Figure 16 plots the clusters on Instructions vs IPC which shows how they are changing with 
number of cores. The instructions are reducing as expected and the IPC is increasing. The IPC 
increases similarly for all clusters. Also the spread has reduced considerably which 
corresponds to the improved IPC load balance on higher core count. 

Hardware counters were further investigated to locate the reason for the improvement and 
potential for increasing the low IPC on fewer processes. 
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Figure 17 Histograms of global resource stalls per 1000 instructions in computation for 2 nodes 
(left) and 32 nodes (right) with scale from 0 to 2500 resource stalls for both 

In Figure 17 it can be seen that the number of resource stalls drops significantly from 2 to 32 
nodes, the dark blue line shifts to the left.  

The different types of resource stall are shown in Table 1 with their average value per 1000 
instructions. 

Table 1. Average resource stalls per 1000 instructions 

Number of nodes 1 2 8 16 

RESOURCE_STALLS:RS 410 316 220 151 

RESOURCE_STALLS:ROB 144 118 78 77 

RESOURCE_STALLS:SB 308 279 176 114 

 

All of the stalls improve (reduce) when using more nodes. RESOURCE_STALLS:RS correspond 
to stalls related to the reservation station. These indicate that either the operands of an 
operation have not yet arrived or the functional unit is not ready. RESOURCE_STALLS:ROB 
correspond to stalls related to the reorder buffer being full. This suggests more time is being 
spent waiting for operands to arrive. RESOURCE_STALLS:SB correspond to stalls because data 
could not be stored fast enough. Improvement in this could be explained by reduction in the 
memory used per process due to strong scaling and less contention for the memory 
bandwidth. 

 

To test this we ran with a fixed number of MPI ranks but on increasing numbers of nodes so 
that there is more memory and less contention for the memory. 

  

 

Table 2. Average resource stalls per 1000 instructions with fixed number of MPI ranks 

MPI ranks 36 36 36 

Nodes 1 2 4 

RESOURCE_STALLS:RS 410 328 155 

RESOURCE_STALLS:ROB 144 105 30 

RESOURCE_STALLS:SB 308 279 152 
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In Table 2 the resource stalls all improve with more memory available which confirms our 
assumption that the IPC performance improves on higher core counts due to reduction in 
memory needed per core from the strong scaling approach. Since a system size was used that 
is suited to running on thousands of cores, it is not as optimal to run it on small numbers of 
nodes. Therefore, care needs to be taken for optimal performance to match the number of 
cores with the system size to be simulated. 

More work could be done to test out the sensitivity to memory and memory bandwidth. It 
could be worth optimising the IPC if wanting to run this computation on up to 10 nodes, 
however the existing POP PoC is investigating this further. 

 Communication 

Transfer Efficiency is the leading cause of inefficiency at higher process counts. Comparing 
with the behaviour on an ideal network (zero latency, infinite bandwidth) is shown in Figure 
18. It is clear that a considerable amount of time is saved, an improvement of around 25% in 
the runtime on 32 nodes.  

 

 

 

Figure 18. Timelines of MPI calls on 32 nodes for (top) observed behaviour (bottom) simulated 
on ideal network (zero latency, infinite bandwidth) 

We simulated the impact of different networks to investigate the impact of latency versus 
bandwidth with an orthogonal sweep of the parameter space, shown in Figure 19 and Figure 
20. 
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Figure 19. Speedup evolution with a fixed latency of 2µs for varying bandwidths on 32 nodes 

 

 

 

Figure 20. Speedup evolution for fixed bandwidth with varying latency on 32 nodes 

From simulating the application behvaiour for different network parameters we can see that 
it is insensitive to bandwidths above 100 MB/s irrespective of latency, and highly sensitive to 
latencies over about 4 microseconds, the point at which the speepup drops off. Since latency 
is the main issue and the number of bytes transferred isn’t huge, this is likely due to the 
frequency of short communication calls, shown in Table 3. 
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Table 3. Average duration and number of MPI calls for 8 nodes 

MPI Call Average number of 
calls 

Average call length Average bytes 
transferred per 
call 

MPI_Isend 100 32.6µs 25,191 

MPI_Irecv 100 23.2µs n/a 

 

The communication pattern for 16 nodes is shown in Figure 21. The version with periodic 
boundary conditions is also included. There are minor differences, as expected. 

 

 

Figure 21. Communication pattern on 16 nodes for (left) original and (right) periodic boundaries. 
Gradient coloured by number of bytes sent. 

 

One way to reduce the impact of communication on the application is to implement a hybrid 
MPI + OpenMP version which would not need any MPI communication within a node and 
reduce the impact of the short frequent MPI calls and hence reduce the sensitivity to latency 
of the application. It would also reduce the communication between nodes as it could be 
combined into just one message per node. The maximum benefit achieved on 32 nodes is a 
25% improvement, however it is likely to allow better performance at larger scales as well. 
MPI Neighbourhood Collectives could also be tried as a quicker way to reduce the latency 
impact of the communication by replacing the point-to-point calls. 

 

 Summary of Observations 

The application scales well to over 1000 processes. The main improvements are due to the 
strong scaling approach where the memory usage improves which improves the IPC. 

Transfer Efficiency is the main inefficiency: 
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• Strong sensitivity to the latency of the machine is shown but only sensitvity to 
bandwidth below 100 MB/s 

• Will continue to get worse at higher core counts 

Recommendation: improvement from hybrid MPI + OpenMP communication scheme 
to reduce the number of small MPI calls within a node. Alternatively MPI 
Neighbourhood Collectives would be a quicker way to reduce the impact of latency. 

 

Load Balance has some room for improvement: 

• There is a large amount of variability in the IPC across ranks at low core counts leading 
to imbalance 

• Source code location of this imbalance could be investigated further with the 
developers 

• At higher core counts the IPC variability evens out and underlying imbalance in the 
work distribution becomes more apparent 

Recommendation: Improve domain partitioning based on the work distribution, this 
could save more than 20% performance. 

 

Computational Scalability improved considerably: 

• Due to an improvement in the average IPC for larger runs 

• IPC improvement is due to reduced memory used with strong scaling 

• This suggests there is an optimal number of nodes to run on based on the system size 
simulated 

 Appendix – Input file 

#------------------------------------------ 

# Sample vampire input file to perform 

# benchmark calculation for v4.0 

# 

#------------------------------------------ 

 

#------------------------------------------ 

# Creation attributes: 

#------------------------------------------ 

dimensions:unit-cell-size = 3.54 !A 

dimensions:system-size-x = 77 !nm 

dimensions:system-size-y = 77 !nm 

dimensions:system-size-z = 77 !nm 

 

#------------------------------------------ 

# Material Files: 

#------------------------------------------ 

material:file=Co.mat 

 

#------------------------------------------ 
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# Simulation attributes: 

#------------------------------------------ 

sim:temperature=300.0 

sim:time-steps-increment=10 

sim:total-time-steps=50 

sim:time-step=1.0E-15 

 

#------------------------------------------ 

# Program and integrator details 

#------------------------------------------ 

sim:program=benchmark 

sim:integrator=llg-heun 

 

#------------------------------------------ 

# data output 

#------------------------------------------ 

output:real-time 

output:magnetisation 

 

screen:time-steps 

screen:magnetisation-length 

 


