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 Background 

Applicants Name: Andras Horvath 
Applications Organisation: Rheologic GmbH 
Application Name: chtMollierSolver – OpenFOAM solver 
Programming Language: C++ 
Programming Model: MPI 
Source Code Available: No 
Input data: Customer’s input 
Performance study: Proof of Concept 
 

Trace data was collected using Extrae 3.4.3. Paraver 4.6.3 was used to 
visualise the data.  

Rheologic develop new solvers for the OpenFOAM-framework, in this case 
uhiSolver (Urban Heat Island Solver). This is a program to forecast local 
conditions (like thermal comfort) during the hottest days of summer in densely 
built urban areas including the cooling effects of plants and water surfaces 
due to evaporation. The software used for simulations was OpenFOAM-
v1612+ with OpenMPI-1.6.5 both compiled using gcc-4.8.4. 
 
uhiSolver calculates and models air-flow with day/night cycles, sun movement 
across the sky including direct and diffuse radiation as well as reflections, 
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different surfaces albedos, buoyancy effects in air flow and evaporative 
cooling.  
 

 Scope of the Activity 

2.1 Previous Assessment and Recommendations 
A POP Audit has already taken place, POP_AR_66. It found that overall the 
application focus of analysis (FOA) scaled well, with super-linear scaling due to 
improvement of the IPC (instructions per cycle). 

Load Balance was the most significant bottleneck and was found to be due to 
reduced IPC on some ranks caused by increased cache misses. On 128 cores 
the Load Balance was only 67.4%. Both the Serialization and Transfer 
Efficiencies were over 80% with much less potential for improvement. 

The recommendation that will be addressed and tested in this report is to 
improve the load balance by improving the locality of data and reducing the 
cache misses.  

2.2 Use-case and evaluation metrics 
This PoC uses the same input data as the Audit. 

If the Load Balance was ideal, the potential improvement would be 30% in the 
FOA on 128 cores. The same FOA, the second timestep, will be used to re-
calculate the POP metrics to assess the change in performance. 

 

2.3 Target system 
The execution traces were gathered by Rheologic on a cluster made up of dual 
CPU nodes featuring Intel Xeon E5-2650 v2 clocked at 2.60GHz -- so 2x8 cores 
per node. The nodes have 64 to 256 GB DDR3 1866MHz ECC Registered RAM 
installed per node. The interconnect is Intel QDR-80 dual-link high-speed 
InfiniBand with fat tree topology. The cluster operating system is CentOS 7. 

 Implementation 

The CFD simulation mesh used in the simulation gets decomposed into cells 
(domains). The new implementation now calls renumberMesh[] which 

renumbers the cell list during the initialisation phase. The aim is to improve the 
locality of the data and hence cache usage, which was indicated to be causing 
load imbalance in the audit assessment. 
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 Re-Analysis 

4.1 Application structure  
 

Figure 1 shows a timeline of the duration of useful computation for 32 MPI 
processes for the original and the new version; time is shown along the x-axis 
and the different processes are along the y-axis. There is an initialization 
period, then the main compute section and negligible finalization. There are 
nine timesteps with the first one having slightly different behavior than the 
other eight, which are highlighted in red in Figure 1. The general structure 
has not changed much between versions and the initialization period is also 
not inflated from extra computation associated with the renumbering. 

 

 

 

Figure 1 Timeline of Useful Duration for 32 MPI ranks for the original (top) and new 
(bottom) versions, the main computational region is highlighted in red. Gradient 
colouring highlights the length of each computational section, measured in μs. 

 

As in the previous audit, the analysis focusses on a section of the main 
computation. The second timestep was taken to be the focus of analysis (FOA).  
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4.2 Scalability 
 

 

Figure 2 Scaling for FOA comparing renumbered and original. The same reference of 
16 cores on the original was used for both 

Figure 2 shows that the scaling behaviour for the new version is significantly 
better on 128 cores but there is almost no improvement on just 32 cores. This 
makes sense from the metrics calculated in POP_AR_66 where the load 
balance only started to degrade at higher core counts. The speed up on 128 
cores has improved by about 25% in the new version. 

4.3 Efficiency 
 
We quantify the performance of the code within the Focus of Analysis using 
the metrics shown in Table 1. The values are all efficiencies, generally 
ranging from 0 to 100%, with 100% being ideal and 80% considered as the 
cut-off for ‘good’ performance. The headline figure is the Global Efficiency, 
which is the product of the Parallel Efficiency and Computational Scalability. 
Useful time is defined to be time within computation only, e.g. excluding MPI. 
Hence useful instructions refer to instructions executed within computational 
regions only. 
 

• Parallel Efficiency is the product of the Load Balance, Transfer 
Efficiency and Serialization Efficiency.  

• Load Balance is the ratio of the average time a process spends in 
computation to the maximum time and shows how unbalanced the time 
spent in work is globally.  

• Transfer Efficiency gives the amount of time lost in transferring data. 
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• Serialization Efficiency gives the efficiency due to time lost to 
overheads, which occur when processes wait for other communication 
partners to arrive or from local load imbalance. 

• Communication Efficiency is the product of Transfer and Serialization 
Efficiencies. 

• Computational Scalability shows how the total time spent in 
computation varies with the number of processes. It is a relative scaling 
of total time in computation compared to the value on the smallest 
number of cores (excluding MPI).  

• Instruction Scalability compares the total number of useful instructions 
executed for different numbers of processes, again it is a scaling 
relative to the value on the smallest number of cores.  

• IPC is the number of useful instructions executed per cycle and the IPC 
Scalability shows how its value varies with process count. The values 
of computational, instructions and IPC efficiencies are all calculated 
relative to the value on the smallest number of cores.  

• Frequency Scalability compares the CPU frequency (cycles per 
second) relative to the value on the fewest cores. This shows whether 
there are any fluctuations in the speed of the machine. 

A more detailed description of these metrics can be found at 
https://sharepoint.ecampus.rwth-
aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf. 

 

Table 1 Efficiency table comparing the original and the renumbered version, coloured 
with a gradient so >80% is green. All reference values used are from 16 core original 

version run. 

 Original  Renumbered 

nodes 1 2 8  2 8 

cores 16 32 128  32 128 

Global Efficiency 91.4% 95.3% 99.5%  97.4% 124.1% 

Computational     
100.0% 110.4% 193.7% 

 
115.1% 196.4% 

Scalability 

Parallel Efficiency 91.4% 86.4% 51.4%  84.7% 63.2% 

 Load Balance 95.5% 93.3% 67.4%  95.6% 89.7% 

Communication               

95.6% 92.6% 76.1%  88.6% 70.5%  Efficiency 

Serialization   
Efficiency 

97.8% 96.4% 87.8% 
 

91.8% 81.3% 

Transfer 
Efficiency 

97.8% 96.0% 86.8% 
 

96.5% 86.8% 

     
   

Instruction Scalability 100.0% 99.5% 97.8%  104.1% 100.3% 

Instructions per Cycle 
(IPC) Scalability 

100.0% 111.0% 199.8%  110.3% 199.8% 

Frequency Scalability  100.0% 100.1% 99.6%  100.2% 99.5% 

 

https://sharepoint.ecampus.rwth-aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf
https://sharepoint.ecampus.rwth-aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf
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From the efficiencies in Table 1, the main points to note are that the Load 
Balance improves from 67.4% to 89.7% on 128 cores in the new version, 
meaning the performance gain of over 20% is due to the improved load 
balance. This is slightly offset by a small decrease in the Serialization 
Efficiency but overall there is still a clear improvement. The rest of the metrics 
are very similar between the two versions. The new version has an Instruction 
Scalability of over 100% because the reference value used is the original 
version on 16 cores, meaning that there are slightly fewer total instructions in 
the new version. The improvement in the global efficiency correlates well with 
the improvement in the speed up. 

In the new version the main bottleneck is the Communication Efficiency, 
specifically the Serialization Efficiency. The Transfer Efficiency is very 
consistent which suggests that the amount of data transferred has not 
changed, which is to be expected.  

4.4 Load Balance  
 

The Load Balance was the main issue highlighted in the POP performance 
Audit done previously. With the renumbering in the new version, this has 
improved considerably and is no longer a major issue. The histograms in  
Figure 3 display binned values of the metric, with darker colours signifying that 
there is more cumulative time spent that falls within that bin. The y-axis is 
processes and the x-axis is bin values. 

  

Figure 3 Histograms of useful duration (left) and useful instructions (right) for the 
original (top) and new (bottom) versions 

In Figure 3, we can see that the histograms are a lot more balanced for the 
new version. There is a much greater spread of durations and instructions but 
not much time is spent in them so they have only a minor impact on the load 
balance.  

Figure 4 and Figure 5 show zoomed-in timelines for the new and original 
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versions respectively. It can clearly be seen that there is a lot less time 
waiting, the dark blue regions of computation are a lot more regular. Also, the 
IPC is more consistent within the computational regions.  

 

Figure 4 Timeline of the old version, useful duration (top) and useful IPC (bottom) on 
128 cores. 

 

 

Figure 5. Timeline of the new version of useful duration (top) and useful IPC (bottom) 
on 128 cores. 

 

 

4.5 Computational Performance 
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The overall IPC of the two versions has not noticeably changed, as expected. 
There is still a large improvement from 16 to 128 cores that accounts for the 
super-linear behaviour as shown in Table 2. 

 

 
 

IPC original IPC 
new 

16 0.69 0.69 

32 0.77 0.76 

128 1.38 1.38 

Table 2 IPC values for the original and new versions 

 

4.6 Communication 
 

The Communication Efficiency is now the largest contributor to inefficiency in 
the new version. This is mainly due to serialization rather than data transfer. 
This means that time is spent waiting due to dependencies in the MPI calls. 

Figure 6 shows a timeline where all data transfer has been removed in order 
to highlight the serialization in the communication. Near the end of the timeline 
there is only one rank executing, which means all the others are waiting for it.  

 

 

Figure 6. Simulated ideal timeline showing useful duration on 128 cores with zero time 
in data transfer 

Further investigating the inefficiency, Figure 7 shows the histogram of useful 
instructions for the timeline. It can be seen that the number of instructions are 
very well balanced across the ranks and that the delayed rank, 104, is doing 
the same amount of work as all of the other ranks. The colouring shows how 
much time is spent in each bin, the dark blue entry on the left corresponds to 
rank 104 that is causing the delay.
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Figure 7 Histogram of useful instructions 

 

Figure 8 Cycles per µs histogram 

Figure 8 shows the histogram for the CPU frequency of the computation 
regions. There is a clear outlier with very low frequency on the left which 
corresponds to the slow section of computation on rank 104.  

Figure 9 is zoomed into a subset of ranks showing the IPC of the computational 
sections. Rank 104 has a section with significantly lower IPC, which is coloured 
yellow in the figure. This means that one of the small pieces of computation in 
between communication took considerably longer than on all other ranks and 
thus held up the simulation. This is as well as the reduced frequency, i.e. the 
work is being performed at a slower rate (lower IPC) and the internal clock is 
actually slowing down as well. 
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Figure 9 Timeline for subset of MPI ranks showing useful IPC value and communication 
lines for ranks in the subset. 

 

 

Figure 10 Zoomed in view of L1 data cache miss ratio per 1000 instructions 

Figure 10 shows that the cache miss rates are high in general and the long 
blue section of rank 104 doesn’t look out of place. However, from the pattern of 
the computation, sections with high cache misses (dark blue) are interspersed 
with shorter green sections with low cache miss rates. On rank 104, one of 
these small sections has a much higher miss rate and that is causing the 
reduced IPC seen in Figure 9. 

The drop in frequency and the high L1 cache miss rate could be due to I/O; 
reinstallation of Extrae with –-enable-instrument-io included would be 

necessary to confirm this. 

This pattern of slow computation holding up the communication repeats 
throughout the timestep. 
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Figure 11 Longer timeline view of useful duration on 128 cores 

Figure 11 shows a more zoomed out view, there are three similar delays 
caused by a single rank. The rank causing the delay changes throughout the 
timeline. 

The solid phase of the execution has a Serialization Efficiency of 88.5%, which 
is higher than the global value of 81.3% and is very close to the value for the 
original version. This means that the fluid phase is the main concern for the 
inefficiency due to serialization in the new version. 

 Conclusion 

• Load balance has successfully been improved by renumbering the 
mesh. On 128 cores the Load Balance metric has improved from 67.7% 
to 89.7%. 

• Overall the performance of the application has improved by about 25% 
due to: 

o Improvement in the load balance leading to a performance gain 
of around 22% 

o A small reduction in the number of instructions executed  

o This is very close to the maximal improvement that could be 
gained and constitutes a successful PoC. 

• Serialization and dependencies in the communication are now the 
largest bottleneck in the application. 

o Small sections of computation in between communication 
occasionally take longer than usual due to low CPU frequency. 

o The same section also has an increased cache miss rate. 

o Further investigation of whether this is due to I/O would need re-
installation of Extrae and new traces but there is more limited 
potential for improvement. 

 


