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 Background 1

Applicants Name: Richard Evans 
Applications Organisation: University of York 
Application Name: Vampire 
Programming Language: C++ MPI 
Programming Model: Object Oriented 
Source Code Available: Yes 
Input data: Customer’s input 
Performance study: Proof of Concept 
 

Vampire is a general purpose code for calculating the equilibrium and dynamic 
magnetic properties of magnetic materials. It is designed to cope with a wide range of 
magnetic phenomena, including spin glass, ferro, ferri and antiferromagnets, and 
magnetic anisotropies. It can simulate a variety of structural media, including bulk 
systems, thin films, nanoparticles, and various crystal structures. 
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The aim of this study is to investigate several recommendations made during an 
earlier Performance Audit of the Vampire code. 

The results in this study were generated primarily using version 18.0.1 of the Intel 
compilers with Intel MPI version 5.3.1. Version 6.3.1 of the GNU compiler was also 
used to provide a comparison of runtimes. 
 

Trace data was collected using Extrae 3.5.2. Data analysis was performed using 
Paraver 4.6.4, Intel Advisor 2018 and Intel VTune 2018. 

 Scope of the Activity 2

2.1 Previous assessment and recommendations 
A POP audit has already taken place, POP_AR_9. It found that the application 
scaled well on a small number of cores and, in the region of interest (ROI), the 
distribution of computation across MPI processors was very well balanced, with a 
measured load balance on four processors of 97.91%. 

The communication efficiency was slightly lower, at 83.14%, suggesting there could 
be some room for improvement in the efficiency of the communication between 
processes. Specifically, the time spent receiving messages was found to be quite 
high and imbalanced across the processors. These issues have been investigated in 
a POP performance plan, POP_PP_13, which further investigated the performance 
of the code on multiple nodes. 

The POP audit also investigated the serial performance of the code. Three main 
issues were found that, if addressed, could potentially yield significant performance 
improvements. 

1. The random number generator mtrandom::gaussian could be improved by 

using highly optimised algorithms to produce vectors of results. This 
improvement would be more pronounced when large numbers of random 
numbers are needed at once. 

2. There are several loops (most notably those in exchange::fields.cpp, 

anisotropy::fields.cpp and  mpi::LLG_Heun_mpi.cpp) that account for a 

significant proportion of the runtime but are not vectorised. By checking for 
data dependencies, and refactoring code (swapping the order of loops if 
necessary), additional vectorisation could lead to corresponding performance 
improvements. 

3. The function calculate_exchange_fields in exchange::fields.cpp has a 

large number of L1 and L2 cache misses. This is because the loop therein 
cycles through lists of nearest neighbours that will not, in general, be close in 
memory. Unrolling the outer loop or swapping the order of the loops could 
yield performance improvements. 

It is these recommendations that will be addressed and tested in this report. 
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2.2 Use-case and evaluation metrics 
This proof of concept uses the same input data as the audit. 

The same region of interest, consisting of 10 iterations, will be used to provide 
timings comparing the performance of the original and modified code. This region of 
interest will also be used to re-calculate the POP metrics, in order to assess the 
scalability of the modified code. 

 

2.3 Target system 
The execution traces and runtime results were gathered on an Intel Xeon 6148 
processor containing 20 cores, and providing up to 40 hardware threads. Hyper-
threading was used for the tests in Section 4 to allow the number of MPI processes 
to exceed the number of physical cores. 

The operating system was Fedora 21. 

 Implementation 3

In this section we describe the changes we made to the code. Note that after each 
alteration, we ran a test code that had been supplied to us to check the validity of the 
output data. 

 

3.1 Use of AVX512 Instruction set 
The makefile supplied with the Vampire code only uses SSE3 vector instructions. To 
make best possible use of the target system, the code was compiled on the Intel 
Xeon 6148 machine with the AVX512 instruction set enabled. This can be done using 
the –axCOMMON-AVX512 compiler flag for the Intel compiler and the –march=common-

avx512 compiler flag with GCC. All results in this study were obtained using these 

compiler flags. 

 

3.2 Intel Vector Advisor results for the original code  
The code was analysed using Intel Vector Advisor. Figure 1 shows a summary of the 
results on 1 process. 

The Intel Vector Advisor output suggests the code is dominated by a small number of 
loops. Figure 2 shows further detail on whether the compiler was successful in 
vectorising these loops. We note the following: 

• Approximately 11% of the program runtime is spent in random number 
generation, in mtrandom::gaussian. 

• The only loop that was vectorised is exchange::fields.cpp:62, using AVX2 

instructions. 

• The remaining loops were not vectorised because data dependencies were 
assumed to be present by the compiler. 
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• There is a warning about “potential underutilization of FMA instructions” in 
anisotropy::fields.cpp:60. 

Note that different compilers, and indeed different versions of the same compiler, do 
not necessarily vectorise the same loops as each other. The results in Figure 2 are 
specific to the Intel 18.0.1 compiler. 

 

 

Figure 1: Intel Vector Advisor summary for the original code. 

 

 

Figure 2: Intel Vector Advisor analysis of the loops in the original Vampire code. 

 

3.3 Random number generation 
The function mtrandom::gaussian accounts for approximately 11% of the program 

runtime. It generates random numbers in a scalar manner and could therefore be 
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improved by using highly optimised algorithms to produce vectors of random 
numbers. 

To this effect we replaced calls to mtrandom::gaussian with calls to the function 

vdRngGaussian from the Intel MKL Vector Statistics Library (VSL). 

Note that both mtrandom::gaussian and vdRngGaussian use the MT19937 base 

generator to generate uniform random numbers. Subsequently, mtrandom::gaussian 

uses the Ziggurat generator to convert to Gaussian random numbers. However, the 
Ziggurat generator is not available in VSL, so the inverse cumulative distribution 
function (ICDF) generator was used in its place. This means that, while both the 
original and the edited code both generate random Gaussians based on MT19937, 
they cannot be made to generate identical random numbers as each other, even 
when provided with the same seed. Nonetheless, the switch to the Intel VSL routine 
did not cause the supplied test program to fail. 

Depending on the number of cores used, the switch to vdRngGaussian resulted in a 

speedup of up to ~21%, as discussed further in Section 4. 

 

3.4 Vectorisation of additional loops 
The non-vectorised loops in Figure 2 were analysed further using Vector Advisor to 
investigate whether the data dependencies assumed by the compiler were indeed 
present. Figure 3 shows that, in fact, there were no data dependencies present. 

 

 

Figure 3: Dependency analysis for non-vectorised loops. 

 

We forced the compiler to vectorise these loops using the #pragma omp simd 

directive, as shown in Figure 4. 

The speedup resulting from the additional vectorisation was more modest: 
significantly less than 5% on one or two cores, and negligible for higher core counts. 
However, the vectorisation resulted in greater speedups when we tried some other 
datasets. 
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Figure 4: Example of the use of the #pragma omp simd directive taken from LLGHeun-mpi.cpp. 

 

3.5 Code refactoring 
The nested loop shown in Figure 5 is found in exchange::fields.cpp. The outer 

loop is over each atom under consideration and the inner loop is over the nearest 
neighbours of that atom. 

 

 

 

 

 

 

 

Figure 5: Code snippet from exchange::fields.cpp. The ellipsis signifies one or more lines of 

code excised from this figure for clarity. 

 

Figure 6 shows that the strides used to traverse the inner loop are variable and 
unpredictable. This causes the L1 and L2 cache misses reported in the POP audit. 

 

 

Figure 6: Vector Advisor stride analysis of exchange::fields.cpp nearest neighbour loop. Note 

that the ID column is used by Vector Advisor to refer to the memory access location. 

#pragma omp simd 

for(int atom=pre_comm_si;atom<post_comm_ei;atom++){ 

 x_initial_spin_array[atom]=atoms::x_spin_array[atom]; 

y_initial_spin_array[atom]=atoms::y_spin_array[atom]; 

z_initial_spin_array[atom]=atoms::z_spin_array[atom]; 

} 

for(int atom=start_index; atom < end_index; ++atom){ 

 ... 

for(int nn=start; nn < end; ++nn){ 

 const int natom = neighbour_list_array[nn]; 

 ... 

} 
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One potential way of alleviating this problem is to restructure the code so that the 
outer loop traverses the nearest neighbour array. The structure of the new code is 
shown in Figure 7. We loop over the entirety of the nearest neighbour array (rather 
than the segment corresponding to a particular atom) and obtain the corresponding 
atom, within each iteration of the loop. As a result there is now no inner loop at all. 

Unfortunately, a data dependency prevents the single loop from being vectorised. 
The resulting code is considerably slower (up to 50% depending on the number of 
processes) than the original version of exchange::fields.cpp, presumably due to 

the scalar nature of the code. We therefore discarded this code alteration. 

It is possible that, after further investigation, performance improvements could be 
made by completely restructuring the way in which atoms and their nearest 
neighbours are stored from the outset, for example by sorting atoms into the order in 
which they will later be used. This would require wholesale changes to the entirety of 
the code and is beyond the scope of this study. 

 

 

 

 

 

 

 

 

Figure 7: Potential new structure for the loop in exchange::fields.cpp. 

 

3.6 Additional minor changes 
In this section we describe some further minor changes that we made to the code in 
an attempt to extract further performance improvements. 

 

Data alignment 

Alignment is a restriction on where in memory the first byte of a contiguous piece of 
data can be stored. The performance of certain instruction sets can be improved 
when data is aligned to a certain number of bytes (for example SSE requires data to 
be aligned to 16 bytes). 

The alignas specifier forces data alignment. For example, the declaration 

alignas(64) std::vector <double> x_spin_storage_array 

ensures that the memory address of x_spin_storage_array is a multiple of 64. 

The directive #pragma vector aligned informs the compiler that the data in the 

loop immediately following the directive is aligned. 

const int first = neighbour_list_start_index[start_index]; 

const int first = neighbour_list_end_index[end_index-1] + 1; 

for(int nn=first; nn < last; ++nn){ 

const int atom = neighbour_list_array[nn]; 

 ... 

} 
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Note that there are other ways specific to the Intel compiler of achieving this, but 
alignas and #pragma vector aligned are more portable. 

We enforced data alignment in this manner to the loops in exchange::fields.cpp, 

anisotropy::fields.cpp and LLGHeun-mpi.cpp. 

 

Array refactoring 

Changing the order in which data is stored in arrays can improve cache use. 

There are some instances in the code where three different arrays are used to 
represent the x, y and z values of some quantity. For example in LLGHeun.hpp the 

vectors x_euler_array, y_euler_array, and z_euler_array are declared. 

In order to improve cache use, we replaced these arrays with a single array 
euler_array, three times the length of x_euler_array. This new array interleaves 

the values of x_euler_array, y_euler_array, and z_euler_array so that, for 

example, every third element of euler_array contains the values of x_euler_array. 

We replaced calls to x_euler_array, y_euler_array, and z_euler_array in the 

code with calls to euler_array. Figure 8 gives an example how this was done. 

Note that this change was also applied to the other arrays declared in LLGHeun.hpp. 

 

 

 

 

 

 

 

Figure 8: Code changes to LLGHeun-mpi.hpp. The commented out lines show the original code. 

 

As shown in Section 4, collectively the data alignment and array refactoring changes 
made no discernible difference to the runtime of the code. 

 

3.7 Intel Vector Advisor results for the modified code 
Figure 9 shows a summary of the Intel Vector Advisor analysis for the code with the 
modifications made in sections 3.3-3.6. Figure 10 gives a more detailed analysis of 
the loops. 

We note from Figure 10 that the major loops are now successfully vectorised. 
Although AVX512 instructions were available on the machine, the compiler was 
unable to fill the longer vector units, so mainly resorted to AVX2 vectorisation. 

//x_euler_array[atom] = xyz[0]; 

//y_euler_array[atom] = xyz[1]; 

//z_euler_array[atom] = xyz[2]; 

euler_array[3*atom] = xyz[0]; 

euler_array[3*atom+1] = xyz[1]; 

euler_array[3*atom+2] = xyz[2]; 
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Vector Advisor warns that, in many of the loops, there may be inefficient memory 
access patterns. As discussed in Section 3.5, this is due to the irregular manner in 
which the atoms and their nearest neighbours are traversed. 

Note that Vector Advisor also cautions that vector register spilling and data type 
conversions are present in MKL VML and __vsldBRngMT19937 respectively. These are 

part of the Intel MKL Vector Statistics Library, so we are unable to address these 
issues here. 

 

Figure 9: Intel Vector Advisor summary for the modified code. 

 

 

Figure 10: Intel Vector Advisor analysis of the loops in the modified Vampire code. 

 

Only those loops that were exercised by the test input data were analysed in Figure 
10. There are various other similar loops in the code that could benefit from forced 
vectorisation. Although for this dataset, the additional vectorisation gave very modest 
results, it may be more significant for other datasets. We therefore recommend that 
these loops are analysed in a similar manner, using appropriate input data. 



 
 

Vampire, POP_PoCR_15 
 

11 
 

 Re-Analysis 4

4.1 Runtime comparisons 
Figure 11 shows runtimes for the region of interest on a range of processes. 
Runtimes are shown for the original code together with the incremental modifications 
made in Section 3. Depending on the number of processes, switching to the Intel 
MKL Vector Statistics Library for random number generation lowers the runtime by 
up to 21%. Additional vectorization lowers the runtime by up to a further 5% when the 
GCC compiler is used on a single core, although this effect becomes negligible 
elsewhere. Data alignment and array refactoring also appear to make a negligible 
difference to the runtime. 

Figure 12 shows similar results using the GCC compiler. Runtimes were similar to 
those for the Intel compiler. 

Depending on the number of cores used, we saw overall improvements in runtime 
between 6% and 25%. 

 

 

Figure 11: Runtimes for the region of interest using the Intel 18.0.1 compiler. 
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Figure 12: Runtimes for the region of interest using the GCC 6.3.1 compiler. 

 

4.2 Scalability 
Figure 13 shows the speed-up of the region of interest on up to 40 processes, 
together with a line showing the ideal linear speedup. 

We observe that, for both compilers used, the modified code scales slightly better 
than the original code. However in each case, the scaling plateaus above 16 cores. 
This is consistent with the runtimes shown in Figures 11 and 12. 

We used Intel VTune to investigate this behaviour. Figure 14 shows an example of 
the memory usage summary for the modified code on 16 cores. Of interest here is 
the “DRAM Banwidth Bound” value, which represents the percentage of elapsed time 
spent in high DRAM bandwidth utilisation. On its own it does not allow us to draw any 
firm conclusions. However we tabulated the values, together with the maximum 
memory bandwidth attained, for various core counts. These are shown in Table 1. 

Table 1 suggests that the poor scaling on 16 threads and above is likely to be caused 
by memory bandwidth issues, with an increasing percentage of time spent in high 
DRAM bandwidth. The peak bandwidth of 179 GB/sec is consistent with the 
maximum sustainable bandwidth from the Stream benchmark (see 
https://www.cs.virginia.edu/stream/), the output of which is shown in Figure 15. 

It is possible that this bandwidth limitation could be alleviated by removing some of 
the memory accesses from the loops in the code. Another potential avenue of 
investigation is the manner in which the domain decomposition is performed on 
varying numbers of MPI processes. 

Note that on 32 processes, the scaling and bandwidth issues could be related to the 
use of hyper-threading, so better scaling may be seen on a different test machine. 
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Figure 13: Speed-up of region of interest. 

 

 

Figure 14: Intel VTune memory access summary for the modified code on 16 cores. 
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 Maximum 

bandwidth (GB/sec) 

DRAM Bandwidth 

Bound 

1 24 0.0% 

2 39 0.0% 

4 74 0.0% 

8 114 0.0% 

16 139 13.1% 

32 179 22.1% 

Table 1: Maximum bandwidth and bandwidth bound percentage for the modified code. ‘DRAM 
Bandwidth Bound’ represents the percentage of elapsed time spent in high DRAM bandwidth 

utilization as measured in an Intel VTune Memory Access analysis. 

 

       

Figure 15: Sample output from the Stream benchmark showing sustainable memory bandwidth 
on the test system on 32 threads. 

 

4.3 Performance metrics 
We quantify the performance of the code within the region of interest using the 
metrics shown in Table 2. The values are all efficiencies, generally ranging from 0 to 
1, with 1 being ideal and 0.8 considered as the cut-off for ‘good’ performance. The 
headline figure is the Global Efficiency, which is the product of the Parallel Efficiency 
and Computational Scalability. Useful time is defined to be time within computation 
only, e.g. excluding MPI. Hence useful instructions refer to instructions executed 
within computational regions only. 
 

• Parallel Efficiency is the product of the Load Balance, Transfer Efficiency and 
Serialization Efficiency.  

• Load Balance is the ratio of the average time a process spends in computation 
to the maximum time and shows how imbalanced the time spent in work is 
globally.  

• Transfer Efficiency gives the amount of time lost in transferring data. 

• Serialization Efficiency gives the efficiency due to time lost to overheads, 
which occur when processes wait for other communication partners to arrive 
or from local load imbalance. 

• Communication Efficiency is the product of Transfer and Serialization 
Efficiencies. 

• Computational Scalability shows how the total time spent in useful 
computation varies with the number of processes. It is a relative scaling of 
total time in computation compared to the value on the smallest number of 
cores (excluding MPI).  
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• Instruction Scalability compares the total number of useful instructions 
executed for different numbers of processes, again it is a scaling relative to 
the value on the smallest number of cores.  

• IPC is the number of useful instructions executed per cycle and the IPC 
scalability shows how its value varies with process count. The values of 
computational, instructions and IPC efficiencies are all calculated relative to 
the value on the smallest number of cores.  

• Frequency Scalability compares the CPU frequency (cycles per second) 
relative to the value on the fewest cores. This shows whether there are any 
fluctuations in the speed of the machine. 

 
A more detailed description of these metrics can be found at 
https://sharepoint.ecampus.rwth-
aachen.de/units/rz/HPC/public/Shared%20Documents/Metrics.pdf. 
 

Table 2 shows the POP metrics for Vampire before and after the code changes 
discussed in Section 3. Note that computation scalability, instruction scalability, IPC 
scalability and frequency scalability are computed relative to a reference case. Here 
we took as the reference case the original code running on one process. 

  Original New 

Cores 1 2 4 8 16 32 1 2 4 8 16 32 

Global Efficiency 1.00 1.01 0.97 0.85 0.57 0.45 1.20 1.24 1.14 0.99 0.62 0.51 

Computational Scalability 1.00 1.02 0.98 0.86 0.64 0.47 1.20 1.25 1.17 1.01 0.72 0.53 

Parallel Efficiency 1.00 1.00 0.99 0.99 0.89 0.97 1.00 0.99 0.98 0.98 0.86 0.95 

 Load Balance 1.00 1.00 0.99 0.99 0.89 0.98 1.00 0.99 0.98 0.99 0.87 0.96 

          Communication               
1.00 1.00 1.00 1.00 0.99 0.99 1.00 1.00 0.99 0.99 0.98 0.99 

          Efficiency 

                    Serialization   Efficiency 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.99 1.00 

Transfer Efficiency 1.00 1.00 1.00 1.00 1.00 0.99 1.00 1.00 1.00 0.99 0.99 0.99 

                
Instruction Scalability 1.00 1.00 1.00 1.00 1.00 1.00 1.78 1.78 1.78 1.78 1.77 1.74 

Instructions per Cycle (IPC) 

Scalability 
1.00 1.01 0.99 0.92 0.72 0.44 0.68 0.72 0.68 0.62 0.48 0.30 

Frequency Scalability 1.00 1.00 0.99 0.94 0.92 1.07 0.98 0.98 0.97 0.92 0.87 0.84 

 

Table 2: POP performance metrics for the region of interest using the original and the modified 
code, compiled with Intel 18.0.1, with the original code on one process taken as the reference 

case. 

 

We make the following comments on the metrics shown in Table 2. 

• On more than eight cores, the global efficiency of both the original and 
modified code begins to decrease markedly.  

• The decrease in global efficiency can be attributed largely to a decrease in 
computational scalability, in turn caused by a decrease in IPC scalability. This 
is a result of the memory bandwidth issues discussed in Section 4.2. 
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• On up to eight cores, the metrics for the modified code are significantly better 
than the original code. As the core count increases, the improvement 
becomes more modest, presumably because the memory bandwidth 
limitations affect the modified code more. 

Table 3 shows instructions per cycle and total instruction counts for the original and 
modified code. The decreasing IPC counts are consistent with the memory 
bandwidth saturation. Note also that the instruction counts for the modified code are 
approximately half those of the original. This is because many of the instructions in 
the modified code are vectorised. We emphasise that the overall performance for the 
modified code is better than the original code. 

 

 Original Modified 

IPC Instructions 

(x10
4
) 

IPC Instructions 

(x10
4
) 

1 1.51 8.25 1.03 4.63 

2 1.54 8.26 1.08 4.63 

4 1.50 8.26 1.02 4.64 

8 1.39 8.27 0.94 4.64 

16 1.08 8.28 0.72 4.65 

32 0.66 8.29 0.45   4.74 

Table 3: IPC and instruction counts for the region of interest using new and modified code. 

 

 Conclusion 5

We implemented the following changes to  speed up the Vampire code. 

• We used the Intel MKL Vector Statistics Library for vectorised random 
number generation. 

• We forced the compiler to vectorise additional loops when it erroneously 
assumed that data dependencies were present. 

The runtime improvement was up to 25% depending on the number of cores used. 
This was largely due to the use of the Intel MKL Vector Statistics Library. 

We also implemented the following changes, which had no discernible effect on the 
runtime: 

• data alignment, 

• array refactoring for better cache use. 

In addition we tried refactoring the nearest neighbour loop in 
exchange::fields.cpp. However, the refactored loop could not be vectorised, so 

the code performed poorly. This change was discarded. 

We found that on the target system the best performance was achieved by 
compiling the code using the Intel compiler, with the AVX512 instruction set enabled.  
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The POP metrics for the original and modified code were computed. We found that 
the global efficiency begins to tail off for larger core counts due to saturation of the 
memory bandwidth. 

We conclude with a summary of our recommendations for potential future 
improvements to the Vampire code. 

• Apply the additional vectorisations from Section 3 to other loops in the code, 
which were not exercised with the test dataset used here. Although the effect 
of additional vectorisation was small in this report, performance 
improvements may be found when other datasets are used. 

• Investigate whether the code can be refactored to improve cache-friendliness, 
for example by sorting atoms into the order in which they will later be used. 

• Where possible, remove some of the memory accesses from the loops to 
alleviate memory bandwidth issues. 


