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1. Background 

Applicants Name: Robert Speck (JSC) 

Application Name: pySDC 

Programming Language: Python 

Programming model: MPI 

Source Code Available: No 

Input Data: Use case selected by the user who obtained the traces. 

Performance study:  Performance assessment. 

 

pySDC is a parallel in time code being developed by the customer and his interest is 
to get early insight on the actual performance behavior that could be used as the 
implementation evolves. 

Extrae with support for Python and MPI instrumentation was installed in the customer 
platform and a first traces obtained for a very simple case used only to validate the 
installation. The initial analysis of the traces helped identify an issue with the 
instrumentation. This was the first application we have analyzed using MPI_Mprobe 
and MPI_MRecv calls that were not supported by Extrae. We had to extend the 
instrumentation (Extrae) as well as other tools (prv2dim and Dimemas) used in our 
POP analysis framework, which implied some delay in the assessment. 

After checking the new functionality correctly supported all the MPI features used by 
the code, the customer obtained a set of traces for a more interesting test case.  

The test case runs a simulation of the 2D Allen-Cahn equation with periodic boundary 
conditions. For the temporal discretization, the time-parallel iterative solver PFASST 
(Parallel Full Approximation Scheme in Space and Time) was used, which enables the 
integration of multiple time-steps in parallel (up to 32 in this case). A semi-implicit 
version of spectral deferred corrections was used as base propagator, leaving only 
linear systems to solve in each step. For these spatial systems, the Fast Fourier 
Transform was applied. 

The traces correspond to runs of 1, 2, 4, 8 and 16 processes. These traces had the 
tracing control characteristics displayed in Table 1. 

 

Trace-mode: Detailed 

Sampling: No 

Hardware 
Counters: 

PAPI_TOT_INS, PAPI_TOT_CYC, PAPI_L1_DCM, 
PAPI_L2_DCM, PAPI_L3_TCM, PAPI_BR_INS, PAPI_BR_MSP, 
RESOURCE_STALLS 

Table 1: Main configuration used to collect the traces 
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During the analysis we observed that the traces for 2 and 4 processes lacked for some 
unknown reason the hardware counter information on some of the processors. This 
was nevertheless not an issue to perform the analysis. 

2. Application structure 

The spatio-temporal structure of the behavior for the whole execution of the 8 
processes run is shown in Figure 1 in terms of MPI calls (top) and useful duration 
(bottom).  

 

 
Figure 1: Structure of the full execution in terms of useful duration (top) and MPI calls 

(Bottom) 

 

The execution takes around 7.5 seconds and shows an initial phase with large 
computation burst and few MPI calls followed by an iterative part with finer 
granularity and frequent MPI activity. 

The runs at different core counts do show the same two phases structure, although the 
number of iterations in the second part goes down with the number of cores. As 
discussed with the customer, this is algorithmic and although it implies there will be 
for this test case no work for more than 32 processes, the runs are representative of 
what is expected to be the high level behavior of real large scale runs. For those runs, 
each of the computations executed serially in the current test case will also exploit 
parallelism in the orthogonal spatial dimension. An analysis of those runs is left for a 
follow up assessment. 

3. Focus of Analysis 

We chose to focus our scalability analysis on the iterative part. 
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4. Scalability 

The scaling behaviour of the traces corresponding to the region of interest from 1 to 
16 processes is shown in Figure 2. It is clear that the scaling rapidly decays. 

 

 
Figure 2: Scaling behavior from 1 to 16 processes for the small problem size 

 

5. Efficiency 

Table 2 shows the results of modeling the efficiency of the four traces above in a 
quantitative way. Some of the traces didn’t have hardware counters on all processes, 
but even so it was possible to estimate the efficiency metrics reported in the table. 

 

Number of processes 1 2 4 8 16

Global efficiency 1,000 0,706 0,483 0,313 0,180

    Parallel efficiency 1,000 0,869 0,784 0,733 0,625

        Load balance 1,000 0,894 0,849 0,819 0,804

        Communication efficiency 1,000 0,972 0,924 0,895 0,778

            Serialization efficiency 1,000 0,993 0,973 0,954 0,827

            Transfer efficiency 1,000 0,979 0,950 0,938 0,940

    Computation scalability 1,000 0,812 0,616 0,427 0,287

        IPC scalability 1,000 0,964 0,919 0,811 0,712

        Instruction scalability 1,000 0,877 0,747 0,586 0,449

        Frequency scalability 1,000 0,960 0,898 0,900 0,898  

Table 2: Efficiency model 

 

As the numbers show, the global efficiency is very low. Its two components, parallel 
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efficiency and computation scalability are both low, but the main issue is on 
computational scalability. 

The computational efficiency reflects a significant increase of the total computation 
time with core counts. This results from an important amount of code replication 
(Instruction scalability=0.449) combined with some reduction in IPC (IPC 
scalability=0.712). We also observe (Frequency scalability=0.898) that the runs with 
more processes achieve a slightly lower effective frequency than a single thread run. 

Regarding the Parallel efficiency, the main issue is load balance, but serialization is 
also an important bottleneck. Transfer is comparatively irrelevant.  

6. Load Balance 

In this section we identify the fine grain internal structure of the load balance issue 
identified in Table 2.  

 

 
Figure 3: Useful duration Timeline 8 processes (top) and 16 processes (bottom) 

 

A first factor that contributes to the imbalance is the trapezoidal structure within each 
of the outer iterations (4 iterations in the 8 processes run and 2 in the 16 processes 
run). We can identify an inner iterative pattern within each outer iteration. The 
number of sub iterations performed increases with MPI rank. The actual amount of 
work per sub iteration is well balanced across processes as can be seen in the 
timelines and histograms of instructions. This behavioral structure is most probably 
algorithmic and appears at all process counts. Its imbalance impact will get worse if 
we further scale the runs. A further consideration if scaling the number of cores is that 
the reduction of outer iterations at different core counts has a limit. Further low 
imbalance issues may arise at scales with only one outer iteration if not enough work 
can be assigned for processes beyond the core count at which that limit is reached. 
Obtaining traces for larger core counts would help us see what happens at that point. 

The behavior of IPC has a small impact on the reported load imbalance metric, but is 
discussed in the following section. 
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Figure 4: Timeline, histogram of Instructions and histogram of IPC (from left to right) 

for 8 processes (top) and 16 processes (bottom) 

 

7. Computation performance 

The IPC (Figure 4) has a unimodal value for 8 threads but bimodal for 16 threads. In 
this case, the last four processes have higher IPC, while the first 12 have lower IPC 
than the one obtained with 8 processes. This behavior could be explained if the node 
has 12 cores per socket and the processes are pinned to cores first filling one socket 
and then the second one. It would also imply that the code is memory bandwidth 
limited as the IPC with 4 processes is better than with 8 and this one better than the 
one with 12. This behavior is nevertheless not an algorithmic issue, and the impact at 
very large process counts should be marginal as most sockets would be fully 
subscribed. If runs are planned where the nodes are not fully populated, it would be 
good to pin processes to cores such that the load of all sockets in the node are equally 
balanced. As an example, the 16 processes run would have been a bit faster if 8 
processes had been pinned to each socket. 

The fact that the last four processes in the 16 process run have a larger IPC does 
compensate the computational imbalance of number of sub iterations. The decreasing 
trend of the load balance efficiency in Table 2 would have been a bit worse in the 
absence of the IPC imbalance. 

Considering the IPC scaling, we see that when going from 4 to 8 and specially to 16 
processes, the IPC gets noticeably worse. Looking at the cache miss ratios (L1, L2) 
we observe that they do not change with core count, which further sustains the 
hypothesis that the reduction of the IPC is due to contention on the memory access 
path 

8. Communications 

Table 2 clearly shows that of the two communication components, transfer is not 
important, but serialization does show some inefficiency. We can observe the 
structure of the serialization behaviour in Figure 5 for the 16 processes run. The figure 
zooms at the beginning of an iteration, showing how the computations (colour 
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encoding their duration) would have distributed along the timeline if the interconnect 
had been ideal (zero latency, infinite bandwidth). We observe that even in this case, a 
pipelined skew appears, where a chain of messages is sent from the first to the last 
process. Every process in the chain computes for almost 4 milliseconds after receiving 
its incoming message and before sending its message to the next process in the chain. 
Reducing the duration of this computation (parallelizing it or taking it out of the 
critical path if possible) would reduce the reported serialization efficiency losses.  

 

 
Figure 5: Useful duration timeline under ideal network, showing serialization effect 

 

 
Figure 6: Useful duration and MPI call timeline zoom at the beginning of one iteration of 
the actual run 
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The behaviour for the real run is very similar in structure and absolute time, sustaining 
the reported low impact of actual transfer time in the application behaviour. We show 
it in Figure 6, where we also see the MPI  calls. Note that this figure is not at the same 
time scale as Figure 5. We zoomed more to expose a small difference in the real run 
that corresponds to the time in the MPI_waits (red in the MPI call view). The 
MPI_wait immediately follows an MPI_Isend. The message size is relatively large 
(~500KB) and thus it has to wait for the message to be received. It would be possible 
to consider postponing the wait and start the subsequent computation while the 
transfer takes place. This refactoring has the potential to somewhat improve the 
transfer efficiency, but as its value is already good, the overall improvement would be 
small (at least for this problem size). 

The communication pattern is the same during the whole run, a linear chain from the 
fist to the last rank. One may think that for this pattern it is better to map successive 
ranks within the same node but given the small impact of transfer efficiency, we 
consider that an interleaved mapping would not be really harmful on the 
communication side and would actually be useful to improve other factors that are 
more relevant in this application. For example, the imbalance phases where only some 
of the processes are active would better use the overall system memory bandwidth 
(and would then reduce the load balance penalty) if successive processes are on 
different nodes. 

9. Summary observations 

In this assessment we have evaluated the performance of pySDC, a parallel in time 
program. We have looked at its scaling performance and the fundamental reasons for 
the poor efficiency obtained. The study is based on a simple data set and low core 
counts, but we identified fundamental behavioral issues that we think will most 
probably appear at larger problem sizes and scales and should be considered by the 
developer to steer his development efforts. 

Some general observations from the analysis in order of importance are: 

 Code replication is the main issue. This is algorithmic and up to the developer 
to determine the acceptable equilibrium point in the tradeoff between 
replication of computation and increased concurrency it enables. Algorithmic 
research on how to minimize this replication while still achieving the desired 
results is an interesting area of work. 

 IPC scaling is not good after 8/16 processes. The reason seems to be due to 
contention on memory access. 

 The application shows a load imbalance pattern with trapezoidal structure. It 
might be interesting to identify if it can be addressed algorithmically or relying 
on malleable hybrid programming and a dynamic load balancing library. 

 We have also identified a serialization effect, caused by a cascaded 
communication chain with some computation in between. Trying to take that 
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computation out of the critical path or parallelizing it are two directions to 
explore in order to reduce the impact. 

 Some effects of imbalanced behavior are visible when the number of processes 
in different nodes is not the same. This should not be an issue if targeting large 
scale runs with equally balanced load across nodes or sockets. If the 
application is ever going to be run without fully populating the cores in the 
nodes, care should be taken to equally populate the different sockets in a node. 

 Communication (Transfer) is not a problem for the problem analyzed. 

Further POP assessment studies can be performed in the future on new versions of the 
code where parallelism is also used in the spatial dimension. Proof of Concept 
services could also be done showing how to apply some of the proposed approaches 
to improve load balance or serialization effects.  

 

  

 


