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1 Background
Applicants Name: Sabine Griessbach
Institution: JSC
Application Name: JURASSIC
Programming Language: C
Programming Model: MPI, OpenMP
Source Code Available: Yes, https://github.com/slcs-jsc/jurassic
Input Data:
Performance study: Performance check (audit)
Application Description: JURASSIC, the JUelich RApid Spectral SImulation Code is a fast
radiative transfer model for the infrared spectral region in the Earth’s atmosphere.
Problem Description: A scaling analysis on JURECA revealed superlinear speedup when
going from one node to two nodes of the cluster. Investigating this issue was a major focus of
this audit.
Testcase Configuration:
Machine Description: JURECA cluster at JSC (1872 compute nodes: 2xIntel Xeon E5-2680
v3 Haswell CPUs per node (12 cores, 2.5 GHz, Intel Hyperthreading Technology), 128 GiB
memory (2133 MHz, DDR4).
Environment Used: Intel compilers, ParaStation MPI, netCDF, GSL
Analysis Tools: Score-P, Cube1, Scalasca, Vampir2, PAPI,

2 Application structure and Focus of Analysis
(FOA)

A graphical representation of the application execution in the default configuration of 3 MPI
processes with 8 OpenMP threads each is shown in Figure 1. It clearly shows that JURASSIC
is a ”farming” application, i.e. the processes are independent of each other. Each process
calculates an ensemble. A MPI wrapper ensures a synchronized execution and enables each
process to determine its part of the input data.

In this example 4096 ensembles were calculated which are evenly distributed among the
processes. The two main computational kernels are add aerosol layers and raytrace, with
formod pencil and srcfunc sca 1d taking significant time as well. Further, a significant time
spend in OpenMP implicit barriers is also visible. This becomes clearer in a detailed view of
the execution of two ensembles as shown in figure 2.

Here the workload imbalance among the threads in one ensemble becomes obvious. It’s
noteworthy that the threads with less amount of work and thus higher time spend in the barrier
varies among the processes and the ensambles calculated.

3 Efficiency
In the course of the POP audits we defined a set of so-called efficiency metrics to characterize the
application behavior3. These metrics’ values are always between 0 and 100% (or, equivalently,

1https://pop-coe.eu/sites/default/files/pop_files/cube_display_quickref.pdf
2https://pop-coe.eu/sites/default/files/pop_files/vampir_display_quickref.pdf
3https://pop-coe.eu/node/69
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Figure 1: Execution timeline of JURASSIC on JURECA. Timeline chart of the 3 processes
with 8 threads each at top, and function summary chart highlighting the major computational
intensive routines at bottom.

a value between 0 and 1), the higher the number the better. Load balance is the ratio of
average computation time to maximal computation time. Communication efficiency is the
ratio of maximal computation time to maximal execution time. Parallel efficiency is the ratio
of average computation time to the maximal executing time, which is also the product of Load
balance and Communication efficiency.

Although we observe superlinear speedup, the efficiency metrics which are very good on one
node decline when going from 1 to 2 nodes. This is mainly due to the Load Balance Efficiency,
i.e. the runtime variation among the threads increases. This behavior is not yet fully understood
and should be investigated further. The better Communication Efficiency on two nodes show
that there is at least on thread that spends little time in the OpenMP barrier, while the overall
load balance was reduced.

Table 1: Showing the POP efficiencies for the main computational kernels on 1 and 2 nodes,
running 3 MPI processes with 8 OpenMP threads each per node. The efficiency values are very
good on one node and decline significantly on two nodes.

FoA Parallel Efficiency Load Balance Comm. Efficiency
1 Node 2 Nodes 1 Node 2 Nodes 1 Node 2 Nodes

Application 67 65 83 68 80 94
raytrace 91 73 91 73 100 100

add aerosol layers 93 74 93 74 100 100
formod pencil 91 82 91 82 100 100
srcfunc sca 1d 90 73 90 73 100 100
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Figure 2: Execution timeline of ensembles of JURASSIC. Again timeline chart of the 3 processes
at top, and function summary chart at bottom. There is an obvious offset in the calculations
on ranks 0 and 2 and on rank 1. Due to the independence of the processes this does not have
a major impact on overall performance.

4 Serial performance
One of the main tasks of this audit was to investigate why the developers of JURASSIC ob-
served superlinear speedup when going from one to two nodes. The initial suspicion was that
the application is memory bound and the increased memory bandwidth on two nodes explains
the observed effect. Thus, several hardware counters were measured to investigate serial com-
putational performance:

• PAPI TOT INS: Total instructions completed

• PAPI TOT CYC: Total processor cycles

• PAPI L2 TCM: Level 2 cache misses

• PAPI BR MSP: Conditional branch instructions mispredicted

• PAPI RES STL: Cycles stalled on any resource

• PAPI MEM WCY: Cycles Stalled Waiting for memory writes

• PAPI STL ICY: Cycles with no instruction issue

• PAPI STL CCY: Cycles with no instructions completed

However, none of the counters gave a comprehensive explanation for the observed effects.
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Table 2: Showing the IPC rate for the most important computational kernels. With a value of
way below 1, the IPC of add aerosol layers is particularly bad.

FoA IPC
1 Node 2 Nodes

Application 1.45 1.48
raytrace 1.21 1.25

add aerosol layers 0.65 0.69
formod pencil 1.47 1.49
srcfunc sca 1d 1.48 1.5

Table 3: Run time of JURASSIC for various combinations of MPI processes and OpenMP
threads. A higher number of processes with less threads leads to significantly better perfor-
mance.

Setup Runtime (s)
Processes x Threads 1 Node 2 Nodes

1 x 24 623.88 256.59
2 x 12 435.91 189.24
3 x 8 387.21 167.63
4 x 6 349.66 152.60
6 x 4 318.87 141.55
8 x 3 288.43 127.51
12 x 2 267.03 121.21
24 x 1 258.45 116.31

A common metric to determine the efficient usage of compute resources is IPC, the instruc-
tions per cycle. We can easily calculate that as PAPI TOT INS/PAPI TOT CYC. Table 2 shows the
IPC metric for the main kernels for runs on 1 and 2 nodes.

The IPC rate is fairly low for the two main computational kernels, raytrace and add -
aerosol layers. Especially the very low IPC of way less than 1 for add aerosol layers is
concerning. Running on two nodes slightly increases the IPC rate for all kernels, but does not
change the overall picture.

5 Load Balance & Scalability
The default configuration of JURASSIC with 3 MPI processes with 8 threads each is not an
optimal choice for JURECA, which consists of two 12-core processors per node. Thus, with
the default configuration the threads of one MPI process are spread across both sockets. We
investigated different combinations of MPI processes and OpenMP threads on 1 and 2 nodes to
determine the best fit on JURECA. The results are shown in table 3.

There’s a runtime difference of way more than a factor of 2 between the fastest and slowest
configuration. This comes as no surprise as due to the structure of the application there is no
communication overhead between the processes and in the multi-threaded case Amdahl’s law
still applies, as there are still significant serial regions, e.g the whole I/O part. In general it can
be stated that for the farming kind of applications it makes sense to use as many processes as
possible, i.e. until the memory is exhausted.

However it should be noted that on systems with less memory – where not all hardware
6
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threads can be populated with MPI processes – (or a different input set that requires more
memory) the OpenMP approach can be beneficial for performance.

To further verify that the superlinear scaling issue is due to memory bandwidth saturation
we ran a configuration of 12 processes with one thread each on two nodes yielding a runtime
of 230.19s̃. This is already significantly faster than the 24 x 1 configuration on one node and
scaling this up on two nodes with 24 x 1 gives a speedup of just below two, which is the expected
result.

6 Communication & I/O Communications
Due to the nature of the application, JURASSIC features no communication between the pro-
cesses with the exception of an MPI Allreduce at the end of the execution to determine the
longest overall runtime among the processes (which is not strictly necessary).

Things look a bit different for I/O. For each of the ensembles 3 files have to be read and one
is written. These files are processed per task, which might limit performance at a (very) large
scale.

7 Summary of observations
The audit of this relatively small testcase of JURASSIC on JURECA verified that the su-
perlinear speedup observed by the developers was probably caused by the memory-bandwidth
bound configuration. We were able to provide an optimized configuration of MPI processes and
OpenMP threads that gave significant speedup on JURECA. Further, the audit showed a bad
IPC rate in the main computational kernels, a load-balancing problem in some OpenMP loops
and a potentially non-scalable I/O scheme.

We recommend to continue the analysis process and focus on the following points in subse-
quent performance audits or performance plans:

• Continue analysis on JUWELS, investigate scaling behavior on the Skylake architecture.

• Investigate load-balance issues for different process/thread configurations.

• Investigate options to increase the IPC rate for the computational kernels, especially
add aerosol layers.

• Investigate the rather bad efficiency metrics on multiple nodes.

• Investigate feasibility of a more scalable I/O scheme, e.g. handling task-local files with
SIONlib4.

4http://doi.acm.org/10.1145/1654059.1654077
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