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 Background 
Applicants Name: Henri-Jean Garchon 
Applicants Affiliation: University 
Application Name: GATK 
Programming Language: Java / C 
Programming Model: PThreads 
Source Code Available: Yes 
Input data: Yes (provided by user) 
Performance study: Performance check (audit) 
 
The user provided an access to a machine on which the performance audit 
should take place.  
 
The application is actually a workflow of applications. The main application is 
GATK but others (fastp, bwa, samblaster, samtools) are involved to pre and 
post process data. All the tools are opensource.  
  
The user wants to start the analysis on a single node. After that it will only be 
a matter of launching as much input sets as available nodes. 
The goal is to check if there are bottlenecks and try to speed up the workflow.  
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 Application structure  
Figure 1 depicts the application workflow. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Application workflow 
 
The workflow is a chain of calls contained in a shell script. The user wants to 
keep it as simple as possible. He is only an end user. It means that trying to 
optimize the applications individually is out of the scope.  
The input of the workflow is a set of files (4) provided by a sampling machine 
processing DNA samples.   The goal is to produce aligned, duplicate-free and 
calibrated DNA sample. 
 
Tables 1 and 2 show how time spent in the workflow is decomposed across the 
steps. The smallest input set take a little more than an hour to execute. 
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Application % Walltime 

fastp + bwa + sam 48% 

GATK (4 modules) 41% 

samtools 0,7 % 

samblaster 0,2 % 

samtools 0,1% 

Table 1: Alignment and deduplication phase workflow and associated 
time coverage 

 

Application % Walltime 

GATK (BaseRecalibrator) 66% 

GATK (ApplyBQSR) 34% 

Table 2: Recalibration phase workflow and associated time coverage 
 
The Alignment and deduplication phase accounts for 67% of the total execution 
(Recalibration phase = 33%). 

 Focus of Analysis 
Although this application is contained in a simple bash script, other HPC 
applications using workflow DSLs exist.  
In this context we cannot dive into each application to try to analyse it. However, 
we can assess the scalability of each one and try to target a better parallelism. 
Also, we can verify if any parallelism implemented at the program level is 
harnessed.  

 Parallel and computation metrics 
Since the application is a workflow of applications, computing POP metrics is 
not relevant here. 
The application is designed to run at node level but is massively parallel 
because each node can process a given number of applications. It is very easy 
to scale “horizontally”. 
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 Scaling  
The easiest way to get a clear picture of a static workflow’s parallelism level is 
to analyse the scaling of each application and which kind of dependencies 
exists. 
Tables 3 and 4 provide the scaling for each application of the workflow.  
 

Application Scaling 

fastp 3x-4x 

bwa 10x-12x (bursts to 23x) 

Samtools (2 modules) / samblaster 1x 

GATK (4 modules) 1x-1.8x 

samtools 1x 

samblaster 1x 

samtools 1x 

Table 3: Scaling of Alignment and deduplication phase 
 
 
 

Application Scaling 

GATK (BaseRecalibrator) 1x 

GATK (ApplyBQSR) 1.6x 

Table 4: Scaling of Recalibration phase 
 
 

Alignment and deduplication phase 
 
The first phase contains two applications that exhibits parallelism. The others 
do not scale. The first 4 applications described in Table 3 (fastp, bwa, samtools 
and samblaster) are pipelined (shell pipe). This schema provides an additional 
parallelism/speedup since the applications can consume data as soon as they 
are produced. However, the speedup is not huge since the applications does 
not have the same scaling. 
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Scaling of Recalibration phase 
 
The applications in the second phase have no or very poor scaling.  
 
Based on this scaling analysis we can consider a multitasking approach to 
better harness the available computing resources. 
 

Scaling nature 
 
This application can be massively parallel since the datasets are independent. 
So, optimizing the node level parallelism is the suitable target since (horizontal 
scaling).  
 

  



 
 
CWL-Runner, POP2_AR_008 

8 
 

 Summary of observations 
This application is a 2-step workflow (2 scripts) involving C, C++ and JAVA 
programs. Given the number of programs involved, the optimization effort 
should take place at the macro (program/task) level and not for each program 
separately. 
The scaling analysis shows that the target (macro level) optimization scheme 
is possible. Optimization effort should be oriented toward node level parallelism 
since the application is massively parallel by nature.  
Since datasets are independent, we suggest writing a simple scheduler taking 
into account the scaling data from the section 5. The programs that exhibits 
good scaling attributes can be driven with a threading argument (number of 
threads). The idea would be to select the correct number of threads for the 
whole workflow and then launch multiple instances of it. That way all the node’s 
computing resources could be harnessed. We suggest implementing this work 
as part of a POP2 PoC (Proof Of Concept). 
 
 


	1. Background
	2. Application structure
	3. Focus of Analysis
	4. Parallel and computation metrics
	5. Scaling
	Alignment and deduplication phase
	Scaling of Recalibration phase
	Scaling nature

	6. Summary of observations

