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1 Background
Applicants Name: Guido Juckeland
Application Name: AFiD
Programming Language: Fortran
Programming Model: MPI, OpenMP, CUDA
Source Code Available: Yes
Performance study: Performance check (audit)
Application description:
AFiD is a computational fluid dynamics application for Rayleigh-Benard and Taylor-Couette
flows. The application is one of the benchmark candidates for the SPEC HPC 2020 benchmark
Input data: 607 ref (small case) and 707 ref (medium case)
Machine Description: CLAIX-2018 cluster at RWTH Aachen University (Intel Skylake with
48 total cores per node, 192 GB memory)
Environment Used: Intel compilers
Analysis Tools: Paraver1, Extrae2, Score-P3, Cube4, Vampir5

2 Application structure
In this performance audit, we are running the AFiD benchmark for the small and medium
case. The application structure can be seen in figure 1 below: The overview figure shows that

Figure 1: Overview of the application structure showing initialization, middle, and the end part.
1https://tools.bsc.es/paraver
2https://tools.bsc.es/extrae
3https://www.vi-hps.org/projects/score-p/
4https://www.scalasca.org/scalasca/software/cube-4.x/download.html
5https://vampir.eu/
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the application has three parts: the initialization part where the application reads the data,
continuous iteration from timemarcher function in the middle, and the end part where the
calculation reaches convergence and the results are collected. The continuous iteration in the
middle takes majority of the time inside the application. The pattern of this iteration can be
seen in figure 2 below: If we are taking a deeper look at one iteration from figure 2, we can see

Figure 2: Iteration pattern of the application. The colorful bars are for the various MPI calls,
and the black area is for the computation part of the application.

Figure 3: Communication pattern inside one iteration

that the iteration also has certain communication patterns. Figure 3 shows that the application
has two types of communication patterns. The yellow lines in the figure show the point to
point communication flow between ranks. At the end of each iteration, it is always closed with
MPI Allreduce and MPI Bcast.
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3 Region of interest (ROI)
For the Region of Interest (ROI) of the analysis, we are selecting timemarcher function because
most of the calculation time of the application happens inside this function. Besides identifying
the significance of timemarcher function from the application overview on the previous section,
the Score-P profile in figure 4 also confirms that the timemarcher function takes 99,79% of
the time inside the application. The red square color next to the function name indicates high
time consumption, whereas the blue color indicates low time consumption.

Figure 4: Profiling result from Score-P shows that timemarcher function dominates most of
the time inside the application. It accounts to around 99,79% of time inside the application.

4 Efficiency
The POP audit provides efficiency metrics to characterize the application behavior called
Global efficiency. Global efficiency is a derived metric, a product between Parallel
efficiency and Computation Scalability. These metrics can be broken down further to
identify aspects that affect the code performance from within the code itself (Parallel ef-
ficiency) and from the code’s ability to scale and utilize modern computing architectures
(Computation scalability). Generally, POP metrics have values between 0 and 100% with
the higher the number, the better. More details on POP metrics can be read from this page:
https://pop-coe.eu/node/69.

We are applying these POP metrics on timemarcher function for the small and medium
cases, with the results are displayed in tables 1 and 2. For the small case, we can see that the
initial Global efficiency number is slowly declining from 87% on 8 ranks to 69% on 32 ranks.
This decline is driven by the poor result from Communication efficiency and Computation
scalability.

On the table for the medium case, we can see even more performance decline that is mainly
driven by low Transfer efficiency results. Here, we do not see any problem with the Com-
putation scalability like in the small case. Instead, there was a superlinear speedup on our
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medium case test result that makes the values to be above 100%. The overall Global efficiency
performance for small and medium can be considered as poor because it goes below 80%. As
we can see from both cases, the main problem is mostly happened inside Communication
efficiency aspect, we have written deeper analysis for this on section 7.

Table 1: Efficiency Metrics of timemarcher function for small size case on 8, 16, 32 ranks.
8 16 32

Global efficiency 87% 80% 69%
Parallel efficiency 87% 85% 82%

Load Balance 97% 96% 96%
Communication efficiency 89% 88% 85%

Serialization efficiency 98% 99% 97%
Transfer efficiency 91% 90% 88%

Computation scalability 100% 95% 84%
IPC scalability 100% 96% 85%
Instruction scalability 100% 99% 99%

Table 2: Efficiency Metrics of timemarcher function for medium size case on 64, 128, 256
ranks.

64 128 256
Global efficiency 79% 67% 64%

Parallel efficiency 79% 69% 58%
Load Balance 96% 94% 92%
Communication efficiency 82% 74% 63%

Serialization efficiency 98% 97% 94%
Transfer efficiency 84% 76% 67%

Computation scalability 100% 96% 110%
IPC scalability 100% 98% 112%
Instruction scalability 100% 98% 98%

5 Scalability
We are doing strong scaling tests on the small and medium cases, with the results are in tables
3 and 4. The Percentage of MPI is the amount of time used inside the MPI commands outside
the application’s actual useful computation. To calculate speedup and efficiency, we are using
the smallest rank’s execution runtime result from each case as a reference value. The execution
runtime with 8 ranks is the reference for the small case, and the execution runtime with 64 ranks
is the reference for the medium case. Speedup is calculated from the runtime result compared
to the runtime reference. Efficiency is the number of speed up compared to the number of its
ranks.

Figures 5 and 6 show that there is significant time improvement when we increase the number
of ranks. However, the improvement is still far below the ideal speedup of the application,
especially with small case results.
For both small and medium case, we see that the percentage of MPI grows following the number
of ranks. We also see that the efficiency number declines when the number of ranks increases.
However, this increased MPI percentage might not be the only thing to blame for the efficiency
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Table 3: Strong scaling result for the small case. It shows efficiency drop and increased number
of MPI percentage in the runtime as the ranks grow bigger.

Node Ranks Runtime (sec) % of MPI Efficiency Speedup
1 8 2850 11,99% 100% 1
1 16 1625 14,90% 87,69% 1,75
1 32 1087 17,31% 65,52% 2,6

Table 4: Strong scaling result for the medium case. The MPI percentage in the runtime is much
bigger than the small case. However, it does not seem to create efficiency drop as much as in
the small case.

Node Ranks Runtime (sec) % of MPI Efficiency Speedup
2 64 4500 21,22% 100% 1
3 128 2844 30,22% 79,12% 1,58
6 256 1500 40,89% 75% 3

Figure 5: Runtime, speedup, and efficiency comparison for small case result.

Figure 6: Runtime, speedup, and efficiency comparison for medium case result.

decline, as it has been shown in medium case result. MPI percentage can reach 40%, but the
efficiency only drops to 75%, whereas in the small case, MPI only accounts for around 17,31%
of the runtime, but the efficiency is only 65,52%. The breakdown on the MPI activities inside
the application will be covered further in section 8.
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6 Load Balance
The application achieved more than 90% value for the Load balance metric for both small and
medium cases. These results mean that the application has a considerably good load balance.
However, the imbalance still exists, even though the amount is quite small, as we can see it in
tables 5 and 6. The imbalances in these tables are calculated by Scalasca. It represents the
difference to the average computation time6.

Table 5: Computational imbalance for the small case in seconds and in percentage.
Ranks Computation (sec) Imbalance (sec) Imbalance (%)
8 2,01E+04 259,84 1,29%
16 2,21E+04 224,87 1,02%
32 2,88E+04 419,4 1,46%

Table 6: Computational imbalance for the medium case in seconds and in percentage.
Ranks Computation (sec) Imbalance (sec) Imbalance (%)
64 2,27E+05 4589,92 2,02%
128 2,54E+05 8648,53 3,40%
256 2,27E+05 6805,37 3,00%

7 Communications
Inside timemarcher function, most of the MPI calls are for collective communication. Figure
7 shows MPI Alltoallv domination inside one iteration. We are also creating MPI calls break-
down and categorization7 based on the Scalasca analysis result in tables 7 and 8. It shows that
the communication category accounts for more than 80% of MPI calls. The communication
category includes all MPI calls that involve payload, and it can be collective or point to point.

Figure 7: Accumulative MPI calls for timemarcher function on 8 ranks show MPI Alltoallv
domination. Besides that, each rank also has different MPI calls duration

In the POP efficiency metrics, we have identified that Transfer efficiency performs poorly
in the medium case. Transfer efficiency is defined as inefficiencies during data transfer, and
it is calculated from total runtime on the ideal network divided by total runtime on the real
network. Seeing that MPI calls in the medium case has up to 40% share, and its communication
category accounts for more than 99% of the MPI calls, the poor performance is understandable.

6https://apps.fz-juelich.de/scalasca/releases/scalasca/2.3/help/scalasca_patterns-2.3.html
7Scalasca analysis classifies MPI calls into several categories: management (e.g MPI Init, MPI File set view,

MPI Cart create), synchronization (MPI Barrier), communication (e.g MPI Alltoallv, MPI Allreduce, MPI -
Bcast), file I/O (e.g MPI File read at all, MPI File write at all), and request handling (MPI Waitall)
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Table 7: MPI calls composition on the small case.
8 16 32

Percentage of MPI 11,99% 14,90% 17,31%
Management 0,18% 0,19% 0,30%
Synchronization 0,02% 0,03% 0,03%
Communication 88,64% 84,78% 80,85%
File I/O 0,14% 0,97% 0,46%
Request Handling 11,01% 14,03% 18,37%

Table 8: MPI calls composition on the medium case.
64 128 256

Percentage of MPI 21,22% 30,22% 40,89%
Management 0,07% 0,18% 0,23%
Synchronization 0,02% 0,02% 0,04%
Communication 99,51% 99,09% 99,36%
File I/O 0,36% 0,47% 0,55%

The application spends a large amount of time communicating and transferring data than per-
forming actual computations.

Figure 8: Tracing result for MPI call and MPI callers of the application, the bottom part shows
the legend for the callers of MPI commands.

We are also taking a deeper look at the MPI callers to pinpoint the source of the inefficiencies.
9
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Figure 8 shows the details of what is happening inside one iteration of timemarcher function.
In this figure, the above trace is showing the MPI calls, and the below trace shows the corre-
sponding functions that are responsible for the MPI calls above it. The black part is where
the computation is happening. Some of the LAPACK routines are called inside this area. The
application itself is using 2DECOMP&FFT8 library, and this library is responsible for calling
MPI Alltoallv and performing a lot of MPI communications.

8 Serial performance
The application shows good Computation scalability results, especially in the medium case
where it gets some superscalar speedup. It makes IPC scalability numbers can go above 100%.
In the small case, however, we can see that IPC scalability numbers are not that good. When
we look further on the comparison between the number of instructions and cycles in figure 9,
the number of instructions is relatively constant but the number of cycles increases with the
higher number of ranks. It means that the timemarcher function needs a much longer time
to do the same amount of computation.

Figure 9: Comparison between the number of instructions and number of cycles in the applica-
tion’s small case. The number of instructions are relatively stagnant in every rank.

To understand the root cause of decreasing IPC number in the small case, we did a thorough
investigation by collecting L1, L2, and L3 cache misses, and also branch instructions information
for the small case. Our initial hypothesis is that low memory bandwidth causes IPC numbers
to decrease. However, from the data we have collected, we see that memory bandwidth might
have nothing to do with this occurence. Investigating the root cause of decreasing IPC numbers
can be a good start for more exhaustive investigation in the Proof of Concept phase.

8http://www.2decomp.org/
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9 I/O Performance
The application is performing collective I/O for reading at the beginning of the iteration and
writing at the end. For the small case, the application performs read and write respectively 135
MB of data 1,08 GB data for medium case. The collective pattern itself can be seen in figure
10 and 11. Overall, from the breakdown on table 7 and 8, MPI I/O has a small share inside
the application.

Figure 10: The application is using MPI File read at all (light green color) to read the input
file. This command is called four times in the start of the application by each process. Note that
rank 0 also does individual MPI command to read file with MPI File read at (blue color),
but it does not have much impact since I/O portion is already quite small.

Figure 11: The application is using MPI File write at all (light green color) for writing
output file. This command is also called four times at the end of the application by each
process. It’s started with MPI File set size and closed with MPI File set view.

10 Summary of observations
In this assessment, we have evaluated AFiD performance on the small and medium case size
with different numbers of ranks. Our observation is as follow:

• The main part of the application is timemarcher function that is called iteratively after
the initialization phase. It accounts to more than 90% of the application. Inside this
function, some LAPACK routines and 2DECOMP&FFT library are called. This has
been identified before by the requester.

• Communication is the biggest category of the MPI calls of the application, with mostly
from MPI Alltoallv called by 2DECOMP&FFT library. In the medium case, MPI can
account for 40% (result from 256 ranks) of the application execution runtime. This gives
a negative impact on the Communication efficiency metric because most of the time
is used for communication instead of actual computation.

• In general, the application already has a good load balance. It might be possible to
improve it further. One alternative is by changing the main computation library of the
iteration.
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• The small case shows a decreasing IPC number, and based on our initial investigation,
the memory bandwidth is not the cause. This needs further investigation to determine
the actual root cause.

• Both small and medium cases have low Global efficiency values according to our POP
performance measurement standard.

Reducing time for communication should be the main focus to increase the overall performance.
The medium case also requires more attention since it gives low results in the POP efficiency
metrics. Once the application’s communication is improved, we believe that the application can
get better performance.
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