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1 Background
Applicants Name: Kai Niementz
Application Name: CIAO
Programming Language: C, Fortran
Programming Model: MPI
Source Code Available: Yes
Performance study: Performance check (audit)
Application description:
CIAO (Compressible/Incompressible Advanced reactive turbulent simulations with Overset)
is an application that performs Direct Numerical Simulations (DNS) as well as Large-Eddy
Simulations (LES) of the Navier-Stokes equations along with multiphysics effects.
Input data: Available. The input data is three parallel jet flows with symmetry boundary
conditions
Machine Description: CLAIX-2018 cluster at RWTH Aachen University (48 cores Intel
Skylake, 384 GB memory, Lustre file system)
Environment Used: Intel compilers
Analysis Tools: Paraver1, Extrae2, Score-P3, Cube4, Vampir5, Must6, Darshan 7

2 Application structure
CIAO source code was compiled with the ’allopt’ setting. It produces several executables, and
in this analysis we are examining the performance and structure of arts executable. Arts is a
low-Mach solver that reads the input parameters from arts.in to start the iterative calculation
until convergence.

We are examining the application’s structure with Score-P and Extrae performance measure-
ment tools. Figure 1 shows the application’s call tree. In this figure, we can see that the arts
executable has three main parts: arts simulation.arts init that handles the application’s ini-
tialization, arts IP simulation run which is the main iterative part of the calculation, and
arts simulation.arts stop at the end of the call tree. The main iterative simulation (arts -
IP simulation run) accounts for more than 50% of the total time needed by the application
to do the computation.

Figure 2 is an Extrae trace. It shows a similar structure as the Score-P call tree in figure 1. In
the Extrae trace, CIAO’s application structure can be divided into three parts, as we can see
from figure 2: the application initialization, iterative simulation part, result consolidation and
file writing. Within the iterative simulation part, subiterations can be adjusted from the input
file.

1https://tools.bsc.es/paraver
2https://tools.bsc.es/extrae
3https://www.vi-hps.org/projects/score-p/
4https://www.scalasca.org/scalasca/software/cube-4.x/download.html
5https://vampir.eu/
6https://www.i12.rwth-aachen.de/go/id/nrbe
7https://www.mcs.anl.gov/research/projects/darshan/
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Figure 1: Score-P call tree structure of the application. The left part of the image shows the
percentage share for the number of call path that has been visited. The right part shows the
percentage share of computation time of the three main subroutines

Figure 2: Tracing result for CIAO’s structure overview with one step iteration and three subit-
erations.

3 Focus of Analysis
Based on the structure described on the previous section, the main part of the application is
in the main iterative simulation part (arts IP simulation run). We are looking deeper into
this part (figure 3) where it shows that most of the computation time is inside advance iter
function (50.04% of the application’s computation time). For the POP metrics computation,
we will focus on advance iter function.

Another interesting part of this application is in where the simulation stops. From figure 4,
we can see that within the arts stop function, most of the time is taken by I/O finalization
(40.47% of the application’s computation time). Although increasing number of iterations inside
the main simulation can render the I/O time to be insignificant, I/O part of the application can
be analyzed further, especially on the performance difference of different read and write mode.
The topic related to I/O will be discussed further in section section 7
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Figure 3: Score-P call tree structure inside arts IP simulation run. The number on the left
side shows the percentage share of the application’s computation time

Figure 4: Score-P call tree structure inside arts simulation.arts stop with computation time
percentage share for each functions. More than 40% finalization time is from the I/O activity

4 Efficiency
The POP audit provides efficiency metrics to characterize the application behavior called
Global efficiency. Global efficiency is a derived metric, a product between Parallel
efficiency and Computation Scalability. These metrics can be broken down further to
identify aspects that affect the code performance from within the code itself (Parallel ef-
ficiency) and from the code’s ability to scale and utilize modern computing architectures
(Computation scalability). Generally, POP metrics have values between 0 and 100% with
the higher the number, the better. More details on POP metrics can be read from this page:
https://pop-coe.eu/node/69.

In table 1 below, we have calculated POP metrics that can give general overview on where
the performance inefficiencies are located. If we see in general, we see that CIAO performance
declines as the we scale the number of processes (from 84% Global Efficiency to 74%). Load
Balance metric has lower value compared to other metrics that are not derivative metrics.
Even though the communication efficiency starts with quite good value (95%), we see it is de-
clining to 84% when we scale the application to 1200 processes. This rather low Load Balance
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combined with declining Communication Efficiency metric that is driven by the declining
Serialization Efficiency metric is dragging down the Parallel Efficiency and Global Effi-
ciency

Table 1: POP Efficiency Metrics of arts advance iter. The application runs with one iteration
and with three subiterations.

480 720 960 1200
Global efficiency 84% 81% 73% 73%

Parallel efficiency 84% 80% 72% 71%
Load Balance 88% 84% 83% 84%
Communication efficiency 95% 95% 87% 84%

Serialization efficiency 96% 97% 89% 86%
Transfer efficiency 99% 98% 98% 98%

Computation scalability 100% 101% 100% 103%
IPC scalability 100% 103% 103% 106%
Instruction scalability 100% 99% 97% 97%

This POP metrics result also shows that IPC Scalability has above 100% value. It means
that the application is able to gain the benefit of CLAIX architecture and achieve super-scalar
speedup. This super-scalar speedup however is not enough do improve the overall performance
because of the poor performance in Load Balance and declining Communication Efficiency.
We will discuss this in more details in the later sections.

5 Communications
The communication of the application starts with a pretty good value (95%) and gradually
decreases following the increased number of processes to 84%. Table 2 shows the details of the
computation time outside MPI and time needed to the communication (MPI time), and figure
5 shows the gradual increase of the share for the MPI communication time from 16% to 30%.
This trend shows that the application might need communication optimization to scale further.

Table 2: The details inside arts advance iter showing the total computation time with and
withouth MPI communication time

Processes 480 720 960 1200
Nodes 12 18 24 30
Total time(s) 1.89E+05 1.93E+05 2.14E+05 2.19E+05
Comp. time(s) 1.58E+05 1.57E+05 1.57E+05 1.54E+05
Comp. time(%) 83.75% 81.13% 73.22% 70.44%
MPI time (s) 3.07E+04 3.64+04 5.73E+04 6.47E+04
MPI time (%) 16.25% 18.87% 26.78% 29.56%

Within arts advance iter, there are 12 MPI commands that has its share changes following
the the increased number of processes as it can be seen from table 3. In this table, gray colored
columns show the percentage share based on the MPI time only inside arts advance iter.
The percentage does not change much with increasing number of processes. However, when we
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Figure 5: Percentage share of computation time outside MPI and MPI communication time for
arts advance iter. There is a gradual increase of share for the MPI communication time

look at the percentage shares compared to the computation time of arts advance iter which
includes computation outside MPI, we see that it grows following the number of processes. It
means that all MPI commands within arts advance iter are equally takes more time to run
as the number of processes grows.

Table 3: MPI commands inside arts advance iter. Column with gray background shows
the percentage share of MPI time within arts advance iter. The column with the white
background shows the percentage share of computation time that include computation outside
MPI

Processes 480 720 960 1200
Nodes 12 18 24 30
MPI Cart shift 0.06% 0.01% 0.07% 0.01% 0.06% 0.02% 0.06% 0.02%
MPI Sendrecv 6.47% 1.06% 6.77% 1.29% 4.94% 1.31% 5.32% 1.57%
MPI Alltoall 5.88% 0.96% 6.09% 1.16% 6.81% 1.18% 5.11% 1.51%
MPI Allreduce 76.02% 12.43% 74.48% 14.20% 75.33% 20.05% 77.18% 22.74%
MPI Comm size 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
MPI Comm rank 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
MPI Irecv 1.00% 0.16% 1.11% 0.21% 0.96% 0.25% 1.04% 0.31%
MPI Isend 1.39% 0.23% 1.62% 0.31% 1.44% 0.38% 1.65% 0.49%
MPI Waitall 9.18% 1.50% 9.85% 1.88% 10.47% 2.79% 9.63% 2.84%
MPI File delete 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
MPI File open 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
MPI File write 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%

The trace of the subiteration in figure 6 provides a visualization for the numbers in table 3.
The majority of time is taken by the collective communication from MPI Allreduce (in magenta
color within section number 2). The computation time varies per process because of the com-
putation outside MPI takes different amount time to finish, and it creates load imbalance that
we will discuss further in section 6. In the figure 6, we also see continuous small chunks for
MPI Sendrecv and MPI Alltoall in the beginning and the the end of the subiterations (section
1 and 3). MPI Waitall does not quite apparent in the figure but it takes quite significant time
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at the end of every subiteration (section 3). Even though we also see a lot of MPI commands
with 0.00% value, these commands are still running but with a really small amount of time.

Figure 6: One subiteration of arts advance iter. The black color shows all the computation
outside MPI. There are three parts of this subiteration, the first section shows MPI point to
point communication with MPI Sendrecv that has an imbalance in the beginning. Section 2
shows the big-chunk of computation that followed by MPI Allreduce. The last section shows
another small chuck of MPI communications similar to section 1 but it is closed by MPI Waitall

From table 1, we see that the cause of declining Communication Efficiency is coming from
Serialization Efficiency since Transfer Efficiency shows a constant number as we increased
the number of processes. Serialization Efficiency measures inefficiency due to idle time within
communication. To get some idea where the MPI inefficiencies might comming from, we are
looking into the Delay Costs8 metric produced by Scalasca in figure 7. The Delay costs
itself indicates the total amount of waiting time caused by a delay, including indirect effects of
wait-states spreading along the communication chain. MPI Collective has the biggest impact
as it is already confirmed by figure 6 where section 2 has the biggest share. This can become a
consideration during the PoC phase to design a strategy to improve the application’s commu-
nication.

8https://apps.fz-juelich.de/scalasca/releases/scalasca/2.3/help/scalasca_patterns-2.3.
html#delay
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Figure 7: Percentage share for the Delay costs from MPI collective and Point-to-point. The
absolute number from the Delay Costs increases following the number of processes. Even though
MPI Collective has the majority percentage, the share from from MPI Point-to-point increases
following the increased number of processes

6 Load Balance
From the POP efficiency metrics in section 4, we can see that besides Load balance value is
the lower compared to other metrics that are not derivative metrics. It starts with 88% for 480
processes, and then turns to approximately 84% for the rest of it. Load Balance metric itself
is calculated from the average computation time outside MPI communication divided by maxi-
mum computation time outside MPI. We are looking closely the state inside arts advance iter
in table 4.

Table 4: Average and maximum computation time of arts advance iter. Absolute and relative
standard deviation provides an information on the time difference with the average value.

Processes 480 720 960 1200
Nodes 12 18 24 30
Mean 329.76 217.46 163.22 128.55
Maximum 374.54 257.36 195.49 152.54
Load Balance 88.05% 84.50% 83.50% 84.25%
Stdev 23.74 18.50 12.85 9.87
Rel. Stdev 7.20% 8.51% 7.87% 7.68%

From table 4, the time needed by each process to calculate decreases due to the increased num-
ber of processes. However, the variance of this calculation time increases and affecting the load
balance to become lower. In figure 8, we can see the boxplot diagram showing the distribution
pattern of the computation time from each process. The diagram shows that the computation
time decreases with increased number of processes as well as the range between the longest
computation time and the shortest. However, the median value has bigger distant from the first
quartile rather than third quartile. It shows that the load imbalance is caused by small number
of processes that takes much longer time to finish.
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480 720 960 1200
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Figure 8: Load Imbalance boxplot showing the maximum and minimum time to perform compu-
tation that excludes MPI. With increased number of processes, average time needed to perform
computation decreases but with increased variety of time from each process

7 I/O Performance
CIAO application has several modes for read and write file to the filesystem. We are measuring
the application’s runtime with three modes: read and write the file with HDF5 mode (IO version
5), read and write file in binary (IO version 4), and read the file using HDF5 (IO version 5)
but write it down with binary mode (IO version 4). Figure 9 shows the different result of these
modes. Using HDF5 to read the file and write in binary has the best result among other modes.

Figure 9: The application’s runtime result from various read and write mode. Lower values are
better

The reason behind this result needs to be investigated further to identify the root cause to
optimize the HDF5 use for file writing since read and write using HDF5 only shows that it is
slightly better than using binary for read and write.
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8 Scalability
We run the application several times with different combination on number of iterations and MPI
processes. Figure 10 shows an interesting outcome where with increased number of iterations,
the application is actually closer to its ideal scaling values. This argument however still needs
to be confirmed using higher number of iterations for such calculation. The cause of this
phenomenon might be coming from the nature of the application itself. The calculation for
each iteration might get faster due to reduced amount of calculation needed.

Figure 10: The application’s runtime result from various read and write mode. Lower values
are better

We have also tried to run data correctness checking with Archer and Must to rule out the
possibility that this faster calculation for each calculation is not coming from data race. If this
faster calculation is not a phenomenon that is observable by the client, we can perform another
more thorough investigation specific for this problem.

9 Computation performance
The application has an excellent computation performance and gained super-linear speedup
(IPC Scalability is greater than 100%). In the figure 11 below, we see that there is an increased
instruction and number of cycle inside arts advance iter as we scale the number of processes.
The increased cycle inside arts advance iter however, is mainly driven by the increased cycle
from the MPI activities since as we can see from the right chart of figure 11, the number of
cycle is actually decreasing for computation outside MPI. This might be interesting to look into
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when trying to improve the MPI performance

Figure 11: The application’s instruction and cycle.

10 Memory Hotspots
The table 5 below shows the L1 and L2 total cache misses of the CIAO application. It is apparent
that most arts advance iter function dominates the whole memory consumption. Within the
arts advance iter, most of the memory consumption is because of the computation outside
MPI.

Table 5: Total cache misses of the application

Processes 480 720 960 1200
Nodes 12 18 24 30
Cache misses % L1 L2 L1 L2 L1 L2 L1 L2
arts advance iter 98.05% 96.61% 97.89% 96.51% 96.94% 97.80% 97.76% 96.02%
Other computation 1.32% 2.76% 1.50% 2.93% 1.58% 3.13% 1.63% 3.17%
MPI communication 0.62% 0.63% 0.61% 0.56% 0.61% 0.58% 0.61% 0.81%

Share percentage inside arts advance iter
Computation 99.34% 99.18% 98.90% 98.82% 98.39% 98.21% 97.87% 97.56%
MPI communication 0.75% 0.82% 1.10% 1.18% 1.61% 1.79% 2.13% 2.44%

11 Library Version Changes
We also observed an interesting outcome from using different Hypre library version that might
be of interest for the future CIAO development. When we are using Hypre library version
2.18.2, we found that the application cannot go above two iterations and we reverted to the
older version 2.11.2 for the main measurement analysis in table 1. The difference also affects
the POP metrics measurement as it can be seen in table 6
With the newer Hypre version 2.18.2, we can see that Communication Efficiency metric
went up, and Load Balance metric went lower than the result in table 1. Depending on the
root cause on why using the newer library does not work well with CIAO, this result might
change or can be used as a guideline to see the impact on the library version changes.
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Table 6: POP Efficiency Metrics of arts advance iter for Hypre library version 2.18.2. The
application runs with one iteration and with three subiterations. The + and - sign inside the
bracket shows how much the metric’s value is lower or higher than the result from table 1. -7%
for example means that current value is 7% lower than the main result

480 720 960 1200
Global efficiency 78% (-6%) 73% (-7%) 75% (+3%) 72%

Parallel efficiency 78% (-6%) 73% (-7%) 75% (+3%) 72% (+2%)
Load Balance 81% (-7%) 76% (-8%) 79% (-4%) 77% (-7%)
Communication efficiency 96% (+1%) 96% (+1%) 96% (+9%) 95% (+11%)

Serialization efficiency 97% (+1%) 97% 97% (+8%) 96% (+10%)
Transfer efficiency 99% 99% (+1%) 99% (+1%) 99% (+1%)

Computation scalability 100% 101% (-1%) 99% (-1%) 99% (-4%)
IPC scalability 100% 101% (-2%) 100% (-3%) 100% (-6%)
Instruction scalability 100% 100% (+1%) 99% (+2%) 99% (+2%)

12 Summary of observations
After we evaluated CIAO application, there are several points that are interesting and can be
investigated further or improved in proof of concept phase.

• Load balance is the main performance problem of the application. Even though it is not
quite severe for this test case, it still needs to be addressed to improve the application’s
performance especially if the imbalance is coming from the specific type of input data

• Communication efficiency can gradually become a problem as we scale the number of
processes. This decline is driven by the increasing idle time within the communication
(Serialization Efficiency metric) and this needs to be optimized.

• Writing file using HDF5 mode is less optimal than using binary mode. The best com-
bination for file read and write in CIAO is read data in HDF5 and write it in binary
mode.

• The application scales quite well with higher number of iterations. We did a correctness
checking on the application to rule out the possibility of data race and there should be no
data race inside the application.

• The application also performs really well in terms of computation scalability with IPC is
above 100%. The computation inside arts advance iter managed to utilize the comput-
ing infrastructure

• There is a glitch when using the newer version of Hypre library. This might need to be
kept in mind when upgrading the library in the future.
The load imbalance problem should be the main topic for the next phase. Investigating
the peculiarity in HDF5 writing speed is also a good follow up topic for Proof of Concept.
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