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1 Background
Applicants Name: Philipp Samfass, Leonhard Rannabauer (TUM)

Application Name: ExaHyPE (based on Peano 3)

Application Description: The ExaHyPE engine supports simulations of systems of hyperbolic
PDEs, as streaming from conservation laws. A concrete model for seismic wave propagation
problems is being developed within the ExaHyPE project. The model is based on high-order
Discontinuous Galerkin (DG) discretization, local time-stepping and works on octree-structured
Cartesian grids. The activities in this CoE will focus on setting up concrete services based on
the ExaHyPE engine and seismic models.

Programming Language: C++, (Python)

Programming Model: MPI, Thread Building Blocks (TBB)

Source Code Available: Yes

• ExaHyPE: https://gitlab.lrz.de/exahype/ExaHyPE-Engine/-/tree/jannis/pop-audit

• Peano 3: https://gitlab.lrz.de/hpcsoftware/Peano/-/tree/jannis/scorep

• ExaSeis: https://gitlab.lrz.de/ExaHyPE-Seismic/ExaSeis/-/tree/master

Input data: For this performance audit we used ExaSeis (Curvilinear) as test case. ExaSeis
solves linear PDEs with a Cauchy Kowalewski theorem in ADER-DG. Input parameters are
a 3D domain of size 47x47x47 and an ADER-DG solver with order=7 and maximum mesh -
size=2. As the first performance audit failed there are no reference measurements and metrics.
For that purpose, we run multiple versions of ExaSeis with the the following computational
ADER-DG kernels and their corresponding denotations representing the progress within the
ExaHyPE project:

1. generic-ck:False-vec:False: Generic kernels

2. optimised-ck:False-vec:False: Optimised kernels where matrix multiplications are
performed by LIBXSMM

3. optimised-ck:True-vec:False: Optimised kernels from point 2 where the Cauchy Kowalewski
algorithm has been split and reordered for better compiler vectorization

4. optimised-ck:True-vec:True: Optimised kernels from point 3 with additional vectorization
efforts

Machine Description:

• All experiments have been conducted on CLAIX-2018 at RWTH Aachen University.
CLAIX-18 consists 2-socket Intel Xeon Platinum 8160 processors with 2x24 cores running
at a base frequency of 2.10 GHz. They are connected with an Intel Omni-Path interconnect.

• All application versions have been compiled with Intel compiler 19.0.1.144 and Intel MPI
2019.5.281. Analysis has been performed with Extrae 3.8.3 and Paraver 4.8.1.
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2 Application structure
The application is composed of three phases:

• An initialization phase where required data structures and grids are created.

• The iterative solver phase that represents the actual work done in ExaHyPE.

• A phase at the end where data structures are freed and some final KPIs and statistics are
reduced.

A small demo trace obtained with Extrae and Paraver with 2 ranks and 12 threads is shown in
Fig. 1. As illustrated the application performs a master-worker pattern where the first process
is actually just responsible for traversing the grid sections and distributing information about
work packages that should then be executed by the worker processes. The master process is
running sequentially, not making use of additional and available cores in a hybrid execution.

Figure 1: Demo trace for ExaSeis (generic kernels) with 2 ranks and 12 threads per rank to visualize
work phases and MPI communication.

The master threads of the worker processes are iterating through the assigned work (light
blue color) and creating work packages that are then executed by TBB. If this procedure has
been completed for the current time step, they also participate in executing work packages.
MPI Communication is only happening within these master threads.

3 Region of interest (ROI)
Although the initialization phase takes a larger share for the current runs, it has to be noted
that for this audit just 30 iterations of the ADER-DG solver have been executed. In a regular
run consisting of multiple hundred or thousand iteration steps, the initialization phase becomes
negligible. Thus, the region of interest for the further analysis is the time stepping phase where
the actual work is happening. As illustrated in the trace and legend this region can then be
further split into multiple kernel functions that take a major share of the run time, namely
aderCauchyKovalewski (78.37 %), aderExtrapolator (11.55 %), aderspaceTimePredictor
(6.21 %) and RepositorySTDStack::iterate (2.68 %) for the generic kernels.
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4 Scalability
In this section, the scalability of ExaHyPE is inspected. The customer has already performed
intensive experiments in the past to figure out suitable numbers of processes to ensure a good
load balance. Due to the uses case dependent domain decomposition (here 3D domain) in
ExaHyPE and Peano 3, the sweet spots appear at 33∗i for i ∈ N. Thus, for numbers of i that
would mean 30 = 1 rank, 33 = 27 ranks and 36 = 729 ranks plus the additional master process
that distributing the work this will then end up. In the 1 rank scenario however the process
takes care of the complete work and there is no additional distribution process required.

For this analysis, we conducted experiments with 1 and 27 + 1 = 28 processes varying the
number of threads. SLURM batch job allocations have been configured based on resource needs
to assign as many processes as possible to a single compute node but on the other hand avoiding
NUMA effects as much as possible by, e.g., assigning at most one process to a NUMA domain.
As the Intel Skylake nodes of CLAIX-2018 support AVX512, we created both, versions compiled
with AVX2 and AVX512 to compare the performance. Fig. 2 and Fig. 3 illustrate the strong
scaling behavior of the different versions reporting execution times, strong scaling speedup and
relative speedup compared to the baseline version AVX2-generic-ck:False-vec:False.

One observation is that the kernel versions have been improved constantly, especially for
experiments with lower number of threads leading to a speedup of up to 4.6 X for 1 process and
3.9 X for 28 processes. Interestingly, when scaling up the number of threads, especially with
48 threads on a single node and with higher number of threads for 28 processes, most of the
experiments with optimised kernels performed worse that the original baseline version.

Another observation is that AVX2 versions outperform AVX512 versions. An initial assumption
is that frequent switches between regions using AVX512 and those which are not using AVX512
resulting in frequency changes can lead to performance degradations. This will be investigated
in more detail in Sec.7. Therefore, for most of the remaining results like efficiencies the AVX2
versions have been used if not specified otherwise.

Fig. 4 shows the MPI speedup achieved with 28 ranks compared to 1 rank with the same
number of threads per process. It can be observed that the speedup decreases with an increasing
number of threads ranging from [16.5 %− 20 %] for 2 threads to [5 %− 9 %] for 48 threads per
process.

5 Efficiency
Several metrics1 are defined in the POP methodology. These metrics cover different aspects
commonly causing inefficiencies in parallel programs. Their values range from 0 to 1, where
higher values are better. They are organized in a hierarchical way as follows: At the top of the
hierarchy is the Global Efficiency.

It is the product of the Parallel Efficiency and the Computational Efficiency. The
Parallel Efficiency measures how well the application is parallelized in terms of data distribution
among processes and communication between them. It is the product of two sub-metrics,
namely Load Balance Efficiency and Communication Efficiency. Load Balance is
the ratio between average computation time (across all processes) and maximum computation
time (across all processes). It measures how evenly computational work is distributed among
processes. Communication Efficiency is another composite efficiency which combines the
Serialization Efficiency and the Transfer Efficiency. Serialization Efficiency is the ratio

1https://pop-coe.eu/node/69
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(c) Relative speedup to baseline

Figure 2: Strong scaling measurements for ExaSeis on CLAIX-2018 with 1 process and varying number
of threads. Versions have been compiled with AVX2 and AVX512
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Figure 3: Strong scaling measurements for ExaSeis on CLAIX-2018 with 28 processes and varying
number of threads. Versions have been compiled with AVX2 and AVX512
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Figure 4: Strong scaling speedup for ExaSeis on CLAIX-2018 of 28 processes compared to 1 process
using the same number of threads per process. Versions have been compiled with AVX2 and AVX512

between the maximum computation time on an ideal network and the total run time on an ideal
network. It is a measure for waiting times within communications. The Transfer Efficiency
covers inefficiencies caused by data transfers. It is defined as the ratio between the total run
time on an ideal network and the total run time on the real network.

For the Computational Efficiency metric values are compared to a reference case in
terms of scalability. In this case always the lowest processes count is used as a referenced. The
Computational Efficiency is also a composite efficiency. It is composed of the Instruction
Efficiency and the IPC Efficiency. The Instruction Efficiency is given as the ratio
between total number of useful instructions in the reference case and the total number of useful
instructions with more processes than in the reference case. Similarly, the IPC Efficiency is
the ratio of IPC in the reference case to the IPC in a case with more processes.

Table 5 and Table 6 show the POP efficiency metrics for 1 and 28 ranks respectively. In
the single rank scenario no MPI is involved. As we can not get much information about
concrete TBB internals from the tools, Communication Efficiency is always 100 %. Load Balance
varies with 86.20 % for generic and 20.88 % for optimised-ck:True-vec:True at 48 threads.
Although load balance is much worse in the second case, the overall execution time is in general
better as shown in the strong scaling plots above. Further, it can be observed that in both cases
IPC as well as Frequency Scalability goes down as the number of threads is increased. This
indicates that with lower number of threads cores of the Intel Skylake nodes are running Turbo
Boost, which is enabled on CLAIX-2018. With more threads this effect is not visible any more.
Average IPC is higher for optimised-ck:True-vec:True in the beginning due to the improved
vectorization. However, it should be noted that the sustainable frequency of the vector units
on Intel processors is lower than the regular base frequency.

POP metrics for 28 ranks suggest a similar picture. Time spend in MPI routines is very low
resulting in high values for Communication Efficiency with 98 % and better. Additionally, we see
that Load Balance becomes a major problem, especially for the optimised-ck:True-vec:True
kernels, starting with 89.59 % for 2 threads and constantly decreasing to 20.88 % for 48 threads.
Combined with the the lower scores for Computational Scalability this results in poor Global
Efficiency between 5 % and 8 %.
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Number of threads 2 4 8 16 24 32 40 48

Globalefficiency 97,63% 93,57% 83,64% 65,73% 51,38% 51,03% 41,95% 33,81%

    Parallel efficiency 97,63% 97,34% 96,42% 95,74% 94,71% 94,09% 91,44% 86,20%

        Load balance 97,63% 97,34% 96,42% 95,74% 94,71% 94,09% 91,44% 86,20%

        Communication efficiency 100,00% 100,00% 100,00% 100,00% 100,00% 100,00% 100,00% 100,00%

            Serialization efficiency n/a n/a n/a n/a n/a n/a n/a n/a

            Transfer efficiency n/a n/a n/a n/a n/a n/a n/a n/a

    Computation scalability 100,00% 96,13% 86,75% 68,65% 54,25% 54,24% 45,88% 39,22%

        IPC scalability 100,00% 99,08% 92,15% 92,16% 82,49% 79,38% 74,90% 67,60%

        Frequency scalability 100,00% 97,02% 94,14% 74,49% 65,77% 68,33% 61,25% 58,02%

Average IPC 1,86 1,84 1,72 1,72 1,54 1,48 1,39 1,26

Average frequency (GHz) 3,33 3,23 3,13 2,48 2,19 2,28 2,04 1,93

(a) Generic kernels

Number of threads 2 4 8 16 24 32 40 48

Globalefficiency 89,59% 80,11% 58,41% 9,69% 13,75% 9,58% 7,94% 5,89%

    Parallel efficiency 89,59% 87,76% 83,05% 61,39% 44,24% 30,92% 25,99% 20,88%

        Load balance 89,59% 87,76% 83,05% 61,39% 44,24% 30,92% 25,99% 20,88%

        Communication efficiency 100,00% 100,00% 100,00% 100,00% 100,00% 100,00% 100,00% 100,00%

            Serialization efficiency n/a n/a n/a n/a n/a n/a n/a n/a

            Transfer efficiency n/a n/a n/a n/a n/a n/a n/a n/a

    Computation scalability 100,00% 91,28% 70,33% 15,79% 31,08% 30,98% 30,55% 28,20%

        IPC scalability 100,00% 94,09% 75,87% 58,66% 56,34% 49,26% 49,91% 48,00%

        Frequency scalability 100,00% 97,01% 92,70% 26,92% 55,17% 62,90% 61,22% 58,76%

Average IPC 2,31 2,17 1,75 1,35 1,30 1,14 1,15 1,11

Average frequency (GHz) 3,30 3,20 3,05 0,89 1,82 2,07 2,02 1,94

(b) Optimised kernels (optimised-ck:True-vec:True)

Figure 5: POP metrics for 1 rank reported by BSC Basic Analysis 0.3.8. Note: Some of the metrics like
Load Balance and Communication Efficiency had to be recalculated by hand as current metric models
are not well prepared for TBB. Serialization Efficiency and Transfer Efficiency could not be retrieved
due to issues with TBB during tracing.

6 Load Balance
Looking a little closer in the load balance issues, we reviewed traces for the following two
experiments: ExaSeis using optimised-ck:True-vec:True kernels with 1 rank and 32 threads,
and the same configuration with 28 ranks and 4 threads. Fig. 7 shows 2 time steps of the
ADER-DG solver for the 1 rank. As illustrated there are blank areas where TBB threads are
not executing useful work. As time spent for calculations in the well optimized ADER-DG
kernels is low, the master thread which is iterating over the domain and creating work packages
becomes the bottleneck. This serialization limits the strong scalability according to Amdahl’s
law.

Fig. 8 shows 3 time steps of the ADER-DG solver for the 28 ranks. Apart from the problems
described before, a load imbalance between ranks can be detected. Rank 7 has much more work
than rank 8, which can further decrease overall scalability.

Another issue in ExaHyPE or Peano is the data distribution in shared memory, especially if
multiple threads are used. Initialization seems to be done sequentially before the time stepping
phase starts. Due to the first touch principle on Unix system most if not all of the physical
memory pages will be located at a single NUMA domain. Threads accessing data from different
NUMA domains will experience a penalty as remote memory accesses are slower. An analysis
with 1 rank and 48 threads (full node) has shown that 64 % or more of the total physical memory
pages is located on one socket.
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Number of threads 2 4 8 16 24 32 40 48

Globalefficiency 77,37% 62,89% 47,34% 33,05% 18,92% 9,80% 7,66% 7,50%

    Parallel efficiency 77,37% 76,54% 72,39% 67,26% 51,98% 34,67% 32,11% 30,59%

        Load balance 77,57% 76,92% 72,97% 68,19% 52,72% 35,08% 32,54% 30,96%

        Communication efficiency 99,75% 99,51% 99,20% 98,63% 98,60% 98,83% 98,68% 98,78%

            Serialization efficiency n/a n/a n/a n/a n/a n/a n/a n/a

            Transfer efficiency n/a n/a n/a n/a n/a n/a n/a n/a

    Computation scalability 100,00% 82,16% 65,40% 49,15% 36,39% 28,26% 23,85% 24,52%

        IPC scalability 100,00% 98,82% 94,58% 90,38% 85,34% 84,08% 78,58% 80,98%

        Frequency scalability 100,00% 83,14% 69,14% 54,37% 42,64% 33,62% 30,36% 30,28%

Average IPC 1,74 1,72 1,64 1,57 1,48 1,46 1,36 1,41

Average frequency (GHz) 3,12 2,59 2,15 1,69 1,33 1,05 0,95 0,94

(a) Generic kernels

Number of threads 2 4 8 16 24 32 40 48

Globalefficiency 71,51% 48,07% 20,67% 7,60% 4,09% 2,14% 1,67% 1,40%

    Parallel efficiency 71,51% 60,21% 38,65% 19,15% 12,26% 9,00% 7,74% 6,17%

        Load balance 72,19% 61,20% 39,38% 19,48% 12,44% 9,12% 7,85% 6,25%

        Communication efficiency 99,05% 98,39% 98,14% 98,28% 98,58% 98,67% 98,62% 98,68%

            Serialization efficiency n/a n/a n/a n/a n/a n/a n/a n/a

            Transfer efficiency n/a n/a n/a n/a n/a n/a n/a n/a

    Computation scalability 100,00% 79,83% 53,49% 39,69% 33,38% 23,74% 21,56% 22,65%

        IPC scalability 100,00% 91,90% 81,68% 80,22% 74,85% 71,07% 77,21% 71,98%

        Frequency scalability 100,00% 86,87% 65,49% 49,48% 44,60% 33,40% 27,92% 31,47%

Average IPC 1,90 1,75 1,55 1,52 1,42 1,35 1,47 1,37

Average frequency (GHz) 2,95 2,56 1,93 1,46 1,32 0,98 0,82 0,93

(b) Optimised kernels (optimised-ck:True-vec:True)

Figure 6: POP metrics for 28 ranks reported by BSC Basic Analysis 0.3.8. Note: Some of the metrics
like Load Balance and Communication Efficiency had to be recalculated by hand as current metric
models are not well prepared for TBB. Serialization Efficiency and Transfer Efficiency could not be
retrieved due to issues with TBB during tracing.

Figure 7: Example of load imbalance for ExaSeis using optimised kernels
(optimised-ck:True-vec:True) with 1 rank and 32 threads per rank

7 Serial performance
As discussed in Sec. 5, IPC and Frequency Scalability drop when increasing the number of
threads. Further, results from Sec. 4 indicate that AVX2 versions of ExaSeis outperform those
with AVX512. Thus, in this section, traces for ExaSeis using optimised-ck:True-vec:True
kernels with 1 rank are investigated. To compare both the influence of number of threads and
vectorization type, we selected traces with 4 and 48 threads as well as AVX2 and AVX512.

10



POP Ref.No. POP2 AR 450

Figure 8: Example of load imbalance for ExaSeis using optimised kernels
(optimised-ck:True-vec:True) with 28 rank and 4 threads per rank

Fig. 9 and 10 show IPC and Core Frequency for 2 arbitrary time steps of the ADER-DG solver
for each combination.

The results of the experiments with 4 threads indicate that the core frequency of AVX512 is
only slightly reduced in certain segments. However, surprisingly IPC is much lower for AVX512
than for AVX2 which could explain a certain difference in run time.

Results of the experiments with 48 threads show a similar trend. Additionally, Fig. 10b
and 10d illustrate how often core frequencies change depending on the different units of work.
This confirms the initial assumption that frequent switches between regions with and without
vectorization occur in the application. That can be much more expensive for AVX512 than for
AVX2 as a certain delay/cost is always associated with every switch.

8 Correctness checking
Multiple technical issues arose during the performance audit of ExaHyPE, especially in combination
with analysis tools like Extrae and Score-P as these are not well prepared to support TBB yet.
During the investigation of one of those issues with Intel Inspector, we additionally found
potential data races in the ADER-DG solver implementation. These have been reported to the
customer which will investigate the data races in more detail to either verify or falsify them.

9 Summary of observations
Summarizing, load balance is the major problem in ExaHyPE and Peano 3. The master-
worker pattern as well as the serial creation of work on each rank limit the overall scalability.
One suggestion would be to review the design how work packages are created and distributed.
I’m aware that there are efforts to port the underlying Peano to OpenMP (Peano V4) which
might already lead to improvements in shared memory scalability. If the algorithm allows
it, we recommend using OpenMP tasks that are both created and executed in parallel by all
participating threads. Thus, a single thread will not become the bottleneck. Further, the first
rank currently runs sequentially. In a regular batch environment it is not uncommon to allocate
the same resources for each process. Thus, most of the first rank’s resources are unused.
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(a) AVX2 - IPC (b) AVX2 - Core Freq.

(c) AVX512 - IPC (d) AVX512 - Core Freq.

Figure 9: IPC and Core Freq. for two ADER-DG time steps. Experiments have been conducted with
1 rank and 4 threads comparing AVX2 and AVX512.

Another aspect that should be tackled are the NUMA effects that arise when running with
multiple threads potentially spread across several NUMA domains. Although operating system
techniques like Auto NUMA Balancing that is supported by RHLE mitigate some degradation,
there is still much more room for improvement. Parallel, NUMA-aware data initialization that
is similar to the data access pattern can help to further boost performance. We recommend a
closer look at the share of remote data accesses or remote data volume with Likwid.

Another recommendation would be to deeply investigate IPC values for AVX512. It is not
clear why these are lower than those for AVX2. Creating larger chunks of work might help to
reduce the number and relative cost of frequency switches between regions with and without
vectorization. Additionally, information about cache misses in L2 and L3 might help to improve
the data layout and serial performance per core.
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(a) AVX2 - IPC (b) AVX2 - Core Freq.

(c) AVX512 - IPC (d) AVX512 - Core Freq.

Figure 10: IPC and Core Freq. for two ADER-DG time steps. Experiments have been conducted with
1 rank and 48 threads comparing AVX2 and AVX512.
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